18
Annotated Bibliography

The purpose of this annotated bibliography is to supply the reader with more material
and with more detail than was possible in the preceding chapters, rather than to just
list the works referenced in the text. The annotations cover a considerable number of
subjects that have not been treated in the rest of the book.
The printed version of this book includes only those literature references and their
summaries that are actually referred to in it. The full literature list with summaries as
far as available can be found on the web site of this book; it includes its own authors
index and subject index.
This annotated bibliography differs in several respects from the habitual literature
list.
•

•

•

The annotated bibliography consists of five sections:
– Main parsing material — papers about the main parsing techniques.
– Further parsing material — papers about extensions of and refinements to the
main parsing techniques, non-Chomsky systems, error recovery, etc.
– Parser writing and application — both in computer science and in natural
languages.
– Support material — books and papers useful to the study of parsers.
– Secondary Material — unannotated papers of peripheral interest (Internet
version only).
The entries in each section have been grouped into more detailed categories;
for example, the main section contains categories for general CF parsing, LR
parsing, precedence parsing, etc. For details see the Table of Contents at the
beginning of this book.
Most publications in parsing can easily be assigned a single category. Some that
span two categories have been placed in one, with a reference in the other.
The majority of the entries are annotated. This annotation is not a copy of the abstract provided with the paper (which generally says something about the results
obtained) but is rather the result of an attempt to summarize the technical content
in terms of what has been explained elsewhere in this book.
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The entries are ordered chronologically rather than alphabetically. This arrangement has the advantage that it is much more meaningful than a single alphabetic
list, ordered on author names. Each section can be read as the history of research
on that particular aspect of parsing, related material is found closely together
and recent material is easily separated from older publications. A disadvantage is
that it is now difficult to locate entries by author; to remedy this, an author index
(starting on page 779) has been supplied.

18.1 Major Parsing Subjects
18.1.1 Unrestricted PS and CS Grammars
1. Loeckx, Jacques J. C. Mechanical Construction of Bounded-Context Parsers for
Chomsky 0-Type Languages. PhD thesis, University of Leuven, Eindhoven, 1969. Also
Philips research reports. Supplements; 1969, no. 3., See Loeckx [2].
2. Loeckx, Jacques. The parsing for general phrase-structure grammars. Inform. Control,
16:443–464, 1970. The paper sketches two non-deterministic parsers for PS grammars, one topdown, which tries to mimic the production process and one bottom-up, which tries to find a handle.
The instructions of the parsers are derived by listing all possible transitions in the grammar and
weeding out by hand those that cannot occur. Trial-and-error methods are discussed to resolve the
non-determinism, but no instruction selection mechanisms are given. Very readable, nice pictures.

3. Walters, Daniel A. Deterministic context-sensitive languages, Parts I & II. Inform.
Control, 17(1):14–61, 1970. The definition of LR(k) grammars is extended to context-sensitive
grammars. Emphasis is more on theoretical properties than on obtaining a parser.

4. Woods, William A. Context-sensitive parsing. Commun. ACM, 13(7):437–445, July
1970. The paper presents a canonical form for context-sensitive (ε-free) derivation trees. Parsing
is then performed by an exhaustive guided search over these canonical forms exclusively. This
guarantees that each possible parsing will be found exactly once.

5. Révész, György. Unilateral context sensitive grammar and left to right parsing. J.
Comput. Syst. Sci., 5:337–352, 1971. Right-sensitive grammars (RSGs) are context-sensitive
grammars in which the left context X in all rules XAY → XαY is empty. The rules of such a
grammar can all be reduced to the rule forms X → Y , X → Y Z, and XT → Y T , in Chomsky
Normal Form fashion. A simple non-deterministic parser is proposed for RSGs, which basically
always does the leftmost possible reduction using one of the grammar rules. The bulk of the paper
is concerned with finding properties of grammars for which this parsing method works, the socalled “progressive grammars”.

6. Book, R. V. Terminal context in context-sensitive grammars. SIAM J. Computing,
1:20–30, 1972. Some conditions under which CS grammars produce CF languages.
7. Ghandour, Z. J. Formal systems and analysis of context-sensitive languages.
Computer J., 15(3):229–237, 1972. Ghandour describes a formal production system that
is in some ways similar to but far from identical to a two-level grammar. A hierarchy of 4 classes
is defined on these systems, with Class 1 ⊇ Class 2 ⊃ Class 3 ⊃ Class 4, Class 1 ⊇ CS and Class
4 = CF. A parsing algorithm for Class 1 systems is given in fairly great detail.

8. Savitch, Walter J. How to make arbitrary grammars look like context-free grammars.
SIAM J. Computing, 2:174–182, 1973. Proves that any Type(0) grammar is equivalent to a
Type(0) grammar with only three kinds of rules: BA → αA (right context only), AB → Aα (left
context only), and B → α (context-free).
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9. Khabbaz, N. A. Multipass precedence analysis. Acta Inform., 4:77–85, 1974. A
hierarchy of CS grammars is given that can be parsed using multipass precedence parsing. The
parser and the table construction algorithm are given explicitly.

10. Hart, Johnson M. Right and left parses in phrase-structure grammars. Inform. Control,
32(3):242–262, Nov. 1976.
11. Tanaka, Eiichi and Fu, King-Sun. Error-correcting parsers for formal languages. IEEE
Trans. Comput., C-27(7):605–616, July 1978. In addition to the error correction algorithms
referred to in the title (for which see [940]) a version of the CYK algorithm for context-sensitive
grammars is described. It requires the grammar to be in 2-form: no rule has a right-hand size
longer than 2, and no rule has a left-hand size longer than its right-hand size. This limits the
number of possible rule forms to 4: A → a, A → BC, AB → CB (right context), and BA → BC
(left context). The algorithm is largely straightforward; for example, for rule AB → CB, if C and B
have been recognized adjacently, an A is recognized in the position of the C. Care has to be taken,
however, to avoid recognizing a context for the application of a production rule when the context
is not there at the right moment; a non-trivial condition is given for this, without explanation or
proof.

12. Tomita, E., Sakuramoto, K., and Kasai, T. A top-down parsing algorithm for a contextsensitive language. Trans. Inst. Electron. & Commun. Eng. Jpn., E62(2):127–128, Feb.
1979. Abstract only.
13. Turnbull, C. J. M. and Lee, E. S. Generalized deterministic left to right parsing. Acta
Inform., 12:187–207, 1979. The LR(k) parsing machine is modified so that the reduce instruction removes the reduced right-hand side from the stack and pushes an arbitrary number of
symbols back into the input stream. (The traditional LR(k) reduce is a special case of this: it
pushes the recognized non-terminal back into the input and immediately shifts it. The technique
is similar to that put forward by Dömölki [40].) The new machine is capable of parsing efficiently
a subset of the Type 0 grammars, DRP grammars (for Deterministic Regular Parsable). Membership of this subset is undecidable, but an approximate algorithm can be constructed by extending
the LR(k) parse table algorithm. Details are not given, but can be found in a technical report by
the first author.

14. Matsuoka, K. Context-sensitive LR(k) parsers. Trans. Inst. Electron. & Commun. Eng.
Jpn., E64:691, 1981. Abstract only.
15. Vol’dman, G. Sh. A parsing algorithm for context-sensitive grammars. Program.
Comput. Softw., 7:302–307, 1981. Extends Earley’s algorithm first to length-increasing phrase
structure grammars and then to non-decreasing PS grammars (= CS grammars). The resulting
algorithm has exponential time requirements but is often much better.

16. Harris, Lawrence A. SLR(1) and LALR(1) parsing for unrestricted grammars. Acta
Inform., 24:191–209, 1987. The notion of an LR(0) item can easily be defined for unrestricted

grammars: “For each item λ → µ1 •Xµ2 there is a transition on X to the item λ → µ1 X•µ2 and
an ε-transition to any item Xδ → •η”, for any symbol X. These items are grouped by subset
construction into the usual states, called here preliminary states, since some of them may actually
be ineffective. A GOTO function is also defined. If we can, for a given grammar, compute the
FOLLOW sets of all left-hand sides (undecidable in the general case), we can apply a variant of
the usual SLR(1) test and construct a parsing table for a parser as described by Turnbull and Lee
[13].
To obtain the LALR(1) definition, a look-ahead grammar system is defined that will, for each item
in each state, generate the (unrestricted) language of all continuations after that item. If we can,
for a given grammar, compute the FIRST sets of all these languages (undecidable in the general
case), we can apply a variant of the usual LALR(1) test and construct a parsing table for a similar
parser. If one of the above constructions succeeds, a linear-time parser is obtained.
The author gives many hand-computed examples and explores error detection properties. More
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general definitions of SLR(1) and LALR(1) are possible, encompassing larger sets of grammars,
at the cost of a still further reduced chance of decidability.

17. Steen, Gert Jan van der. A program generator for recognition, parsing and transduction with syntactic patterns. Technical Report Tract 55, Centrum voor Wiskunde en
Informatica, Amsterdam, 1989. In a massive approach to pattern matching as parsing, the
two-stack machine of Walters [3] and Turnbull and Lee [13] is extended to encompass regular
right part Type 0 transduction grammars with “don’t care” entries, “arb” entries, negation of regular expressions of terminals and intersections of grammar rules. The built-in search algorithm is
formalized, resulting in a “parallel transduction automaton” called “PTA”. The search is restricted
wherever possible through the use of LR(0) items in a Type 0 variant of Tomita’s parser [571].
The PTA consists of a number of processors that cooperate on a common data structure which
includes both stack forests and the parse forest; the PTA (or its processors) can be operated upon
through some tens of instructions. The (extended) input grammar can be translated into PTA instructions, thus yielding a parser.
The PTA is described in much practical detail, illuminated by extensive diagrams. A system has
been written around the PTA, called “Parstat”; many non-trivial examples of its application are
given, mainly from linguistics.

18. Manousopoulou, A. G., Papakonstantinou, George K., and Tsanakas, Panayotis. A
chart-like parser for context sensitive grammars. In E. Villemonte de la Clergerie,
editor, Tabulation in Parsing and Deduction, pages 89–95. CNAM, 1998.

18.1.2 General Context-Free Parsing
19. Irons, E. T. A syntax-directed compiler for ALGOL 60. Commun. ACM, 4(1):51–55,
Jan. 1961. The first to describe a full parser. It is essentially a full backtracking recursive descent
left-corner parser. The published program is corrected in a Letter to the Editor by B.H. Mayoh,
Commun. ACM, 4(6):284, June 1961.

20. Hays, David G. Automatic language-data processing. In H. Borko, editor, Computer
Applications in the Behavioral Sciences, pages 394–423. Prentice-Hall, 1962. Actually
about machine translation of natural language. Contains descriptions of two parsing algorithms.
The first is attributed to John Cocke of IBM Research, and is actually a CYK parser. All terminals
have already been reduced to sets of non-terminals. The algorithm works by combining segments
of the input (“phrases”) corresponding to non-terminals, according to rules X − Y = Z which
are supplied in a list. The program iterates on the length of the phrases, and produces a list of
numbered triples, consisting of a phrase and the numbers of its two direct constituents. The list
is then scanned backwards to produce all parse trees. It is suggested that the parser might be
modified to handle discontinuous phrases, phrases in which X and Y are not adjacent.
The second algorithm, “Dependency-Structure Determination”, seems akin to chart parsing. The
input sentence is scanned repeatedly and during each scan reductions appropriate at that scan are
performed: first the reductions that bind tightest, for example the nouns modified by nouns (as in
“computer screen”), then such entities modified by adjectives, then the articles, etc. The precise
algorithm and precedence table seem to be constructed ad hoc.

21. Ingerman, Peter Zilahy. A translation technique for languages whose syntax is expressible in Extended Backus Normal Form. In Symposium on Symbolic Languages
in Data Processing, pages 23–64, New York, 1962. Gordon and Breach. Presents and
explains in extensive and fairly obscure detail a backtracking LC parser in ALGOL 60, probably
similar to the one shown by Irons [19]; to implement backtracking, the code presented here uses
explicit stacks represented as “dynamic own arrays”, whereas Irons uses recursion. Full code of
the parser, called “RAVEL”, is given in 2½ pages of non-recursive assembly-language-style ALGOL 60, explained in 11 pages of text.
Two tables, created during preprocessing of the grammar, are used to guide the search. The
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Boolean table T [N, α] answers the question: “I want to construct an N and have already recognized the sequence α; is there a point in continuing?”. All Ns and αs that can play a role in
the LC parsing process have been enumerated and given unique numbers during preprocessing,
so both N and α are represented by integers. The table S[α] is actually a tree of αs, with 6 types
of nodes in it. It is used for determining the next non-terminal A to be recognized after a given
α, finding the number of the combined αA, producing output, etc. The generation of the tables is
described in narrative form.
Several extensions to RAVEL are proposed: 1. doing right-to-left scanning; 2. allowing nonterminals in the input (perhaps created by a preprocessor); 3. allowing grammar rules of the form
A → α \ B, with the meaning that α can only be reduced to A if a B follows. All three extensions
are very easy to implement.
Several factors combine to make the paper very hard to read. Among them are archaic terminology, a large number of mostly arbitrary abbreviations, and a tricky approach to dynamic memory
allocation. It would need a modern translation.

22. Irons, E. T. The structure and use of the syntax directed compiler. Ann. Rev. Automatic
Programming, 3:207–228, 1962. Extended version of Irons [19].
23. Kuno, S. and Oettinger, A. G. Multiple-path syntactic analyzer. In Information Processing 1962, pages 306–312, Amsterdam, 1962. North-Holland. A pool of predictions
is maintained during parsing. If the next input token and a prediction allows more than one new
prediction, the prediction is duplicated as often as needed, and multiple new predictions result. If
a prediction fails it is discarded. This is top-down breadth-first parsing.

24. Sakai, Itiroo. Syntax in universal translation. In 1961 International Conference on
Machine Translation of Languages and Applied Language Analysis, pages 593–608,
London, 1962. Her Majesty’s Stationery Office. Using a formalism that seems equivalent
to a CF grammar in Chomsky Normal Form and a parser that is essentially a CYK parser, the
author describes a translation mechanism in which the source language sentence is transformed
into a binary tree (by the CYK parser). Each production rule carries a mark telling if the order
of the two constituents should be reversed in the target language. The target language sentence is
then produced by following this new order and by replacing words. A simple Japanese-to-English
example is provided.

25. Greibach, S. A. Inverses of Phrase Structure Generators. PhD thesis, Report NSF-11,
Harvard U., Cambridge, Mass., 1963.
26. Irons, E. T. An error-correcting parse algorithm. Commun. ACM, 6(11):669–673, Nov.
1963. Contrary to the title, the most interesting part of this paper is the parser it describes, which
is essentially Earley’s algorithm without look-ahead. The invention of this parser was prompted
by the author’s dissatisfaction with the error detection properties of backtracking parsers. This
one does not backtrack, it keeps all possible parsings in parallel instead. When the set of possible
parsings becomes exhausted due to an error in the input, the last non-empty set is analysed for
continuations, both terminal and non-terminal, including all successors and alternatives. Then
input symbols are discarded until one is found that is a terminal in the continuation set or the
beginning of a non-terminal in that set. Symbols are then inserted to bridge any possible gap thus
created, and parsing continues. Note that this is essentially Röhrich’s algorithm. The author points
out applications for this parser as a pattern matcher.

27. Kuno, Susumu and Oettinger, Anthony G. Syntactic structure and ambiguity of
English. In AFIPS 1963 Spring Joint Computer Conference, volume 24, pages 397–
418, 1963. Implements the directed production analyser of Greibach [29] for the parsing of
English; this analyser was selected because its great capacity for handling ambiguities. The directed productions are supplied by hand. Words in the input text are represented by word classes.
Three example sentences are analyzed in great detail.
The pure pushdown store analyser is extended and restricted in the following ways for convenience
and efficiency. A production can carry a agreement test which implement finite-choice context
conditions, for example to prevent a singular verb form from having a plural subject. Maximum
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stack size is fixed at 100, for memory allocation reasons. A stack that predicts more words than the
input contains is discarded, and so is a stack that contains more than 6 non-droppable predictions,
since that would result in a tree with a depth of 6, which is very unlikely in English.
Two more optimizations are announced in the paper. In addition to checking the total number of
words predicted against those available, the numbers can be tested for specific words; the words
and and , are suggested as candidates. A stack containing more than 3 self-embedding predictions is discarded, since English does not self-nest that deeply.
The directed production analyser creates parse trees that are linguistically unacceptable. To remedy this, each directed production D is associated with a second set of “indexed” predictions,
which represent the nodes of the parse tree to be created for D. The indexed predictions are pushed
on a second stack S, so that when the parse stack is accepted, S contains the desired parse tree in
prefix form. The indexed predictions are supplied by hand, but will be generated automatically
using techniques from Greibach [29].

28. Cheatham, Jr, T. E. and Sattley, Kirk. Syntax-directed compiling. In AFIPS 1964
Eastern Joint Computer Conference, volume 25, pages 31–57, 1964. Overview paper on
the subject, well explained and rich on ideas and information, with sometimes idiosyncratic terminology; it pays to make a small vocabulary while reading. After presenting grammars in BNF
format in an informal way, the paper introduces a parser (Analyzer), a lexical analyzer (Recognizer), and a code generator (Generator), each recognized as a separate exchangeable module.
The main loop is formed by the parser, but unlike today, it calls upon the lexical analyzer to confirm or deny the presence of a representation of a given grammar symbol (Syntactic Type), rather
than to request the next token. This leaves the compiler designer free to decide, for example, to let
the lexical analyzer handle the recognition of arithmetic expressions, using a simple precedence
parser, in an otherwise top-down environment.
The parser is a top-down partially backtracking parser, controlled by a tabular version of the grammar (the Syntax Tables). Backtracking is restricted to within an alternative; once an alternative has
been completely recognized, it is committed, and the code generator is called for it. The tabular
version of the grammar is actually a directed graph (the Structure Table) representing the grammar, plus a table of the grammar symbols (the Type Table). Each node in the graph corresponds
to a member (Defined Type) in the right-hand side (Definientes) in a rule (Definition) in the grammar.
A node of a member M has 4 fields: the index in the symbol table of the entry of M; a success
pointer; a failure pointer; and a flag indicating if M is the last member in the alternative. The symbol table entry for M contains a flag indicating if M is terminal or not. If it is, it contains another
field, the token class of the terminal. If it is not, the entry contains a pointer to the first member of
the first alternative in the graph.
An algorithm for the conversion from grammar to tabular form is given, but is intended for manual
use, and the example on page 38 contains an optimization not following from the algorithm. The
grammar must be ε-free, but may be (directly) left-recursive. There is a special set of conversion
instructions to be applied to left-recursive rules, which effectively encode N → Nα|β as N → βα ∗ .
Left recursion is to be determined by human inspection. Indirect left recursion is not allowed.
The parser, which is not explained but given as a flowchart, stacks goals starting from the start
symbol (Starting Type) following first member pointers until it finds a terminal class as a goal.
It then asks the lexical analyzer to confirm if a terminal of that class is there. If so, the lexical
analyzer stores its representation in a global variable and returns yes. The parser then follows the
success pointer, which leads it to the next member to be recognized. If the success pointer is 0,
however, the parser has reached the end of an alternative, and has recognized a non-terminal; it
then generates code for it, unstacks the previous goal and continues. If the lexical analyzer does
not confirm the presence of the required terminal, the parser follows the failure pointer, which
leads it to the next alternative, or to unstacking the previous goal.
Several code generators are described, producing such things as interpretation instructions in narrative form, parse trees, and machine code for a generic IBM-7094. Several error analysis and
recovery ideas are presented briefly.
The appendix (5 pages) proposes EBNF; a way to remove indirect left recursion manually; a version of the parser that does full backtracking while storing the alternative recognized; a way to
recognize αn , producing a tree with a fan-out of n; a way to recognize α|αβ (normally the first α

18.1 Major Parsing Subjects

581

gets accepted, and αβ is never tried); a tentative bottom-up analyzer along the same lines; and the
possibility to view a grammar as a program and produce the syntactic tables automatically by a
similar process. As I said, rich in ideas.

29. Greibach, Sheila A. Formal parsing systems. Commun. ACM, 7(8):499–504, Aug.
1964. “A formal parsing system G = (V, µ, T, R) consists of two finite disjoint vocabularies,
V and T , a many-to-many map, µ, from V onto T , and a recursive set R of strings in T called
syntactic sentence classes” (verbatim). This is intended to solve an additional problem in parsing,
which occurs often in natural languages: a symbol found in the input does not always uniquely
identify a terminal symbol from the language (for example, will (verb) versus will (noun)). On this
level, the language is given as the entire set R, but in practice it is given through a “context-free
phrase structure generator”, i.e. a grammar. To allow parsing, this grammar is brought into what
is now known as Greibach Normal Form: each rule is of the form Z → aY1 · · ·Ym , where a is a
terminal symbol and Z and Y1 · · ·Y m are non-terminals. Now a directed production analyser is
defined which consists of an unlimited set of pushdown stores and an input stream, the entries of
which are sets of terminal symbols (in T ), derived through µ from the lexical symbols (in V ). For
each consecutive input entry, the machine scans the stores for a top non-terminal Z for which there
is a rule Z → aY1 · · ·Ym with a in the input set. A new store is filled with a copy of the old store
and the top Z is replaced by Y1 · · ·Ym ; if the resulting store is longer than the input, it is discarded.
Stores will contain non-terminals only. For each store that is empty when the input is exhausted,
a parsing has been found. This is in effect non-deterministic top-down parsing with a one-symbol
look-ahead. This is probably the first description of a parser that will work for any CF grammar.
A large part of the paper is dedicated to undoing the damage done by converting to Greibach
Normal Form.

30. Greibach, S. A. A new normal form theorem for context-free phrase structure
grammars. J. ACM, 12:42–52, Jan. 1965. A CF grammar is in “Greibach Normal Form”
when the right-hand sides of the rules all consist of a terminal followed by zero or more nonterminals. For such a grammar a parser can be constructed that consumes (matches) one token in
each step; in fact it does a breadth-first search on stack configurations. An algorithm is given to
convert any CF grammar into Greibach Normal Form. It basically develops the first non-terminal
in each rule that violates the above condition, but much care has to be taken in that process.

31. Griffiths, T. V. and Petrick, S. R. On the relative efficiencies of context-free grammar
recognizers. Commun. ACM, 8(5):289–300, May 1965. To achieve a unified view of the
parsing techniques known at that time, the authors define a non-deterministic two-stack machine
whose only type of instruction is the replacement of two given strings on the tops of both stacks
by two other strings; the machine is started with the input on one stack and the start symbol on the
other and it “recognizes” the input if both stacks get empty simultaneously. For each parsing technique considered, a simple mapping from the grammar to the machine instructions is given; the
techniques covered are top-down (called top-down), left-corner (called bottom-up) and bottomup (called direct-substitution). Next, look-ahead techniques are incorporated to attempt to make
the machine deterministic. The authors identify left recursion as a trouble-spot. All grammars are
required to be ε-free. The procedures for the three parsing methods are given in a Letter to the
Editor, Commun. ACM, 8(10):594, Oct 1965.

32. Koster, C. H. A. On the construction of procedures for generating, analysing and
translating sentences in natural languages. Technical Report MR 72, Mathematisch
Centrum, Amsterdam, Feb. 1965. Describes a full backtracking recursive descent parser in
the framework of natural language translators using “simultaneous grammars” based on finite
affixes. The parser is derived straight from the grammar. The paper contains full ALGOL 60 code.
It also points out that when infinite affix sets are allowed, something stronger than CF results. See
[60] for further details.

33. Kuno, Susumu. The predictive analyzer and a path elimination technique. Commun.
ACM, 8(7):453–462, July 1965. The author extends his predictive analyzer (in modern terminology: an exhaustive top-down parser for grammars in Greibach Normal Form) (see Kuno and
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Oettinger [23]) with a well-formed substring table. Through ingenious bit manipulation the table
is made to fit in a small memory. Time gains are considerable (as expected).

34. Reynolds, J. C. An introduction to the COGENT programming system. In 20th
National Conference, pages 422–436. ACM, 1965. (Parsing part only.) The COGENT
(COmpiler and GENeralized Translator) system accepts a grammar in essentially BNF notation,
in which each production rule P may be preceded by the name of a routine R (called “generator”
in the paper). When the right-hand side of P has been recognized, R is called with whatever is
generated for P’s members by previous calls as parameters, so R can, for example, generate code.
If the routine name is absent, the system by default constructs a tree node and returns the pointer.
The parser is Irons’ [19].

35. Ingerman, Peter Zilany. A Syntax-Oriented Translator. Academic Press, New York,
1966. Readable and realistic (for that time) advice for DIY compiler construction, in archaic
terminology. Uses a full backtracking LC parser improved by FIRST sets.

36. Kuno, Susumu. An augmented predicative analyzer for context-free languages: Its
relative efficiency. Commun. ACM, 9(11):810–823, Nov. 1966. Converting a CF grammar
to Greibach Normal Form often greatly distorts its structure. To keep track of the structure, the
right-hand side of each rule in the CF grammar is prefixed with a marker, a special non-terminal
which produces ε. A conversion algorithm is described that results in rules of the form A →
M + aBC · · · , where M + is a non-empty sequence of markers. The Kuno predictive analyser (see
Kuno [33]) is extended with a second stack on which the marker parts of the rules are kept.
When a parsing is found, the marker stack allows easy reconstruction of the parsing according to
the original CF grammar. The parser is compared to two other parsers, using a large number of
criteria.

37. Dömölki (Domelki), Bálint. Algorithms for the recognition of properties of sequences
of symbols. USSR Computational Math. and Math. Physics, 5(1):101–130, 1967. I
suspect “characteristics” would be a better translation than “properties” in the title. Given a sequence of p sets of tokens t1 · · ·t p and an input sequence Y , then Y has the “simple property”
if it contains a substring x1 · · · x p such that each x j is a member of t j . This is more complicated
than string matching since the same token may occur in several tk s. An algorithm is given which
determines the simple property using only 3 machine instructions per input token: a shift, an OR,
and an AND. More and more complicated properties are then defined and treated with the same
algorithm, until it does CF bottom-up parsing, for which see Dömölki [40]. Interesting derivations
of algorithms, with code in ALGOL 60.
The Hungarian name Dömölki has come out as Domelki in the English translation of the Russian
original.

38. Younger, Daniel H. Recognition and parsing of context-free languages in time n 3 .
Inform. Control, 10(2):189–208, Feb. 1967. A Boolean recognition matrix R is constructed
in a bottom-up fashion, in which R[i, l, p] indicates that the segment of the input string starting
at position i with length l is a production of non-terminal p. This matrix can be filled in O(n3 )
actions, where n is the length of the input string. If R[0, n, 0] is set, the whole string is a production
of non-terminal 0. Many of the bits in the matrix can never be used in any actual parsing; these can
be removed by doing a top-down scan starting from R[0, n, 0] and removing all bits not reached this
way. If the matrix contains integer rather than Boolean elements, it is easy to fill it with the number
of ways a given segment can be produced by a given non-terminal; this yields the ambiguity rate.

39. Chartres, B. A. and Florentin, J. J. A universal syntax-directed top-down analyzer.
J. ACM, 15(3):447–464, July 1968. The non-deterministic two-stack top-down parser of
Griffiths and Petrick [31] is extended with a third stack and a status variable. One stack holds the
rest of the input, the second holds the prediction that should match that input and the third holds a
tracing of the outline of the production tree constructed so far; when input and prediction stack are
empty, the third stack holds the completed parse tree. This three-stack mechanism can be run both
forward and backward; the status variable keeps track of the direction. By properly reacting to the
values on the tops of the stacks and the direction variable, it is possible to make the mechanism
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perform a full backtracking exhaustive search. Much work is spent on handling left recursion and
ε-rules.

40. Dömölki, Bálint. A universal compiler system based on production rules. BIT,
8(4):262–275, Oct. 1968. The heart of the compiler system described here is a production
system consisting of an ordered set of production rules, which are the inverses of the grammar
rules; note that the notions “left-hand side” (lhs) and “right-hand side” (rhs) are reversed from
their normal meanings in this abstract. The system attempts to derive the start symbol, by always
applying the first applicable production rule (first in two respects: from the left in the string processed, and in the ordered set of production rules). This resolves shift/reduce conflicts in favor of
reduce, and reduce/reduce conflicts by length and by the order of the production rules. When a
reduction is found, the lhs of the reducing rule is offered for semantic processing and the rhs is
pushed back into the input stream, to be reread. Since the length of the rhs is not restricted, the
method can handle non-CF grammars.
The so-called “Syntactic Filter” uses a bitvector technique to determine if, and if so which, production rule is applicable: for every symbol i in the alphabet, there is a bitvector B[i], with one bit for
each of the positions in each lhs; this bit set to 1 if this position contains symbol i. There is also a
bitvector U marking the first symbol of each lhs, and a bitvector V marking the last symbol of each
lhs. Now, a stack of bitvectors Qt is maintained, with Q0 = 0 and Qt = ((Qt−1 >> 1)∨U)∧B[it ],
where it is the t-th input symbol. Qt contains the answer to the question whether the last j symbols
received are the first j symbols of some lhs, for any lhs and j. A 1 “walks” through an lhs part
of the Q vector, as this lhs is recognized. An occurrence of an lhs is found if Qt ∧ V 6= 0. After
doing a replacement, t is set back k places, where k is the length of the applied lhs, so a stack of
Qt -s must be maintained. If some Qt = 0, we have an error. An interesting implementation of the
Dömölki algorithm is given by Hext and Roberts [47].

41. Earley, J. An Efficient Context-free Parsing Algorithm. PhD thesis, Carnegie-Mellon
Univ., Pittsburg, Pa., 1968.
42. Feldman, Jerome and Gries, David. Translator writing systems. Commun. ACM,
11(2):77–113, Feb. 1968. Grand summary of the work done on parsers (with semantic actions) before 1968.

43. Unger, S. H. A global parser for context-free phrase structure grammars. Commun.
ACM, 11(4):240–247, April 1968. The Unger parser (as described in Section 4.1) is extended
with a series of tests to avoid partitionings that could never lead to success. For example, a section
of the input is never matched against a non-terminal if it begins with a token no production of the
non-terminal could begin with. Several such tests are described and ways are given to statically
derive the necessary information (FIRST sets, LAST sets, EXCLUDE sets) from the grammar.
Although none of this changes the exponential character of the algorithm, the tests do result in
a considerable speed-up in practice. (An essential correction to one of the flowcharts is given in
Commun. ACM, 11(6):427, June 1968.)

44. Kasami, T. and Torii, K. A syntax-analysis procedure for unambiguous context-free
grammars. J. ACM, 16(3):423–431, July 1969. A rather complicated presentation of a variant of the CYK algorithm, including the derivation of a O(n2 log n) time bound for unambiguous
Chomsky Normal Form grammars.

45. Cocke, J. and Schwartz, J. T. Programming languages and their compilers. Technical
report, Courant Institute of Mathematical Sciences, New York, 1970. Contains 180 pages
of detailed descriptions of many parsers, but not CYK.

46. Earley, J. An efficient context-free parsing algorithm. Commun. ACM, 13(2):94–102,
Feb. 1970. This famous paper gives an informal description of the Earley algorithm. The algorithm is compared both theoretically and experimentally with some general search techniques and
with the CYK algorithm. It easily beats the general search techniques. Although the CYK algorithm has the same worst-case efficiency as Earley’s, it requires O(n3 ) on any grammar, whereas
Earley’s requires O(n2 ) on unambiguous grammars and O(n) on bounded-state grammars. The
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algorithm is easily modified to handle Extended CF grammars. Tomita [570] has pointed out that
the parse tree representation is incorrect: it combines rules rather than non-terminals (see Section
3.7.3.1).

47. Hext, J. B. and Roberts, P. S. Syntax analysis by Dömölki’s algorithm. Computer
J., 13(3):263–271, Aug. 1970. Dömölki’s algorithm [40] is a bottom-up parser in which the
item sets are represented as bitvectors. A backtracking version is presented which can handle
any grammar. To reduce the need for backtracking a 1-character look-ahead is introduced and
an algorithm for determining the actions on the look-ahead is given. Since the internal state is
recomputed by vector operations for each input character, the parse table is much smaller than
usual and its entries are one bit each. This, and the fact that it is all bitvector operations, makes
the algorithm suitable for implementation in hardware.

48. Lang, Bernard. Parallel non-deterministic bottom-up parsing. ACM SIGPLAN Notices,
6(12):56–57, Dec. 1971. One-page abstract of a Harvard paper of the author. The full breadthfirst search of an Earley parser is limited through the use of weak-precedence relations, in so far
as these are unique. Also, the breadth-first parser combines computations that cease to be different
after a certain point. The parser is reported to be about ten times slower than most deterministic
parsers.

49. Wise, D. S. Domolki’s algorithm applied to generalized overlap resolvable grammars.
In 3rd Annual ACM Symposium on Theory of Computing, pages 171–184. ACM, 1971.
50. Weiss, Stephen F., Magó, Gyula, and Stanat, Donald F. Algebraic parsing techniques
for context-free languages. In International Conference on Automata, Languages and
Programming, pages 493–498, 1972.
51. Abramson, Harvey. Theory and Application of a Bottom-Up Syntax-Directed
Translator. Academic Press, New York, 1973. Describes a compiler based on a full backtracking LC(0) parser based on Ingerman [35] and a tree-walking code generator. At all times
the parser has a “leftmost symbol” a (terminal or non-terminal) and a “goal” N (a non-terminal)
and tries to construct a “p-chain” of productions of first members of productions, etc., of the first
member of N, that eventually produces a. It constructs this chain backwards, from a (hence the
“bottom-up” in the title), as follows. All rules in the grammar of the form A → aα are examined,
and FIRSTALL is used to see if A ∈FIRSTALL . If so, a tentative recursive LC(0) parsing for A is
started. Once A has been parsed in full, it becomes the new leftmost symbol. Many details and full
code in ALGOL W is given.

52. Kaminger, F. P. Generation, recognition and parsing of context-free languages by
means of recursive graphs. Computing, 11(1):87–96, 1973. Formal description of the
use of recursive graphs instead of CF grammars to describe, generate and parse context-free languages.

53. Kaplan, Ronald M. A general syntactic processor. In R. Rustin, editor, Natural Language Processing, pages 193–241. Algorithmic Press, New York, 1973. Describes a
chart parser implemented in Lisp, in which the input “string” is already a chart due to ambiguities
in the interpretation of the words in the input. The grammar is supplied as transition networks. The
author shows that the GSP system can emulate Woods’ ATNs [1278] and the “powerful parser”
by Kay [1276].

54. Kay, M. The MIND system. In R. Rustin, editor, Natural Language Processing, pages
155–188. Algorithmic Press, New York, 1973. The MIND system consists of the following
components: morphological analyser, syntactic processor, disambiguator, semantic processor, and
output component. The information placed in the labels of the arcs of the chart is used to pass on
information from one component to another.

55. Hibbard, Thomas N. Context-limited grammars. J. ACM, 21(3):446–453, July 1974.
The context-sensitivity of a Phrase Structure Grammar is limited as follows. The symbols in the
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grammar are each given a rank; terminals have higher ranks than non-terminals, and the start
symbol (usually) has the lowest rank. The restriction is then that each right-hand side (which
cannot be empty) must contain at least one symbol that outranks all symbols in the left-hand side.
It turns out that such context-limited grammars are equivalent to CF grammars. Many interesting
properties of the formalism are described, including a parser using a scan-limited automaton.

56. Hotz, G. Sequentielle Analyse kontextfreier Sprachen. Acta Inform., 4:55–75, 1974,
(in German). Extremely formal description of an Earley-like parser.
57. Minker, Jack and VanderBrug, Gordon J. The Earley algorithm as a problem
representation. Inform. Process. Lett., 3(1):1–7, July 1974.
58. Snelling, Michel. General context-free parsing in time n2 . In International Computing
Symposium 1973, pages 19–24, Amsterdam, 1974. North-Holland. Several optimizations
are applied to the Earley algorithm: items that differ in their starting points only are combined;
multiple predictions from the same non-terminal are suppressed; items generated multiple times
because of an ambiguity are suppressed; specific items involved in right-recursion and ambiguity
are removed from the existing sets when they are deemed to be no longer useful. All this yields
an algorithm that is claimed to do general context-free parsing in time n 2 .
Unfortunately the algorithm is not described clearly enough for this claim to be verified straight
away. Consulting the sample parsings does not help; for example, it seems impossible to reproduce
sample parsing 6.3. More in particular, it is impossible to obtain the item A → AA•@0 in S4,
essential for the recognition of the input string aaaa: completed item A → a•@3 generates A →
AA•@2 from S3 (but not A → AA•@1 and A → AA•@0 since A → A•A@1 and A → A•A@0
were never added to S3); completed item A → AA•@2 generates A → AA•@1 from S2 (but not
A → AA•@0 since A → A•A@0 was never added to S2); but completed item A → AA•@1 does
not generate A → AA•@0 from S1, since the item A → A•A@0 required for that was removed
while constructing S3.
A related, independent, correct algorithm was presented by Leo [102], and is discussed in Section
7.2.5.

59. Bouckaert, M., Pirotte, A., and Snelling, M. Efficient parsing algorithms for general
context-free parsers. Inform. Sci., 8(1):1–26, Jan. 1975. The authors observe that the
Predictor in an Earley parser will often predict items that start with symbols that can never match
the first few symbols of the present input; such items will never bear fruit and could as well be
left out. To accomplish this, they extend the k-symbol reduction look-ahead Earley parser with a
t-symbol prediction mechanism; this results in very general Mkt parsing machines, the properties
of which are studied, in much formal detail. Three important conclusions can be drawn. Values
of k or t larger than one lose much more on processing than they will normally gain on better
prediction and sharper reduction; such parsers are better only for asymptotically long input strings.
The Earley parser without look-ahead (M00 ) performs better than the parser with 1 symbol lookahead; Earley’s recommendation to use always 1 symbol look-ahead is unsound. The best parser
is M01 ; i.e. use a one symbol predictive look-ahead and no reduction look-ahead.

60. Koster, C. H. A. A technique for parsing ambiguous grammars. In D. Siefkes, editor,
GI-4. Jahrestagung, volume 26 of Lecture Notes in Computer Science, pages 233–246,
New York, 1975. Springer-Verlag. Three recursive-descent parsing techniques are described:
no backtrack, partial backtrack and full backtrack; the last one uses lexically nesting procedures
as explained in Section 6.6.2.

61. Sebesta, Robert W. A top-down nondirectional parser. In ACM Computer Science
Conference, page 40, Washington, DC, 1975. Abstract of a presentation of an Unger parser.
Uses finite automata to make the parsing decisions.

62. Valiant, Leslie G. General context-free recognition in less than cubic time. J. Comput.
Syst. Sci., 10:308–315, 1975. Reduces CF recognition to bit matrix multiplication in three
steps, as follows. For an input string of length n, an n × n matrix is constructed, the elements of
which are sets of non-terminals from a grammar G in Chomsky Normal form; the diagonal just
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next to the main diagonal is prefilled based on the input string. Applying transitive closure to this
matrix is equivalent to the CYK algorithm, but, just like transitive closure, that is O(n 3 ). Next, the
author shows how transitive closure can be reduced by divide-and-conquer to a sequence of matrix
multiplications that can together be done in a time that is not more than a constant factor larger
than required for one matrix multiplication. The third step involves decomposing the matrices of
sets into sets of h Boolean matrices, where h is the number of non-terminals in G. To multiply
two matrices, each of their h Boolean counterparts must be multiplied with all h others, requiring
h × h matrix multiplications. The fourth step, doing these matrix multiplications in time O(n 2.81 )
by applying Strassen’s1 algorithm, is not described in the paper.

63. Graham, Susan L. and Harrison, Michael A. Parsing of general context-free languages.
In Advances in Computing, Vol. 14, pages 77–185, New York, 1976. Academic Press.
The 109 page article describes three algorithms in a more or less unified manner: CYK, Earley’s, and Valiant’s. The main body of the paper is concerned with bounds for time and space
requirements. Sharper bounds than usual are derived for special grammars, for example, for linear
grammars.

64. Sheil, B. Observations on context-free parsing. Statistical Methods in Linguistics,
pages 71–109, 1976. The author proves that any CF backtracking parser will have a polynomial
time dependency if provided with a “well-formed substring table” (WFST), which holds the wellformed substrings recognized so far and which is consulted before each attempt to recognize
a substring. The time requirements of the parser is O(nc+1 ) where c is the maximum number of
non-terminals in any right-hand side. A 2-form grammar is a CF grammar such that no production
rule in the grammar has more than two non-terminals on the right-hand side; nearly all practical
grammars are already 2-form. 2-form grammars, of which Chomsky Normal Form grammars are
a subset, can be parsed in O(n3 ). An algorithm for a dividing top-down parser with a WFST is
supplied. Required reading for anybody who wants to write or use a general CF grammar. Many
practical hints and opinions (controversial and otherwise) are given.

65. Barth, Gerhard. Efficient non-contextfree parsing. In GI Jahrestagung, pages 1–15,
1977.
66. Král, Jaroslav. A top-down no backtrack parsing of general context-free languages.
In J. Gruska, editor, Mathematical Foundations of Computer Science, volume 53 of
Lecture Notes in Computer Science, pages 333–341, Berlin, 1977. Springer-Verlag. An
Earley-like parser is described in non-standard terminology and notation, in which the @ part
in an item I points not only to the origin position, but also to the specific item I came from.
This makes the algorithm more efficient but precludes the use of left-recursive grammars. The
efficiency depends mainly on that of the combination algorithm for the @ parts of otherwise
identical items. If the combination is done with bit vectors and can be done in constant time, the
algorithm does CF parsing in O(n2 ) (but that works only for bit vectors of bounded length). The
use of this information in error recovery is discussed.

67. Deussen, P. A unified approach to the generation and acception of formal languages.
Acta Inform., 9(4):377–390, 1978. Generation and recognition of formal languages are seen
as special cases of Semi-Thue rewriting systems, which essentially rewrite a string u to a string
v. By filling in the start symbol for u or v one obtains generation and recognition. To control the
movements of the rewriting system, states are introduced, combined with left- or right-preference
and length restrictions. This immediately leads to a 4 × 4 table of generators and recognizers. The
rest of the paper examines and proves properties of these.

68. Manacher, G. K. An improved version of the Cocke-Younger-Kasami algorithm.
Comput. Lang., 3:127–133, 1978. This paper discusses some modifications to the CYK algorithm that make it more efficient. First, the “length induction” iteration of CYK is replaced by an
1

Volker Strassen, “Gaussian elimination is not optimal”, Numerische Mathematik, 13:354356, 1969. Shows how to multiply two 2 × 2 matrices using 7 multiplications rather than 8
and extends the principle to larger matrices.
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iteration that combines sets of non-terminals that derive strings of length j − 1 with sets of nonterminals that derive strings of length k ≤ j − 1. Then, the recognition table of CYK is replaced by
three tables of lists, where each table has a list for each non-terminal/number pair. The first table
maps a non-terminal/length pair to a list of positions, indicating where substrings of this length
start that are derived by this non-terminal. The second table maps a non-terminal/position pair to
a list of lengths, indicating the lengths of the substrings starting at this position that are derived by
this non-terminal. The third table maps a non-terminal/position pair to a list of lengths, indicating
the lengths of the substrings ending at this position that are derived by this non-terminal. With
these modifications a time bound O(s(n)) is established for unambiguous grammars, where s(n)
is the number of triplets (A, i, j) for which the non-terminal A derives the substring starting at
position i, with length j. This is at worst O(n2 ).

69. Ruzzo, Walter L. General context-free language recognition. PhD thesis, U.C. Berkeley, Berkeley, 1978.
70. Deussen, Peter. One abstract accepting algorithm for all kinds of parsers. In Hermann A. Maurer, editor, Automata, Languages and Programming, volume 71 of
Lecture Notes in Computer Science, pages 203–217. Springer-Verlag, Berlin, 1979.
CF parsing is viewed as an abstract search problem, for which a high-level algorithm is given.
The selection predicate involved is narrowed down to give known linear parsing methods.

71. Ruzzo, W. L. On the complexity of general context-free language parsing and
recognition. In Hermann A. Maurer, editor, Automata, Languages and Programming,
volume 71 of Lecture Notes in Computer Science, pages 489–497. Springer-Verlag,
Berlin, 1979. This is an extended abstract, summarizing some time requirement results: it is
shown that parsing strings
of length n is at most O(log n) harder than just recognizing them. Also,
√
√
the time to multiply n × n Boolean matrices is a lower bound on the time needed to recognize
all prefixes of a string, and this, in turn, is a lower bound on the time needed to generate a convenient representation of all parses of a string (basically the CYK recognition table, but reduced so
that a non-terminal only is present in the recognition table if it can be used to derive the sentence).
The “parsing in log n × recognition” part works as follows.
Suppose we have a way of making recognizers for arbitrary CF grammars; then we can construct
a parser for a given CF grammar G which is at most log n slower. Just a recognizer for G is not
enough: we need to be able to construct recognizers for arbitrary CF grammars. The paper gives a
rough sketch of an algorithm for doing so, but it uses the facility to construct recognizers for arbitrary CF languages rather than grammars, which does not exist. Finding the CF grammars to the
languages used in the algorithm is not at all trivial. Also, many non-trivial details are (implicitly)
left to the reader.
We proceed by divide-and-conquer. First we convert G to Chomsky Normal form, yielding G 0 . In
the input string, we mark the first, the last, and 3 evenly placed in-between tokens by attaching the
sequence numbers 1..5 to them.
Next we construct from G0 a grammar G00 which produces only those sentences from G0 which
contain the 5 above tokens in the right order, and marks them with their proper sequence numbers.
This grammar, which has 32 non-terminals for each non-terminal in G0 , can be constructed by
intersecting an extension of G with the FS automaton implementing the sequencing, or by ad hoc
means. A possibility is a top-down process which distributes the sequence markers over successive non-terminals, thus creating new non-terminals, the rules for which are copied from G 0 .
For each non-terminal A in G00 we make 4 copies of the grammar, G00A,m , with 1 ≤ m ≤ 4. From
each G00A,m we remove all definitions of A which can produce tokens marked with sequence numbers other than m and m + 1 and all definitions of other non-terminals which can produce tokens
marked with the sequence numbers m and m + 1 unless they do so through A. Many of the resulting grammars will produce just the empty set.
Now, whenever a G00A,m recognizes the input (using one of our recognizers made for the purpose),
there must be a substring wi, j in the input which is produced by A. Also, this substring contains
the tokens marked m and m + 1, which are roughly 1/4n apart, and cannot contain m − 1 or m + 2,
which are roughly 3/4n apart.
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To find the exact extent of the terminal production of A, we try positions of the marker m between its original position and that of m − 1, using binary search and repeated application of the
recognizer. This costs O(log n) applications. Then we do the same thing for the right end of the
terminal production of A, between m + 1 and m + 2. Now we have found wi, j , the size of which
*
lies between 1/4n and 3/4n. So we have managed to split up the problem in S →w
0,i−1 Aw j+1,n
*
and A→w
i, j , and both problems are roughly of equal size.
*
We obtain a parse tree for A→w
i, j by using the above technique recursively, unless |w| ≤
5, in which case we can use any technique at constant cost. To further solve the problem
*
¯ add the rule A → A¯ to G0 ,
S→w
0,i−1 Aw j+1,n , we replace wi, j in the input by a new token A,
and again use the above technique recursively.
We then patch the parse tree obtained for A into the parse tree obtained for S, thus removing the
¯ And finally we undo the Chomsky normal form transformation. We have
only occurrence of A.
now obtained 1 parse tree at cost c O(log n), with a large constant factor c. We can find more
parse trees by finding different As and ms, both in the top process and in the subprocesses.

72. Graham, S. L., Harrison, M. A., and Ruzzo, W. L. An improved context-free
recognizer. ACM Trans. Prog. Lang. Syst., 2(3):415–462, July 1980. The well-formed
substring table of the CYK parser is filled with dotted items as in an LR parser rather than with
the usual non-terminals. This allows the number of objects in each table entry to be reduced considerably. Special operators are defined to handle ε- and unit rules.
The authors do not employ any look-ahead in their parser; they claim that constructing the recognition table is pretty fast already and that probably more time will be spent in enumerating and
analysing the resulting parse trees. They speed up the latter process by removing all useless entries before starting to generate parse trees. To this end, a top-down sweep through the triangle
is performed, similar to the scheme to find all parse trees, which just marks all reachable entries
without following up any of them twice. The non-marked entries are then removed (p. 443).
Much attention is paid to efficient implementation, using ingenious data structures.

73. Grafeeva, N. G. A class of grammars which allow parsing without backtracking by
Unger’s method. Program. Comput. Softw., 7(2):86–90, March 1981. Unger’s parser
employs a set of heuristics to speed up the selection of alternatives. Given these heuristics in the
form of regular expressions, this paper shows how to convert these regular expressions into a test
on the grammar that determines if the alternative selection will always yield a unique alternative,
i.e., if parsing will be deterministic. In that case the parsing costs will be O(n 2 ).

74. Thompson, Henry. Chart parsing and rule schemata in PSG. In 19th Annual Meeting
of the Association for Computational Linguistics, pages 167–172, June 1981. Details of
MCHART (Thompson [78]).

75. Bear, John. A breadth-first parsing model. In 8th International Joint Conference on
Artificial Intelligence, Vol. 2, pages 696–698, Karlsruhe, West Germany, Aug. 1983. A
chart parser is extended with an Earley-like top-down filter and a look-ahead mechanism which
restricts the lexical interpretation of the next input symbol. The appropriateness of such a parser
as a model for human language parsing is discussed.

76. Bossi, A., Cocco, N., and Colussi, L. A divide-and-conquer approach to general
context-free parsing. Inform. Process. Lett., 16(4):203–208, May 1983. The proposed
parsing method yields for a string T two sets: a set of partial parse trees that may be incomplete
at their left edge (which then coincides with the left end of T ), called L, and a similar right-edge
set called R. To parse a string, it is cut in two pieces, each is parsed and the R set of the left-hand
piece is combined with the L set of the right-hand piece.

77. Earley, Jay. An efficient context-free parsing algorithm. Commun. ACM, 26(1):57–61,
1983. Reprint of [46], with a short introduction by John C. Reynolds.
78. Thompson, Henry. MCHART: A flexible, modular chart parsing system. In National
Conf. on Artificial Intelligence (AAAI-83), pages 408–410, Washington (D.C.), 1983.
An implementation of chart parsing, addressing rule invocation and search strategy issues.
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79. Varile, G. B. Charts: A data structure for parsing. In M. King, editor, Parsing Natural
Language, pages 73–87. Academic Press, 1983. Explains the advantages of charts as data
structures for parsing. Investigates their relation to trees.

80. Kilbury, James. Chart parsing and the Earley algorithm. In Ursula Klenk, editor,
Kontextfreie Syntaxen und verwandte Systeme, volume 155 of Linguistische Arbeiten,
pages 76–89. Max Niemeyer Verlag, Tübingen, Oct. 1984. The paper concentrates on the
various forms items in parsing may assume. The items as proposed by Earley [46] and Shieber
[1305] derive part of their meaning from the sets they are found in. In traditional chart, Earley and
LR parsing these sets are placed between the tokens of the input. The author inserts nodes between
the tokens of the input instead, and then introduces a more general, position-independent item,
(i, j, A, α, β), with the meaning that the sequence of categories (linguistic term for non-terminals)
α spans (=generates) the tokens between nodes i and j, and that if a sequence of categories β is
recognized between j and some node k, a category A has been recognized between i and k. An
item with β = ε is called “inactive” in this paper; the terms “passive” and “complete” are used
elsewhere. These Kilbury items can be interpreted both as edges in chart parsing and as items
in Earley parsing. The effectiveness of these items is then demonstrated by giving a very elegant
formulation of the Earley algorithm.
The various versions of chart parsing and Earley parsing differ in their inference rules only. Traditional chart parsing generates far too many items, due to the absence of a top-down selection
mechanism which restricts the items to those that can lead back to the start symbol. The paper
shows that Earley parsing also generates too many items, since its (top-down) predictor generates
many items that can never match the input. The author then proposes a new predictor, which operates bottom-up, and predicts only items that can start with the next token in the input or with
a non-terminal that has just resulted from a reduction. The algorithm is restricted to ε-free grammars only, so the completer and predictor need not be repeated. Consequently, the non-terminals
introduced by the predictor do not enter the predictor again, and so the predictor predicts the nonterminal of the next-higher level only. Basically it refrains from generating items that would be
rejected by the next input token anyway. This reduces the number of generated items considerably
(but now we are missing the top-down restriction). Again a very elegant algorithm results.

81. Porter, III, H. H. Earley deduction. Technical Report CS/E 86-002, Oregon Graduate
Center, Beaverton, OR, 1985.
82. Rytter, W. Fast recognition of pushdown automaton and context-free languages.
Inform. Control, 67:12–22, 1985. A variant of the CYK algorithm is chosen that does bit
array operations on columns and rows of length n, the length of the input. Normally, such operations cost O(n) time and no space, but they are optimized as follows. Each array is divided
in segments of length log(n); there are n possible values for such a segment, and the results are
precomputed for all operations, and stored in tables of size O(n2 ). Now answers can be obtained
on constant time by table look-up, and the data structure is a factor of log(n) smaller. This takes a
factor of log(n) off the complexity of the algorithm.

83. Kay, Martin. Algorithm schemata and data structures in syntactic processing. In
B.J. Grosz, K. Sparck Jones, and B.L. Webber, editors, Readings in Natural Language
Processing, pages 35–70. Morgan Kaufmann, 1986. In this reprint of 1980 Xerox PARC
Technical Report CSL-80-12, the author develops a general CF text generation and parsing theory
for linguistics, based (implicitly) on unfinished parse trees in which there is an “upper symbol”
(top category, predicted non-terminal) α and a “lower symbol” β, the first text symbol corresponding to α; and (explicitly) on a rule selection table S in which the entry S α,β contains (some) rules
A → γ such that A ∈ FIRSTALL (α) and β ∈ FIRST (γ), i.e., the rules that can connect α to β. The
table can be used in production and parsing; top-down, bottom-up and middle-out; and with or
without look-ahead (called “directed” and “undirected” in this paper). By pruning rules from this
table, specific parsing techniques can be selected.
To avoid duplication of effort, the parsing process is implemented using charts (Kay [54]). The
actions on the chart can be performed in any order consistent with available data, and are managed
in a queue called the “agenda”. Breadth-first and depth-first processing orders are considered.
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84. Phillips, John D. A simple, efficient parser for phrase-structure grammars. Quarterly
Newsletter of the Soc. for the Study of Artificial Intelligence (AISBQ), 59:14–19, 1986.
A chart parser in Lisp is explained and extended to do GPSGs.

85. Tanaka, Eiichi, Ikeda, Mitsuru, and Ezure, Kimio. Direct parsing. Pattern Recognition,
19(4):315–323, 1986. Variants of Unger’s and Earley’s parser are compared in a chromosome
recognition situation. The possibility of stopping the Unger parser after the first parsing has been
found is exploited.

86. Cohen, Jacques and Hickey, Timothy J. Parsing and compiling using Prolog.
ACM Trans. Prog. Lang. Syst., 9(2):125–164, April 1987. Several methods are
given to convert grammar rules into Prolog clauses. In the bottom-up method, a rule
E-->E+T corresponds to a clause reduce([n(t),t(+),n(e)|X],[n(e)|X]) where
the parameters represent the stack before and after the reduction. In the top-down method,
a rule T’-->×FT’ corresponds to a clause rule(n(t’),[t(*),n(f),n(t’)]). A
recursive descent parser is obtained by representing a rule S → aSb by the clause
s(ASB) :- append(A,SB,ASB), append(S,B,SB), a(A), s(S), b(B). which
attempts to cut the input list ASB into three pieces A, S and B, which can each be recognized as an
a, an s and a b, respectively. A fourth type of parser results if ranges in the input list are used as parameters: s(X1, X4) : − link(X1, a, X2), s(X2, X3), link(X3, b, X4) in which link(P, x, Q) describes
that the input contains the token x between positions P and Q. For each of these methods, ways
are given to limit non-determinism and backtracking, resulting among others in LL(1) parsers.
By supplying additional parameters to clauses, context conditions can be constructed and carried
around, much as in a VW grammar (although this term is not used). It should be noted that the
resulting Prolog programs are actually not parsers at all: they are just logic systems that connect
input strings to parsings. Consequently they can be driven both ways: supply a string and it will
produce the parsing; supply a parsing and it will produce the string; supply nothing and it will
produce all strings with their parsings in the language.
See also same paper [1107].

87. Rekers, Jan. A parser generator for finitely ambiguous context-free grammars. In CSN
’87, pages 69–86, Amsterdam, 1987. Introduces the SDF (Syntax Definition Formalism)
notation and explains how a GLR parser can be generated from it, paying special attention to
constructing a parse tree of non-exponential size. To this end, 1. common subtrees in different
parse trees are shared (subtree sharing); 2. nodes with the same label representing the same input
segment are shared (local ambiguity packing).
Compares the efficiency for the algorithm using LR(0) and LR(1) tables, and finds LR(1) better
for small tables but finds no improvement for large tables.

88. Steel, Sam and Roeck, Anne De. Bidirectional chart parsing. In J. Hallam and
C. Mellish, editors, Advances in Artificial Intelligence, 1987 AISB Conference, pages
223–235 (ignore page 231). John Wiley & Sons, 1987. The arc labels used in chart parsing
are extended as follows. An arc label A = α|β|γ labels any segment of the input that produces β.
Three types of inference rules for managing such arc labels are given: top-down prediction rules,
which from an arc label A = α|β|γ predict new arcs for the tail of α and the head of β; bottom-up
prediction rules, which from an arc label A = | · · · | predict new arcs of the form B = α|A|β; and
“event rules”, which extend β from recognitions of tail elements of α or head elements of β. Note
that an arc label A = α|β|γ corresponds to a double-dotted item A → α•β•γ.

89. Watson, James F. A grammar rule notation translator. ACM SIGPLAN Notices,
22(4):16–27, April 1987. An alternative, though very similar notation for Definite Clause
Grammars in Prolog is given, together with a full implementation of this notation.

90. Wirén, Mats. A comparison of rule-invocation strategies in context-free chart parsing.
In Third Conference of the European Chapter of the Association for Computational
Linguistics, pages 226–233, April 1987. Eight chart parsing predictors are discussed and
their effects measured and analysed, 2 top-down predictors and 6 bottom-up (actually left-corner)
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ones. The general top-down predictor acts when an active edge for a non-terminal A is added at a
certain node; it then adds empty active edges for all first non-terminals in the right-hand sides of
A, avoiding duplicates. The general left-corner predictor acts when an inactive (completed) edge
for a non-terminal A is added at a certain node; it then adds empty active edges for non-terminals
that have A as their first non-terminal in their right-hand sides.
Both can be improved by 1. making sure that the added edge has a chance of leading to completion
(selectivity); 2. incorporating immediately the non-terminal just recognized (Kilbury); 3. filtering
in top-down information. In all tests the selective top-down-filtered Kilbury left-corner predictor
clearly outperformed the others.

91. Rus, Teodor. Parsing languages by pattern matching. IEEE Trans. Softw. Eng.,
14(4):498–511, April 1988. Considers “algebraic grammars” only: there is at least one terminal between each pair of non-terminals in any right-hand side. The rules of the grammar are
ordered in “layers”, each layer containing only rules whose right-hand sides contain only nonterminals defined in the same or lower layers. On the basis of these layers, very simple contexts
are computed for each right-hand side, resulting in an ordered set of patterns. The input is then
parsed by repeated application of the patterns in each layer, starting with the bottom one, using
fast string matching.
All this is embedded in a system that simultaneously manages abstract semantics. Difficult to read
due to unusual terminology.

92. Stock, Oliviero, Falcone, Rino, and Insinnamo, Patrizia. Island parsing and bidirectional charts. In 12th International Conf. on Comput. Linguistics COLING ’88, pages
636–641. Association for Computational Linguistics, 1988. Chart parsing is very attractive since it is equally suitable for top-down and bottom-up parsing and the computation tasks
can be put in an “agenda”, allowing much flexibility. It is, however, less suited to input of uneven
quality where recognized words alternate with damaged or missing sections. Chart parsing is extended with computations that start from islands of certainty and extend these bidirectionally until
missing portions are reached, using computations on the “a-agenda” (based on “Class-A” words)
in preference of those on the “b-agenda” (based on all other words).

93. Kruseman Aretz, F. E. J. A new approach to Earley’s parsing algorithm. Sci. Comput.
Progr., 12(2):105–121, July 1989. Starting point is a CYK table filled with Earley items, i.e.,
a tabular implementation of the Earley algorithm. Rather than implementing the table, two arrays
are used, both indexed with the position i in the input. The elements of the first array, Di , are the
mappings from a non-terminal X to the set of all Earley items that have the dot in front of X at
position i. The elements of the second array, Ei , are the sets of all reduce items at i. Considerable
math is used to derive recurrence relations between the two, leading to a very efficient evaluation
order. The data structures are then extended to produce parse trees. Full implementations are given.

94. Lutz, Rudi. Chart parsing of flowgraphs. In International Joint Conference on Artificial
Intelligence, pages 116–121, 1989.
95. Stock, Oliviero, Falcone, Rino, and Insinnamo, Patrizia. Bidirectional charts: A potential technique for parsing spoken natural language sentences. Computer Speech
and Language, 3(3):219–237, 1989. Bidirectional chart and island parsing are explained in
a speech recognition context, where the non-locality of these algorithms is especially valuable.
Speech contains islands of reliable recognition, and arcs are constructed from there left and right,
until either another island is reached or a missing segment is diagnosed. Extensive explanations,
but no algorithm.

96. Leiss, Hans. On Kilbury’s modification to Earley’s algorithm. ACM Trans. Prog. Lang.
Syst., 12(4):610–640, Oct. 1990. Redesigns Earley’s [46] algorithm so that a set of trees (actually tree tops, due to sharing) is associated with each item in an item set, leading to a compact tree
representation. After criticizing Kilbury [1317] the author proposes and analyses a new Predictor
and Completer along the lines of Graham et al. [72], which incorporate nullable non-terminals
and unit rules, and which will only add items that are compatible with top-down requirements,
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left-corner considerations and the look-ahead token. Complete algorithms and detailed examples
given.

97. Shieber, Stuart M., Noord, Gertjan van, Pereira, Fernando, and Moore, Robert.
A semantic-head-driven generation algorithm for unification-based formalisms.
Computational Linguistics, 16(1):30–42, 1990. Left-to-right top-down sentence generation does not terminate for left-recursive grammars. Left-to-right bottom-up sentence generation
suffers from extensive non-determinism because the first words in a sentence being generated will
often turn out to be unacceptable once further words are chosen. So left-to-right is a bad idea. We
need head grammars and start the generation process with the head. An implementation in DCGs
is given.

98. Urbanek, Friedrich J. A simple completeness proof for Earley’s algorithm. Bulletin
European Association for Theoretical Computer Science, 42, 1990.
99. Voisin, Frédéric. and Raoult, Jean-Claude. A new, bottom-up, general parsing
algorithm. BIGRE Bulletin, 70:221–235, Sept. 1990. Modifies Earley’s algorithm by 1.
maintaining items of the form α rather than A → αB•β, which eliminates the top-down component and thus the predictive power, and 2. restoring some of that predictive power by predicting
items α for each rule in the grammar A → αβ for which the input token is in FIRST(A). This is
useful for the special application the authors have, a parser for a language with extensive userdefinable operators.

100. Vreught, J. P. M. de and Honig, H. J. General context-free parsing. Technical Report
90-31, Delft University of Technology, Delft, 1990.
101. Lang, Bernard. Towards a uniform formal framework for parsing. In Masaru Tomita,
editor, Current Issues in Parsing Technology, pages 153–171. Kluwer Academic Publ.,
Boston, 1991. The paper consists of two disjoint papers. The first concerns the equivalence of
grammars and parse forests; the second presents a Logical PushDown Automaton.
In tree-sharing parsers, parsing an (ambiguous) sentence S yields a parse forest. If we label each
node in this forest with a unique name, we can consider each node to be a rule in a CF grammar.
The node labeled N describes one alternative for the non-terminal N and if p outgoing arrows
leave the node, N has p alternatives. This grammar produces exactly one sentence, S. If S contains
wild-card tokens, the grammar will produce all sentences in the original grammar that match S. In
fact, if we parse the sentence Σ∗ in which Σ matches any token, we get a parse forest that is equivalent to the original grammar. Parsing of unambiguous, ambiguous and incomplete sentences alike
is viewed as constructing a grammar that produces exactly the singleton, multi-set and infinite set
of derivations that produce the members of the input set. No such parsing algorithm is given, but
the reader of the paper is referred to Billot and Lang [575], and to Lang [648].
Prolog-like programs can be seen as grammars the non-terminals of which are predicates with
arguments, i.e. Horn clauses. Such programs are written as Definite Clause programs. To operate
these programs as solution-producing grammars, a Logical PushDown Automaton LPDA is introduced, which uses Earley deduction in a technique similar to that of Pereira and Warren [1242].
In this way, a deduction mechanism is obtained that is shown to terminate on a Definite Clause
Grammar on which simple depth-first resolution would loop. The conversion from DC program
to a set of Floyd-like productions for the LPDA is described in full, and so is the LPDA itself.

102. Leo, Joop M. I. M. A general context-free parsing algorithm running in linear time on
every LR(k) grammar without using lookahead. Theoret. Comput. Sci., 82:165–176,
1991. Earley parsing of right-recursive LR(k) grammars will need time and space of O(n 2 ),
for the build-up of the final reductions. This build-up is prevented through the introduction of
“transitive items”, which store right-recursion information. A proof is given that the resulting
algorithm is linear in time and space for every LR-regular grammar. The algorithm also defends
itself against hidden right recursion.

103. Moore, Robert and Dowding, John. Efficient bottom-up parsing. In Speech and Natural
Language Workshop, pages 200–203. DARPA, Feb. 1991. Bounded-context techniques are
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introduced into a CYK parser, to obtain a speedup factor of 18; it is faster than when improved
by adding a top-down component. The BC pattern were created manually. The parser is robust,
i.e. it produces a set of sentence fragments if the input does not conform to the grammar. Other
improvements (ε and unit rule elimination) were also applied.

104. Satta, G. and Stock, O. A tabular method for island-driven context-free grammar
parsing. In Ninth National Conference on Artificial Intelligence, Vol. 1, pages 143–
148, July 1991.
105. Sleator, Daniel D. K. and Temperley, Davy. Parsing English with a Link Grammar.
Technical Report CMU-CS-91-196, Carnegie Mellon University, Pittsburg, Pa 15213,
Oct. 1991. A link grammar is not a grammar at all in the Chomsky sense; it is a set of words in
which each word is provided with named left and right connectors. The system is productive in
that words can be connected into a sentence under the following rules:
1. Connectivity: all words must be connected.
2. Ordering: two connectors may only be connected if the one on the left is a right one and the
one on the right is a left one, and both have the same name. This connection is called a link.
3. Planarity: it must be possible to draw the links so that they do not cross; this enforces nesting.
4. Exclusion: no two links may connect the same pair of words.
Connectors may emanate from different points inside the word; these points are ordered from left
to right and each of them must be connected. A point may have more than one left (or right)
connector, exactly one of which must be connected. Connection points may be optional and connectors may be of the form “one or more of the same”.
A word in the English language needs about four connection points on the average and some six
to ten connectors. A special symbol is used to mark the beginning of a sentence. The system is
equivalent to a CF grammar and sentences are parsed using a remote cousin of the chart parsing
algorithm.

106. Leermakers, René. Recursive ascent parsing: from Earley to LR. In J.L.G. Dietz,
editor, CSN ’92, pages 178–189, Amsterdam, Nov. 1992. CWI. Considerably smaller but
still very informative preliminary version of Leermakers [108].

107. Leermakers, R. A recursive ascent Earley parser. Inform. Process. Lett., 41(2):87–
91, Feb. 1992. An item [A → α•β] is considered a function of one parameter, a position
i, which yields the set of all positions j such that β produces xi+1 · · · x − j. A second function, [A → α•β](X)(i), yields, for any non-terminal X, all positions j such that β produces
Xxi+1 · · · x − j. The recurrency relations between these two functions constitute the recognizer.
Since this implements actually a top-down recognizer, a special predict(A → α•β) function is
required to handle left-recursion. The exponential sting is removed by memoization.

108. Leermakers, René. Recursive ascent parsing: From Earley to Marcus. Theoret. Comput. Sci., 104:299–312, 1992. The functional Earley recognizer from Leermakers [107] is
explained again. Next, requiring determinism leads to a recursive ascent LR(0) recognizer. The
ideas are then used to find, with some difficulty, a formalization of the recognition mechanism
proposed for natural languages by M. Marcus. (M. Marcus, “A Theory of Syntactic Recognition
for Natural Language”, MIT Press, 1980.)

109. Roelofs, A. F. and Vreught, J. P. M. de. Implementations of the double dot parsing
algorithm. Technical Report 92-73, Delft University of Technology, Faculty of Technical Mathematics and Informatics, Delft, 1992.
110. Mossin, Christian. Partial evaluation of general parsers. In ACM SIGPLAN Symposium on Partial Evaluation and Semantics-Based Program Manipulation, pages 13–21.
ACM, 1993.
111. Erbach, Gregor. Bottom-up Earley deduction. In 15th International Conference on
Computational Linguistics COLING-94, pages 796–802, Kyoto, Japan, 1994. Sometimes the top-down (predictive) component of the Earley algorithm causes problems; for some
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grammars it may generate excessive numbers of predictions. The paper proposes an Earley parser
without the top-down component. With the goal orientation gone, this may, of course, lead to excessive numbers of inferences. So two mechanisms are introduced to reduce the number of item
combinations: a combination condition stronger than adjacency, and the limited reintroduction of
goals as “waiting goals”.

112. Honig, H. J. A new double dotted parsing algorithm. Technical Report 94-108, Delft
University of Technology, Delft, 1994.
113. Nederhof, M.-J. An optimal tabular parsing algorithm. In 32nd Annual Meeting of the
Association for Computational Linguistics, pages 117–124, June 1994. Like chart parsing, the various LR parsing methods can be characterized by the way they infer new items from
old ones. In this paper, four such characterizations are given: for LC parsing, for predictive LR,
for regular right part grammars, called “extended LR (ELR) grammars here, and for “CommonPrefix” parsing. For Common-Prefix see Voisin and Raoult [99]. Each of these is then expressed as
a tabular parsing algorithm, and their properties are compared. ELR appears the best compromise
for power and efficiency.

114. Satta, Giorgio and Stock, Oliviero. Bidirectional context-free grammar parsing for
natural language processing. Artificial Intelligence, 69(1-2):123–164, 1994. CYK parsing requires the grammar to be in Chomsky Normal form, but the authors point out that an Earley
parser actually also constructs a binary tree and thus parses according to a bilinear grammar, which
covers the original grammar. In fact, Earley parsing is characterized by this specific cover, the ecover. Likewise, head parsing and island parsing are characterized by specific covers, the h-cover
and the i-cover. Each of these can be used in tabular parsing, and adapted tabular algorithms for hcovers and i-covers are presented. Head parsing can be improved by judiciously blocking certain
productions, island parsing by supplying a mechanism to resolve conflicts between left-to-right
and right-to-left parsings. All definitions, algorithms, and complexity analyses are given in detail.

115. Schöbel-Theuer, Thomas. Towards a unifying theory of context-free parsing. In
First ASMICS Workshop on Parsing Theory, pages 89–100, Milan, Italy, Oct. 1994.
The unifying theory is based on an imaginary data structure, the calling (activation) tree of a
non-deterministic CF recursive descent sentence generator. The basic routine in this generator
accepts a sentential form as a parameter, non-deterministically selects a non-terminal from it,
non-deterministically selects a production rule for that non-terminal, substitutes it and calls itself
recursively; if there is no non-terminal, the routine stops. Each node N in the resulting calling
tree is labeled with the active section of the sentential form, but corresponds to a complete sentential form, to be found by tracing the path in the tree from the top down to N, collecting and
concatenating the parts of the sentential forms before the active segment (the prefixes), and then
retracing back to the top, collecting the parts after the active segment (the suffixes). Leaves in this
tree correspond to all derivations of all sentences in the language.
Several useful filters can be defined on this tree. If we delete all nodes that contain prefixes that
contain non-terminals, we are left with all left derivations. If, when given an input string I, we
delete all nodes inconsistent with I, we get all possible derivations of I, its parsings. The process
of deleting all these nodes directly leads to a variant of Earley’s algorithm. In the same manner,
all known parsing algorithms can be seen as manipulations of this data structure.
The calling tree will almost always be infinite. However, when we find two nodes that are labeled
the same and produce the same set of sentential forms, we can replace one by a pointer to the
other, turning the tree into a dag. More in particular, if both nodes lie on the same path to the top,
the dag turns into a cyclic graph. By repeating this compression the infinite tree is reduced to a
finite graph.
It is possible to combine groups of adjacent nodes in the tree, and replace them by a single node,
a “macro graph”. This macroization can be regarded as a form of precomputation. Macroization
allows various optimizations, among which LL parsing, LR parsing, unit reduction elimination,
to be expressed. In addition it can suggest stronger algorithms, including LR(0) parsing with ambiguous grammars, non-canonical algorithms, and GLR parsing without its problems.
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116. Sikkel, K. How to compare the structure of parsing algorithms. In G. Pighizzini and
P. San Pietro, editors, First ASMICS Workshop on Parsing Theory, pages 21–39, Oct.
1994.
117. Bhattacharyya, Sayan and Lytinen, Steven L. Syntactic and semantic filtering in a
chart parser. In Carlos A. Pinto-Ferreira and Nuno J. Mamede, editors, Progress in
Artificial Intelligence, 7th Portuguese Conference on Artificial Intelligence, EPIA ’95,
volume 990 of Lecture Notes in Computer Science, pages 465–471. Springer, 1995.
118. Nederhof, Mark-Jan. Reversible pushdown automata and bidirectional parsing.
In Developments in Language Theory II, pages 472–481, Singapore, 1995. World
Scientific. A direction-symmetrical reversible pushdown automaton (RPDA) is defined. A language expressed in an RPDA allows the table in tabular parsing to be filled in much less restricted
orders than unusual. This is exploited in error handling, island-driven parsing, head-driven parsing, etc.

119. Rytter, W. Context-free recognition via shortest-path computation: A version of
Valiant’s algorithm. Theoret. Comput. Sci., 143(2):343–352, 1995. The multiplication
and addition in the formula for distance in a weighted graph are redefined so that a shortest distance through a specific weighted lattice derived from the grammar and the input corresponds to
a parsing. This allows advances in shortest-path computation (e.g. parallelization) to be exploited
for parsing. The paper includes a proof that the algorithm is formally equivalent to Valiant’s.

120. McLean, Philippe and Horspool, R. Nigel. A faster Earley parser. In Tibor Gyimóthy,
editor, Compiler Construction: 6th International Conference, CC’96, volume 1060 of
Lecture Notes in Computer Science, pages 281–293, New York, 1996. Springer-Verlag.
The items in an Earley set can be grouped into subsets, such that each subset corresponds to an LR
state. This is utilized to speed up the Earley algorithm. Speed-up factors of 10 to 15 are obtained,
and memory usage is reduced by half.

121. Schöbel-Theuer, Thomas. Ein Ansatz für eine allgemeine Theorie kontext-freier
Spracherkennung / Towards a General Theory of CF Language Recognition. PhD thesis, University Stuttgart, Stuttgart, Germany, 1996, (in German). Elaboration of SchöbelTheuer [115].

122. Watanabe, Yoshimichi and Tokuda, Takehiro. A parsing method for context-free languages using bottom-up lookahead computation. Systems and Computers in Japan:
Scripta Electronica Japonica III, 27(10):14–22, 1996.
123. Nederhof, Mark-Jan and Satta, Giorgio. A variant of Earley parsing. In AI*IA 97:
Advances in Artificial Intelligence, volume 1321 of Lecture Notes in Computer Science,
pages 84–95, 1997. Identifies the following inefficiency in Earley parsing. When an item A →
α•β is created at position j, and α can start at d different places (all ending here), then d items
looking for β are created, all doing the same job. This is avoided by creating an item •β@ j
instead, and creating the d items for A → αβ• only when β has been found. The speed-up is found
to depend on the ambiguity: no ambiguity no speed-up, much ambiguity 30 % speed-up.

124. Quesada Moreno, José Francisco. El algoritmo SCP de análisis sintáctico mediante
propagación de restricciones. PhD thesis, Universidad de Sevilla, Sevilla, Spain, April
1997, (in Spanish). Restrictions on the possible placement and linkage of double-dotted items
(called “events” here) are derived from the grammar. The events are then placed and refined in a
sequence of 6 algorithms, the main one of which connects the events to the left and to the right.
Several of the algorithms are repeated until a stable situation is reached. The resulting parser is
O(nlog n) for a large class of grammars. Large parts of the implementation and experimental
results are shown.
Should have been in English.
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125. Sikkel, Klaas and Nijholt, Anton. Parsing of context-free languages. In G. Rozenberg
and A. Salomaa, editors, The Handbook of Formal Languages, Vol. II, pages 61–100.
Springer-Verlag, Berlin, 1997.
126. Hasida, K¯
oiti and Miyata, Takashi. Parsing and generation with tabulation and
compilation. In E. Villemonte de la Clergerie, editor, Tabulation in Parsing and
Deduction, pages 26–35. CNAM, 1998. The optimal evaluation order for the entries in
tabular parsing varies with the circumstances. The authors formulate the problem as a constraint
problem for Horn clauses and provide a resolver for the resulting type of problem.

127. Johnstone, Adrian and Scott, Elizabeth. Generalized recursive-descent parsing and
follow-determinism. In Kai Koskimies, editor, Compiler Construction (CC’98),
volume 1383 of Lecture Notes in Computer Science, pages 16–30, Lisbon, 1998.
Springer. The routine generated for a non-terminal A returns a set of lengths of input segments
starting at the current position and matching A, rather than just a Boolean saying match or no
match. This gives a parser that is efficient on LL(1) and non-left-recursive LR(1). Next it is made
more efficient by using FIRST sets. This parser is implemented under the name GRDP, for “Generalised Recursive Descent Parser”. It yields all parses; but can be asked to act deterministically.
It then uses FOLLOW-determinism, in which the length is chosen whose segment is followed by
a token from FOLLOW1 (A); the grammar must be such that only one length qualifies.

128. Quesada, José F. A general, sound and efficient natural language parsing algorithm
based on syntactic constraints propagation. In Conferencia de la Asociación Española
para la Inteligencia Artificial: CAEPIA’97, pages 775–786, Malaga, Spain, Jan. 1998.
Univ. of Málaga. The arcs created in bidirectional chart parsing are often redundant because they
can never have a relationship to adjacent arcs. The possible relationships are analysed, resulting in
constraints that should be propagated left and right, in a propagation process that is fairly complex.
This reduces the number of arcs sufficiently to obtain a time dependency of O(nlog(n) for a large
class of grammars. Abstract algorithms given; fuller algorithms, proofs, and more experimental
results can be found in [124].

129. Sikkel, Klaas. Parsing schemata and correctness of parsing algorithms. Theoret. Comput. Sci., 199(1-2):87–103, 1998.
130. Blum, Norbert and Koch, Robert. Greibach normal form transformation revisited.
Information and Computation, 150(1):112–118, 1999.
131. Ritchie, Graeme. Completeness conditions for mixed strategy bidirectional parsing.
Computational Linguistics, 25(4):457–486, 1999.
132. Andrei, Ştefan. Bidirectional ascendant parsing for natural language processing.
In Seventh International Workshop on Parsing Technologies IWPT-2001, page 9.
Tsinghua University Press, 2001. An LR parsing is started from the left end of the input
using one stack, and an RL parsing is started from the right end using another stack. Grammars
for which this works are LR-RL. Full algorithms and mathematical detail provided.

133. Aycock, John and Horspool, R. Nigel. Directly-executable Earley parsing. In Compiler
Construction, volume 2027 of Lecture Notes in Computer Science, pages 229–243,
2001. Code segments are generated for all actions possible on each possible Earley item, and
these segments are linked together into an Earley parser using a threaded-code technique, but parent pointer manipulations are cumbersome. To remedy this, the items are grouped in the states of
a split LR(0) automaton, in which each traditional LR(0) state is split in two states, one containing
the items in which the dot is at the beginning (the “non-kernel” state), and one which contains the
rest. The parent pointers of the non-kernel states are all equal, which simplifies implementation.
The resulting parser is 2 to 3 times faster than a standard implementation of the Earley parser.
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134. Moonen, Leon. Generating robust parsers using island grammars. In Working Conference on Reverse Engineering, pages 13–, 2001.
135. Aycock, John and Horspool, R. Nigel. Practical Earley parsing. Computer J.,
45(6):620–630, 2002. Empty productions are the reason for the Predictor/Completer loop in
an Earley parser, but the loop can be avoided by having the Predictor also predict items of the
form A → αB•β for •B if B is nullable. Effectively the ε is propagated by the Predictor. The nullable non-terminals are found by preprocessing the grammar. The Earley item sets are collected
in an “LR(0)ε” automaton. The states of this automaton are then split as described by Aycock and
Horspool [133]. A third transformation is required to allow convenient reconstruction of the parse
trees.

136. Lee, Lillian. Fast context-free grammar parsing requires fast Boolean matrix
multiplication. J. ACM, 49(1):1–15, 2002. The author proves that if we can do parsing
in O(n3−ε ), we can do Boolean matrix multiplication in O(n3−ε/3 ). To convert a given matrix
multiplication of A and B into a parsing problem we start with a string w of a length that depends
only on the size of the matrices; all tokens in w are different. For each non-zero element of A we
create a new non-terminal Ai, j → w pW wq , where w p and wq are judiciously chosen tokens from w
and W produces any non-empty string of tokens from w; likewise for B. The resulting matrix C is
grammaticalized by rules C p,q → A p,r Br,q , which implements the (Boolean) multiplication. Occurrences of C p,q are now attempted to be recognized in w by having start symbol rules S → WC p,qW .
The resulting grammar is highly ambiguous, and when we parse w with it, we obtain a parse forest.
If the node for C p,q is present in it, the bit C p,q in the resulting matrix is on.

137. Boullier, Pierre. Guided Earley parsing. In 8th International Workshop of Parsing
Technologies, page N/A, April 2003.
138. Nederhof, Mark-Jan and Satta, Giorgio. Tabular parsing. In Formal Languages and
Applications, volume 148 of Studies in Fuzziness and Soft Computing, pages 529–549.
Springer, April 2004. Tutorial on tabular parsing for push-down automata, Earley parsers, CYK
and non-deterministic LR parsing. The construction of parse trees is also covered.

18.1.3 LL Parsing
139. Evans, Jr, A., Perlis, A. J., and Van Zoeren, H. The use of threaded lists in constructing
a combined ALGOL and machine-like assembly processor. Commun. ACM, 4(1):36–
41, Jan. 1961. Describes a technique for constructing a parsing program, based on a combination
of linked lists and threaded code; the linked lists can contain lists as elements, so they actually
are trees. The input of the parsing program is the ALGOL program as a linked list of tokens with
a read pointer in it. Initially the parse tree consists of a list containing only the start symbol S
in symbolic form, which functions as the name of a parsing routine for S, and a write pointer in
front of it. A parsing routine for a non-terminal P consists of a possibly quite complex conditional
expression which yields a list of symbols, the proper prediction for P. The conditions can access
any value in the input and the parse tree that can be reached by following pointers in the linked
lists. The parsing routines are supplied by hand and form the definition of the language. Since a
routine can yield only one list, the parser is deterministic.
The system performs predictive parsing by interpreting the symbol under the write pointer in the
parse tree. If it is a terminal, the input token must match it. Otherwise it is a non-terminal, say P,
which identifies a parsing routine. The system then evaluates that routine and hooks the resulting
list as a list of children under the node for P, resetting the write pointer to the first of the children.
So at any time, the parse tree consists of a completed part which has already matched, and a
predicted part which corresponds to the prediction stack in a top-down parser but which already
has some of its future structure. The prediction lists can also contain non-grammar symbols; the
routines corresponding to them can then perform semantic actions, and yield no string.
The symbol E for “expression”, however, identifies a parsing routine written using a different
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technique, the one used in the GAT system by Arden and Graham [411]. This shows the versatility
of the threaded code technique.

140. Lucas, P. Die Strukturanalyse von Formelnübersetzern / analysis of the structure of formula translators. Elektronische Rechenanlagen, 3(11.4):159–167, 1961, (in German).
Carefully reasoned derivation of a parser and translator from the corresponding grammar. Two
types of “syntactic variable definitions” (= grammar rules) are distinguished: “enumerating definitions”, of the form N → A1 |A2 | · · · , and “concatenating definitions”, of the form N → A1 A2 · · · ;
here N is a non-terminal and the Ai are all terminals or non-terminals. Additionally “combined
definitions” are allowed, but they are tacitly decomposed into enumerating and concatenating
definitions when the need arises. Each “syntactic variable” (= non-terminal) can be “explicitly
defined”, in which case the definition does not refer to itself, or “recursively defined”, in which
case it does.
For each non-terminal N two pieces of code are created: an identification routine and a translation
routine. The identification routine tests if the next input token can start a terminal production of
N, and the translation routine parses and translates it. The identification routines are produced
by inspecting the grammar; the translation routines are created from templates, as follows. The
translation routine for an enumerating definition is
if can.start.A1 then translate.A1 else
if can.start.A2 then translate.A2 else
. . . else report.error
The translation routine for a concatenating definition is
if can.start.A1 then translate.A1 else report.error;
if can.start.A2 then translate.A2 else report.error;
...
Each translation routine can have local variables and produces an output parameter, which can be
used for code generation by the caller; all these variables are allocated statically (as global memory locations). These routines are given by flowcharts, although the author recognizes that they
could be expressed in ALGOL 60.
The flowcharts are connected into one big flow chart, except that a translation routine for a recursive non-terminal starts with code that stores its previous return address and local variables on a
stack, and ends with code that restores them. Since the number of local variables vary from routine
to routine, the stack entries are of unequal size; such stack entries are called “drawers”. No hint is
given that the recursion of ALGOL 60 could be used for these purposes. Special flowchart templates are given for directly left- and right-recursive non-terminals, which transform the recursion
into iteration.
For the system to work the grammar must obey requirements that are similar to LL(1), although
the special treatment of direct left recursion alleviates them somewhat. These requirements are
mentioned but not analysed. Nothing is said about nullable non-terminals.
The method is compared to the PDA technique of Samelson and Bauer, [416]. The two methods
are recognized as equivalent, but the method presented here lends itself better for hand optimization and code insertion.
This is probably the first description of recursive descent parsing. The author states that four papers explaining similar techniques appeared after the paper was written but before it was printed.
That depends on the exact definition of recursive descent: of the four only Grau [1068] shows how
to generate code for the routines, i.e., to use compiled recursive descent. The others interpret the
grammar.

141. Kurki-Suonio, R. On top-to-bottom recognition and left recursion. Commun. ACM,
9(7):527–528, July 1966. Gives a good account of Greibach’s algorithm for the removal of
left recursion from a grammar. The resulting distortion of the parsing process is countered by
leaving (ε-producing) markers in the grammar at the original ends of the right-hand sides in a
left-recursive rule. This 2-page paper also gives an algorithm for removing ε-rules. Again, these
leave markers behind, which can interfere with the markers from a possibly subsequent removal
of left recursion. Rules for solving this interference are given.

142. Brooker, R. A. Top-to-bottom parsing rehabilitated?. Commun. ACM, 10(4):223–
224, April 1967. Points out that general top-down parsing tends to do excessive reparsing, and
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suggests left-factoring to avoid this. The resulting grammar, which has become LL(1), also looks
neater.

143. Čulik, II, K. Contribution to deterministic top-down analysis of context-free languages.
Kybernetica, 5(4):422–431, 1968. This paper introduces LL( f ) grammars where f is a function mapping strings of terminals to an arbitrary range, always uniquely determining a right-hand
side. f is called a distinctive function.

144. Lewis, II, P. M. and Stearns, R. E. Syntax-directed transduction. J. ACM, 15(3):465–
488, 1968. Although this article is about transduction, it is often given as a reference for LL(k),
because it is one of the first articles discussing the LL(k) property, and it has an appendix on the
recognition of LL(k) languages.

145. Paull, Marvin C. and Unger, Stephen H. Structural equivalence and LL-k grammars.
In IEEE 9th Annual Symposium on Switching and Automata Theory, pages 176–186,
1968. The first half of the paper gives an algorithm which will convert any ε-free CF grammar
into a structurally equivalent LL(1) grammar, if one exists and which will fail otherwise. The
second half describes an algorithm which converts any LL(k) grammar to an equivalent strongLL(k) grammar (though this type of grammar is called here “LL*(k)” rather than strong-LL(k)).

146. Kurki-Suonio, R. Notes on top-down languages. BIT, 9:225–238, 1969. Gives several
variants of the LL(k) condition. Also demonstrates the existence of an LL(k) language which is
not LL(k − 1).

147. Wood, D. The theory of left factored languages, Part I. Computer J., 12(4):349–356,
1969. A description of a variant of LL(1) grammars and parsing.
148. Wood, D. A note on top-down deterministic languages. BIT, 9:387–399, 1969. Theoretical comparison of various LL and left-factored grammar definitions.

149. Rosenkrantz, D. J. and Stearns, R. E. Properties of deterministic top-down grammars.
Inform. Control, 17:226–256, 1970. Many formal properties of LL(k) grammars are derived
and tests for LL(k) and strong-LL(k) are given.

150. Wood, D. The theory of left factored languages, Part II. Computer J., 13(1):55–62,
1970. More results about LL(1) and LL(k) grammars, including a recursive descent parser in
pseudo-ALGOL 60.

151. Knuth, Donald E. Top-down syntax analysis. Acta Inform., 1:79–110, 1971. A Parsing
Machine (PM) is defined, which is effectively a set of mutually recursive Boolean functions which
absorb input if they succeed and absorb nothing if they fail. Properties of the languages accepted
by PMs are examined. This leads to CF grammars, dependency graphs, the null string problem,
back-up, LL(k), follow function, LL(1), s-languages and a comparison of top-down versus bottomup parsing. The author is one of the few scientists who provides insight in their thinking process.

152. Abrahams, Paul W. A syntax-directed parser for recalcitrant grammars. Intern. J.
Comput. Math., A3:105–115, 1972. LL(1) parsing with conflict resolvers, called oracles.
153. Anisimov, A. V. Top-down analysis of programming languages without backtrack. In
Mathematical Foundations of Computer Science, MFCS 1973, pages 175–180, 1973,
(in Russian).
154. Bordier, J. and Saya, H. A necessary and sufficient condition for a power language to
be LL(k). Computer J., 16(4):351–356, 1973. Discusses so-called “power languages” and
necessary and sufficient conditions for them to be LL(k). A power language is a language consisting of two sets: {uvi w1 x1i z1 } and {uvi w2 x2i z2 }, for v and x1 in V T ∗ − {ε}, and u, x2 , w1 , w2 , z1 ,
and z2 in V T ∗ . The advantage for language designers is, that power languages can be recognized
by the form of their sentences, so that one does not need an LL(k) grammar for the language to
decide that it is LL(k). However, there are LL(1) languages that are not power languages.
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155. Rechenberg, Peter. Sackgassenfreie Syntaxanalyse. Elektronische Rechenanlagen,
15(3,4):119–125,170–176, 1973, (in German). The grammar is stored in memory as a
graph structure. This structure is then made more amenable to LL(1) techniques by maximal
left factoring and by replacing a left-recursive non-terminal A → α|Aβ by the infinite set of rules
A → α|αβ|αββ| · · · , which is then simplified by left factoring. The graph structure makes these actions simple and finite; the old structure is kept inside the new one, to allow the parser to construct
the proper parse tree. LL(1)-like requirements are formulated on the graph; if they are obeyed,
the original grammar was pseudo-LL(1) or PLL(1). Parsing using a simple interpreting top-down
parser can then be done efficiently.
Most grammars of real-world programming languages can be made PLL(1) with only minor modifications. Full and detailed algorithms and data structures given.

156. Benson, David B. An abstract machine theory for formal language parsers. Acta
Inform., 3:187–202, 1974. Top-down parsing expressed in category theory.
157. Griffiths, M. LL(1) grammars and analyzers. In F.L. Bauer and J. Eickel, editors,
Compiler Construction: An Advanced Course, volume 21 of Lecture Notes in Computer Science, pages 57–84. Springer-Verlag, New York, 1974. A discussion of the LL(1)
property, including a decision algorithm and the production of an analyser in the form of executable text. These lecture notes also discuss some grammar transformations, including elimination of left recursion, factorization, and substitution. Semantic insertions (or hooks for semantic
actions) are also given some attention.

158. Komor, T. A note on left-factored languages. Computer J., 17(3):242–244, 1974. Points
out an error in a paper by Wood on left-factored languages [150], and suggests an extension to
Foster’s SID [1538] involving ε-rules.

159. Benson, David B. The basic algebraic structures in categories of derivations. Inform.
Control, 28(1):1–29, May 1975. More top-down parsing expressed in category theory.
160. Jarzabek, S. and Krawczyk, T. LL-regular grammars. Inform. Process. Lett., 4(2):31–
37, 1975. Introduces LL-regular (LLR) grammars: for every rule A → α1 | · · · |αn , a partition

(R1 , . . . , Rn ) of disjoint regular sets must be given such that the rest of the input sentence is a
member of exactly one of these sets. A parser can then be constructed by creating finite-state
automata for these sets, and letting these finite state automata determine the next prediction.

161. Johnson, D. B. and Sethi, R. A characterization of LL(1) grammars. BIT, 16:275–
280, 1976. Presents an easily testable characterization of the LL(1) property, depending on the
following: let r be a relation such that r(A, X) if there is a rule A → αXβ, and α derives ε. Then
a grammar is LL(1) if and only if for all non-terminals A the following holds:
1. if r(A, X) and r(A,Y ), with X 6= Y , then FIRST(X)-{ε} and FIRST(Y )-{ε} are disjoint; there
is at most one A-rule deriving ε; if r(A, X), there exists only one rule A → αXβ such that α
derives ε, and only one such α.
2. if A derives ε, then FIRST(A) and FOLLOW(A) are disjoint.

162. Nijholt, A. On the parsing of LL-regular grammars. In A. Mazurkiewicz, editor,
Mathematical Foundations of Computer Science, volume 45 of Lecture Notes in Computer Science, pages 446–452. Springer-Verlag, Berlin, 1976. Derives a parsing algorithm
for LL-regular grammars with a regular pre-scan from right to left that leaves markers, and a
subsequent scan which consists of an LL(1)-like parser.

163. Geurts, Leo and Meertens, Lambert G. L. T. Keyword grammars. In 5th Annual
III Conference on Implementation and Design of Algorithmic Languages, pages 1–12,
Rennes, France, 1977. IRIA. A keyword grammar is a CF grammar that has two types of
non-terminals: statement types and statement sets. The alternatives of statement types all start
with a terminal, the alternatives of statement sets all consist of one non-terminal. The keyword
grammars discussed here are allowed to have exactly one undefined non-terminal, E, which is
assumed to produce Σ∗ ; E may not follow E in any alternative. (E stands for an expression in
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another language.) A simplified form of the LL(1) condition for such grammars is given and
proved.

164. Glushkova, V. N. Towards a simplification of LL(k) grammars. Program. Comput.
Softw., 3:266–273, 1977. Some LL(k) grammars can be transformed into an LL(k − 1) one.
This paper presents a sufficient condition.

165. Hunter, R. B., McGettrick, A. D., and Patel, R. LL versus LR parsing with illustrations
from Algol 68. ACM SIGPLAN Notices, 12(6):49–53, June 1977. Syntax-improved LL(1)
(Foster [1538]) and LR(1) are equally unsuccessful in handling a CF version of the grammar of
ALGOL 68. After hand adaptation LL(1) has the advantage.

166. Nijholt, A. On the covering of left recursive grammars. In Fourth ACM Symposium on
Principles of Programming Languages, pages 86–96. ACM, Jan. 1977. Gives a refined
version of the traditional left recursion elimination algorithm (Section 6.4), which produces more
auxiliary grammar rules, but allows easier recovery of the original parse tree.

167. Olshansky, Tmima and Pnueli, Amir. A direct algorithm for checking the equivalence
of LL(k) grammars. Theoret. Comput. Sci., 4(3):321–349, 1977. The equivalence of LL(k)
grammars is checked by a divide-and-conquer technique in which the demonstrandum S 1 ≈ S2
w
(L (S1 ) = L (S2 )) is branched up into a set of demonstranda α1 ≈ α2 (the subset of L (α1 ) starting
with w is equal to the similar subset of L (α2 )), etc. This process tends to make the αs longer and
longer, but either they can be subdivided into shorter segments with their own ≈ demands, or a
length argument over k and the length of the longest shortest production in the grammar is used
to prove that S1 ≈S
/ 2 . The whole process bears considerable similarity to Figure 4.3. Proofs and
examples given.

168. Aoe, J., Yamamoto, Y., and Shimada, R. A method for constructing LL(1) parsing
tables. Trans. Inst. Electron. & Commun. Eng. Jpn., E61(12):1008, Dec. 1978. Abstract
only.

169. Lewi, J., Vlaminck, K. de, Huens, J., and Huybrechts, M. The ELL(1) parser generator
and the error-recovery mechanism. Acta Inform., 10:209–228, 1978. See same paper
[932].

170. Lindstrom, Gary. Control structure aptness: A cast study using top-down parsing. In
International Conference on Software Engineering, pages 5–12, 1978.
171. Wood, D. A bibliography of top-down parsing. ACM SIGPLAN Notices, 13(2):71–76,
Feb. 1978. Contains some 90 literature references up to 1978 on deterministic top-down parsing
and related issues.

172. Cohen, J., Sitver, R., and Auty, D. Evaluating and improving recursive descent parsers.
IEEE Trans. Softw. Eng., SE-5(5):472–480, Sept. 1979. Derives formulas which express
the execution time of systematically generated recursive descent parsers, and uses these formulas
to estimate the gain of various optimizations, such as the elimination of some routine calls and
merging of common code.

173. Glushkova, V. N. Lexical analysis of LL(k) languages. Program. Comput. Softw.,
5:166–172, 1979. Examines the reduction of LL(k) grammars to simple-LL(1) grammars by
combining terminal symbols into new terminal symbols.

174. Heilbrunner, Stephan. On the definition of ELR(k) and ELL(k) grammars. Acta
Inform., 11:169–176, 1979. Comparison and analysis of various definitions of extended LL(k)
and extended LR(k), based on the transformations involved.

175. Milton, D. R. and Fischer, C. N. LL(k) parsing for attributed grammars. In H.A.
Maurer, editor, Automata, Languages and Programming, volume 71 of Lecture Notes
in Computer Science, pages 422–430. Springer-Verlag, Berlin, 1979. Each production
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can be associated with a predicate which can examine the inherited attributes of the top element
on the stack and the synthesized attributes of the k tokens in the look-ahead. The production rule is
applicable only if the predicate succeeds. Implemented as a pushdown automaton, which is given.
This is part of the ALL(1) compiler generator of Milton, Kirchhoff, and Rowland [1087].

176. Poplawski, D. A. On LL-regular grammars. J. Comput. Syst. Sci., 18:218–227, 1979.
Presents proof that, given a regular partition, it is decidable whether a grammar is LL-regular with
respect to this partition; it is undecidable whether or not such a regular partition exists. The paper
then discusses a two-pass parser; the first pass works from right to left, marking each terminal
with an indication of the partition that the rest of the sentence belongs to. The second pass then
uses these indications for its predictions.

177. Setzer, V. W. Non-recursive top-down syntax analysis. Softw. Pract. Exper., 9(3):237–
245, 1979. Compares recursive and non-recursive implementations of table-driven top-down
parsers. The introduction of actions is facilitated by implementing the driver and the tables as a
loop over a case statement (on the states) over case statements (on the input token).

178. Sippu, S. and Soisalon-Soininen, E. On constructing LL(k) parsers. In H.A. Maurer,
editor, Automata, Languages and Programming, volume 71 of Lecture Notes in Computer Science, pages 585–595. Springer-Verlag, Berlin, 1979. Presents a method for constructing canonical LL(k) parsers that can be regarded as the dual to the LR(k) technique of items
and viable prefixes. In the LL(k) method we have LL(k) items and viable suffixes. Like in the LR
case, the LL(k) method also has LA(p)LL(k) and SLL(k) variants; the SLL(k) variant coincides
with the strong-LL(k) grammars. Note that, although the S of SLL stands for Simple, this is not
the same Simple LL as the simple LL discussed in chapter 8.

179. Hú’a-Thanh-Huy.
Conception et optimisation des descentes récursives.
In
International Symposium on Programming, volume 83 of Lecture Notes in Computer Science, pages 162–176, Berlin, 1980. Springer-Verlag. Assume the grammar is
in AND/OR form. The paper describes a predictive pushdown automaton, called a “simple automaton”, in which the pushed prediction is represented by the name of the AND rule and the
position in it, rather than as the actual prediction. This allows each rule to be represented as a very
small transition matrix, resulting in a very small and efficient parser. A straightforward technique
is given for constructing these matrices; uniqueness of the matrix entries is equivalent to LL(1).
This setup allows several convenient extensions. 1. It is easy to allow the do-nothing action to
be inserted repeatedly in one entry of a matrix without causing a FIRST-FIRST conflict, thus extending the allowable grammars to LL(1+ε). 2. Matrices can often be collapsed, or combined with
or substituted in other matrices, thus gaining space and time efficiency. 3. The system is easily
adaptable to regular right-hand sides.

180. Nijholt, A. LL-regular grammars. Intern. J. Comput. Math., A8:303–318, 1980. This
paper discusses strong-LL-regular grammars, which are a subset of the LL-regular grammars,
exactly as the strong-LL(k) grammars are a subset of the LL(k) grammars, and derives some
properties.

181. Soisalon-Soininen, Eljas. On comparing LL(k) and LR(k) grammars. Math. Syst.
Theory, 13:323–329, 1980. After poking holes in existing proofs of the intuitively reasonable
fact that all LL(k) grammars are LR(k) grammars, the author gives a rigorous 5-pages proof.
Centerpiece is a lemma which relates the input already processed by an LL parser to the reduction
stack of an LR parser, and the input still to be processed by an LR parser to the prediction stack
of an LL parser. A second lemma shows that the input already processed by an LL parser plus
the k look-ahead symbols determine the prediction stack up to some ε-productions, and relates the
possible ε-production sequences to each other. The attempt to transform the LL conditions into
LR conditions then leads to three different cases, each of which is then proved.

182. Tomita, E. A more direct algorithm for checking equivalence of LL(k) grammars.
Trans. Inst. Electron. & Commun. Eng. Jpn., E63(9):690, 1980. Abstract only.
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183. Nijholt, A. From LL-regular to LL(1) grammars: transformations, covers and parsing.
R.A.I.R.O. Theor. Informatics, 16:387–406, 1982.
184. Oyang, Yen-Jen and Hsu, Ching-Chi. Extended LL(k) grammars and parsers. In 20th
Annual ACM Southeast Regional Conference, pages 240–245. ACM, 1982. Putting left
factoring in the parser, which is LR-like. Somewhat confusing, but complete algorithms given.

185. Sippu, Seppo and Soisalon-Soininen, Eljas. On LL(k) parsing. Inform. Control,
53(3):141–164, June 1982. Theoretical background to Sippu and Soisalon-Soininen [178].
186. Sippu, S. and Soisalon-Soininen, E. On the complexity of LL(k) testing. J. Comput.
Syst. Sci., 26:244–268, 1983.
187. Craeynest, Dirk, Vansteenkiste, Geert, and Lewi, Johan. Construction of an ELL(1)
syntax analyser for Ada with the compiler-generator LILA. ACM SIGPLAN Notices,
19(1):36–45, Jan. 1984.
188. Dwyer, Barry. Improving Gough’s LL(1) look-ahead generator. ACM SIGPLAN
Notices, 20(11):27–29, Nov. 1985. Refer to Gough [189]. Improves on Gough’s algorithm by
not computing those FIRST and FOLLOW sets that are not needed for the LL(1) parser generation.

189. Gough, K. John. A new method of generating LL(1) look-ahead sets. ACM SIGPLAN
Notices, 20(6):16–19, June 1985. Presents an efficient method for computing the FIRST and
FOLLOW sets, using “begun-by”, “precedes”, and “ends” relations.

190. Hanson, David R. Compact recursive-descent parsing of expressions. Softw. Pract.
Exper., 15(12):1205–1212, Dec. 1985. Discusses recursive descent parsing of expressions by
using a precedence table for the operators instead of a parsing routine for each precedence level.
There is for example only one routine for expressions involving binary operators; the precedence
of the expression to be parsed is a parameter.

191. Sager, Thomas J. A technique for creating small fast compiler front ends. ACM SIGPLAN Notices, 20(10):87–94, Oct. 1985. Presents a predictive parser that has its tables
compacted through the use of a minimal perfect hash function, thus making them very small. An
example is given for the Pascal language.

192. Heckmann, Reinhold. An efficient ELL(1)-parser generator. Acta Inform., 23:127–
148, 1986. The problem of parsing with an ELL(1) grammar is reduced to finding various FIRST
and FOLLOW sets. Theorems about these sets are derived and very efficient algorithms for their
computation are supplied.

193. Leo, Joop. On the complexity of topdown backtrack parsers; a re-examination. In NGISION 1986 Symposium, pages 343–355, Amsterdam, April 1986. SIC-NGI. Analyses
the algorithm of Koster [60], and finds, among other things, that the algorithm is linear on LLregular, quadratic on LL(k) with rules that produce only ε, and exponential on most of the rest.
Several heuristics are presented to improve the speed of the algorithm.

194. Abramson, Harvey. Generalized LL(K) grammars for concurrent logic programming
languages. Technical Report TR-87-32, Department of Computer Science, University
of British Columbia, Oct. 1987.
195. Yoshida, Keiichi and Takeuchi, Yoshiko. Some properties of an algorithm for constructing LL(1) parsing tables using production indices. J. Inform. Process., 11(4):258–
262, 1988. Presents an LL(1) parse table algorithm which, rather than first computing FIRST
and FOLLOW sets, computes a so-called FIRST table and FOLLOW table, which are indexed by
a (non-terminal, symbol) pair, and deliver a grammar rule number.
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196. Barnard, David T. and Cordy, James R. Automatically generating SL parsers from
LL(1) grammars. Comput. Lang., 14(2):93–98, 1989. For SL see Barnard and Cordy
[810]. SL seems ideally suited for implementing LL(1) parsers, were it not that the choice action
absorbs the input token on which the choice is made. This effectively prevents look-ahead, and
means that when a routine for a non-terminal A is called, its first token has already been absorbed.
A scheme is suggested that will replace the routine for parsing A by a routine for parsing A minus
its first token. So the technique converts the grammar to simple LL(1).

197. Dobler, H. A hybrid top-down parsing technique. In D. Hammer, editor, Compiler
Compilers, 3rd International Workshop CC ’90, volume 477 of Lecture Notes in Computer Science, pages 210–211, Schwerin, Oct. 1990. Springer-Verlag.
198. Dobler, H. and Pirklbauer, K. Coco-2: A new compiler compiler. ACM SIGPLAN
Notices, 25(5):82–90, May 1990. The authors present an integrated system consisting of a
lexical phase using a heavily reduced FS automaton, and a syntactic phase which uses a tabledriven LL(1) parser. Semantic actions are interspersed in the syntactic phase.

199. Dobler, H. Top-down parsing in Coco-2. ACM SIGPLAN Notices, 26(3):79–87, March
1991. Traditional table-driven parsers have trouble providing a well-structured environment for
the actions attached to the grammar rules. The environment generally consists of global named
variables and anonymous values on a stack. The Coco-2 system features a table-driven LL(1)
parser with a recursive set of action routines. The action routines call each other and keep in step
with the parser by consulting and advancing it at strategic points. The relevant parts of the environment are passed as named parameters. For a recursive-descent approach to the same problem,
see Grune and Jacobs [1203].

200. Frost, Richard A. Guarded attribute grammars: Top down parsing and left recursive
productions. ACM SIGPLAN Notices, 27(6):72–75, June 1992. Each left-recursive rule
application is guarded by a non-left-recursive recognizer that finds out if the recursive application
will succeed if activated. These recognizers have to be written by hand, which is sometimes difficult.
See also Frost [1132].

201. Müller, Karel. Attribute-directed top-down parsing. In U. Kastens and P. Pfahler,
editors, Compiler Construction, 4th International Conference, CC’92, volume 641 of
Lecture Notes in Computer Science, pages 37–43. Springer-Verlag, Oct. 1992.
202. Cameron, Robert D. Extending context-free grammars with permutation phrases.
ACM Letters on Programming Languages and Systems, 2(1-4):85–94, March 1993.
Discusses the construction of an LL(1) parser for permutation phrases. The permutation phrase
<< α|β| · · · >> is replaced by X ∗ in which X → α|β| · · · , and the resulting grammar is required
to be LL(1). While parsing, a set of counters (one bit each) is kept, one for each member of the
permutation phrase, to detect missing or multiple members.
Also discusses various applications of permutation phrases.

203. Parr, Terence J. and Quong, Russell W. LL and LR translators need k > 1 lookahead.
ACM SIGPLAN Notices, 31(2):27–34, Feb. 1996. Gives realistic examples of frequent programming language constructs in which k = 1 fails. Since k > 1 is very expensive, the authors
introduce linear-approximate LL(k) with k > 1, in which for each look-ahead situation S separate values FIRST(S), SECOND(S), . . . , are computed, which needs t × k space for t equal to
the number of different tokens, rather than FIRSTk (S), which requires t k . This may weaken the
parser since originally differing look-ahead sets like ab, cd and ad, cb both collapse to [ac][bd],
but usually works out OK.

204. Bertsch, E. and Nederhof, M.-J. Size/lookahead tradeoff for LL(k)-grammars. Inform.
Process. Lett., 80(3):125–129, 2001. Shows a family of languages for which any LL(k)

grammar has at least size O(2− k), thus confirming the intuition that decreasing the look-ahead
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linearly increases the grammar size exponentially. But then, increasing the look-ahead linearly
increases the parser table size exponentially. See also Leung and Wotschke [372].

205. Blum, Norbert. On parsing LL languages. Theoret. Comput. Sci., 267(1):49–60, 2001.
Breaks the exponential size of LL(k > 1) parsers as established by Ukkonen [1496] by allowing a
breadth-first search with a width of at most k. The size of the resulting parser linear in the size of
the grammar.

206. Wöß, Albrecht, Löberbauer, Markus, and Mössenböck, Hanspeter. LL(1) conflict resolution in a recursive descent compiler generator. In László Böszörményi and Peter
Schojer, editors, Modular Programming Languages, volume 2789 of Lecture Notes in
Computer Science, pages 192–201. Springer, 2003. A plea for a return to LL(1) parsers (as
opposed to LALR(1) because of a better mesh with semantic actions) is followed by a plea for the
use of conflict resolvers (as opposed to grammar transformations or multi-token look-ahead). It is
then shown how traditional dynamic conflict resolvers are applied in Coco/R.

207. Parr, Terence. LL(* ) parsing. In ANTLR2004, Internet, 2004. ANTLR.

18.1.4 LR Parsing
208. Knuth, D. E. On the translation of languages from left to right. Inform. Control,
8:607–639, 1965. This is the original paper on LR(k). It defines the notion as an abstract
property of a grammar and gives two tests for LR(k). The first works by constructing for the
grammar a regular grammar which generates all possible already reduced parts (= stacks) plus
their look-aheads; if this grammar has the property that none of its words is a prefix to another
of its words, the original grammar was LR(k). The second consists of implicitly constructing all
possible item sets (= states) and testing for conflicts. Since none of this is intended to yield a
reasonable parsing algorithm, notation and terminology differs from that in later papers on the
subject. Several theorems concerning LR(k) grammars are given and proved.

209. Korenjak, Allen J. Deterministic Language Processing. PhD thesis, Princeton University, 1967.
210. DeRemer, Franklin Lewis. Practical Translators for LR(k) Languages. PhD thesis,
MIT, Cambridge, Mass., Sept. 1969. The characteristic grammar of a grammar G is derived,
which describes the stack configuration in a canonical bottom-up parser for G; the stack may
end in a special #i token, which means that production rule i can be reduced from the stack. The
characteristic grammar is regular, leading to the characteristic finite-state machine or CFSM. It
summarizes the left context, and using it exclusively leads to LR(0) parsing.
If the CFSM has an inadequate state I, one can try to find look-aheads by tracing all paths through
the CFSM from start to I, and see if the look-aheads differentiate the last part of the paths. If this
works, the grammar is LALR(1). (This is DeRemer and Pennello’s algorithm [286] in rudimentary
form.)
However, computing the LALR(1) information is very expensive. The cheapest look-ahead is the
FOLLOW set; using it leads to SLR(1) parsing. For some LALR(k) grammars, tracing the last m
steps through the CFSM is enough to resolve the inadequacy; these are the L(m)R(k) grammars.
Algorithms given, including one for LR(k) parsers. Chapters on translation and implementation
issues conclude the thesis.

211. Korenjak, A. J. A practical method for constructing LR(k) processors. Commun.
ACM, 12(11):613–623, Nov. 1969. The huge LR(1) parsing table is partitioned as follows. A
non-terminal Z is chosen judiciously from the grammar, and two grammars are constructed, G 0 ,
in which Z is considered to be a terminal symbol, and G1 , which is the grammar for Z (i.e. which
has Z as the start symbol). If both grammars are LR(1) and moreover a master LR(1) parser can be
constructed that controls the switching back and forth between G0 and G1 , the parser construction
succeeds (and the original grammar was LR(1) too). The three resulting tables together are much
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smaller than the LR(1) table for the original grammar. It is also possible to chose a set of nonterminals Z1 · · · Zn and apply a variant of the above technique.

212. Pager, David. A solution to an open problem by Knuth. Inform. Control, 17:462–473,
1970. Highly mathematical paper concerning the properties of certain partitions of the states of
an LR(1) parser with a view to reducing the size of the LR automaton.

213. Aho, A. V. and Ullman, J. D. The care and feeding of LR(k) grammars. In 3rd Annual
ACM Symposium on Theory of Computing, pages 159–170, New York, 1971. ACM
Press.
214. DeRemer, Franklin L. Simple LR(k) grammars. Commun. ACM, 14(7):453–460, July
1971. SLR(k) explained by its inventor. Several suggestions are made on how to modify the
method; use a possibly different k for each state; use possibly different lengths for each lookahead string. The relation to Korenjak’s approach [211] is also discussed.

215. Hayashi, K. On the construction of LR(k) parsers. In ACM 1971 Annual Conf., pages
538–553, New York, 1971. ACM.
216. LaLonde, W. R., Lee, E. S., and Horning, J. J. An LALR(k) parser generator. In IFIP
Congress 71, pages 513–518, Amsterdam, 1971. North-Holland. An implementation of
the LALR parser from DeRemer’s thesis [210]. The parser is found to take 60% of the time of a
comparable precedence parser; the reason is that LALR identifies directly the rule to reduce with.
The tables are also smaller.

217. Langmaack, H. Application of regular canonical systems to grammars translatable
from left to right. Acta Inform., 1:111–114, 1971. Different proof of the decidability of
LR(k).

218. Lehmann, Daniel. LR(k) grammars and deterministic languages. Israel J. Math.,
10:526–530, 1971. Thorough proof of the fact that every deterministic language has an LR(1)
grammar.

219. Aho, A. V. and Ullman, J. D. Optimization of LR(k) parsers. J. Comput. Syst. Sci.,
6:573–602, 1972. An algorithm is given to determine which entries in an LR(k) table can
never be accessed; the values of these entries are immaterial (so-called don’t-care entries) and
can be merged with other values. A second algorithm is given to determine which error entries
could be merged with which reduce entry, with the only result that error detection is postponed.
Both algorithms and a merging technique are used to reduce table size. It is proved that using
these algorithms, one can produce SLR(1) and LALR(1) tables. It is also proved that SLR(1) is
identical to Korenjak’s method [211] with all non-terminals selected. See also Soisalon-Soininen
[289].

220. Anderson, T. Syntactic Analysis of LR(k) Languages. PhD thesis, University of Newcastle upon Tyne, Newcastle upon Tyne, 1972. [Note: This is one of the few papers we
have not been able to access; the following is the author’s abstract.] A method of syntactic analysis, termed LA(m)LR(k), is discussed theoretically. Knuth’s LR(k) algorithm [208] is included
as the special case m = k. A simpler variant, SLA(m)LR(k), is also described, which in the case
SLA(k)LR(0) is equivalent to the SLR(k) algorithm as defined by DeRemer [214]. Both variants
have the LR(k) property of immediate detection of syntactic errors.
The case m = 1, k = 0 is examined in detail, when the methods provide a practical parsing technique of greater generality than precedence methods in current use. A formal comparison is made
with the weak precedence algorithm.
The implementation of an SLA(1)LR(0) parser (SLR) is described, involving numerous space and
time optimizations. Of importance is a technique for bypassing unnecessary steps in a syntactic derivation. Direct comparisons are made, primarily with the simple precedence parser of the
highly efficient Stanford ALGOL W compiler, and confirm the practical feasibility of the SLR
parser.
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221. Eickel, J. Methoden der syntaktischen Analyse bei formalen Sprachen. In 2. Jahrestagung der Gesellschaft für Informatik, Karlsruhe, 2.-4.Oktober 1972, volume 78 of
Lecture Notes in Economics and Mathematical Systems, pages 37–53, 1972, (in German). Overview of considerable depth over mainly bottom-up deterministic parsing methods.
The desire for backtrack-free (called “dead-end-free” here) parsing leads to considering the conditions for reduction and shift. Full expressions for left and right context sets are derived. Defining
regular, mutually exclusive supersets for these gives rise to several known parsing algorithms. A
one-page characterization of several precedence parsing algorithms is given. The idea of parsing
only a skeleton by ignoring some tokens in the grammar and the input and repairing the damage
afterwards is considered but not elaborated.

222. Kemp, R. An estimation of the set of states for the minimal LR(0) acceptor. In
M. Nivat, editor, Automata, Languages and Programming, pages 563–574. NorthHolland, Amsterdam, 1972.
223. Wise, David S. Generalized overlap resolvable grammars and their parsers. J. Comput.
Syst. Sci., 6:538–572, Dec. 1972. See same paper [447].
224. Aho, A. V. and Ullman, J. D. A technique for speeding up LR(k) parsers. SIAM
J. Computing, 2(2):106–127, June 1973. Describes two detailed techniques to eliminate
unit rules, one by recognizing particular stack configurations and one by merging shifts on nonterminals (GOTOs).

225. Anderson, T., Eve, J., and Horning, J. J. Efficient LR(1) parsers. Acta Inform., 2:12–39,
1973. Coherent explanation of SLR(1), LALR(1), elimination of unit rules and table compression, with good advice.

226. Čulik, II, Karel and Cohen, Rina. LR-regular grammars: An extension of LR(k)
grammars. J. Comput. Syst. Sci., 7:66–96, 1973. The input is scanned from right to left by a
FS automaton which records its state at each position. Next this sequence of states is parsed from
left to right using an LR(0) parser. If such a FS automaton and LR(0) parser exist, the grammar is
LR-regular. The authors conjecture, however, that it is unsolvable to construct this automaton and
parser. Examples are given of cases in which the problem can be solved.

227. Joliat, M. L. On the Reduced Matrix Representation of LR(k) Parser Tables. PhD
thesis, Report CSRG-28, Univ. Toronto, Ontario, Canada, Oct. 1973.
228. Král, Jaroslav and Demner, Jiří. A note on the number of states of the DeRemer’s
recognizer. Inform. Process. Lett., 2:22–23, 1973. Gives a formula for the number of states
of an SLR(1) parser for an LL(1) grammar.

229. Sekimoto, Shoji, Mukai, Kuniaki, and Sudo, Masaru. A method of minimizing LR(k)
parsers. Systems, Computers and Control, 4(5):73–80, 1973. The states of an LR(1) parser
are grouped into classes by one of several equivalence relations. The parser records only in which
class it is, not in which state. When a reduction is called for, additional computation is required
to determine which reduction. The tables for the class transitions are much smaller than those for
the state transitions.

230. Aho, A. V. and Johnson, S. C. LR parsing. ACM Comput. Surv., 6(2):99–124, 1974.
LR parsing explained in a readable fashion, by the experts. Required reading.

231. Brosgol, B. M. Deterministic Translation Grammars. PhD thesis, Report TR-74,
Harvard Univ., Cambridge, Mass., 1974. Detailed formal treatment of deterministic parsing
and translation. The basis of the parsing formalism is the “characteristic graph”, which is a nondeterministic LR(k) handle recognizer, without the connotation that it is intended to recognize
handles; its nodes are items with k look-ahead, and the transitions are labeled by tokens. The basis
of the translation formalism is the “translation grammar”, a grammar with both input and output
tokens. An analysis of the possible relationships between input and output language follows. Next
the characteristic graph is used to derive LR parsers, LL parsers (in that order!), LC parsers, and
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extended LC parsers, all with an eye to translation. Extended left-corner is similar to Demers’s
“generalized left-corner” [388]. It is shown that extended LC is a subset of LR(0), in that there is
a language which is LR(0) but not ELC(k) for any k. Practical applications of the above theory are
discussed.

232. Demers, Alan J. Skeletal LR parsing. In 15th Annual Symposium on Switching and
Automata Theory, pages 185–198. IEEE, 1974.
233. Geller, Matthew M., Graham, Susan L., and Harrison, Michael A. Production prefix
parsing. In J. Loeckx, editor, Automata, Languages and Programming, volume 14
of Lecture Notes in Computer Science, pages 232–241. Springer-Verlag, Berlin, 1974.

The items in a non-deterministic LR(0|1) automaton are simplified in that rather than A → β•γ
only β (the production prefix) is recorded. If the corresponding deterministic automaton is free of
conflicts and has no compound states (that is, each state contains only one production prefix) the
grammar is a production prefix grammar. Table size is proportional to grammar size. Production
prefix(1) is between simple precedence and SLR(1) in power.

234. Harrison, Michael A. and Havel, Ivan M. On the parsing of deterministic languages. J.
ACM, 21(4):525–548, Oct. 1974. Rigorous (and formidable) proofs that every deterministic
language has an LR(1) and a BRC(1,0) grammar.

235. Horning, J. J. LR grammars and analyzers. In F.L. Bauer and J. Eickel, editors,
Compiler Construction, an Advanced Course, volume 21 of Lecture Notes in Computer
Science, pages 85–108. Springer-Verlag, New York, 1974. These lecture notes present a
concise discussion of LR(k) grammars and LR(0), SLR(1) (more restrictive adding of reduce
entries by using FOLLOW sets), LALR(1) (using shift entries to determine state after reduce),
and LR(1) (adding look-ahead to items) constructor algorithms. Also some attention is given to
the representation of LR tables, including some compactification techniques.

236. Joliat, M. L. Practical minimisation of LR(k) parser tables. In IFIP Congress, pages
376–380, Amsterdam, 1974. North-Holland Publ. Co..
237. Pager, David. On eliminating unit productions from LR(k) parsers. In J. Loeckx, editor,
Automata, Languages and Programming, volume 14 of Lecture Notes in Computer
Science, pages 242–254. Springer-Verlag, Berlin, 1974. The unit rules (and only the unit
rules) of the grammar are collected in a directed graph, which is a set of multi-rooted trees (no
cycles allowed). For each leaf, the states of all its predecessors are contracted.

238. Purdom, Paul. The size of LALR(1) parsers. BIT, 14:326–337, 1974. Experimental size
analysis for LALR(1) parsers. Although parser size can be exponential in the grammar size, it is
found in practice to be linear in the grammar size.

239. Demers, A. J. Elimination of single productions and merging of non-terminal symbols
in LR(1) grammars. Comput. Lang., 1(2):105–119, April 1975. The unit rules are used to
define subsets of the non-terminals, the members of which can be treated as equivalent, similar to
Aho and Ullman [224]. Explicit proofs are given.

240. Hunt, III, Harry B., Szymanski, Thomas G., and Ullman, Jeffrey D. On the complexity
of LR(k) testing. Commun. ACM, 18(12):707–716, Dec. 1975. Time bounds as a function
of the grammar size are derived for testing many properties of grammars. A practical result is that
both the LL(k) and the LR(k) properties can be tested in O(nk+2 ). These and other bounds given
in the paper are upper bounds, and actual testing is often much faster.

241. Kron, Hans H., Hoffman, Hans-Jürgen, and Winkler, Gerhard. On a SLR(k)-based
parser system which accepts non-LR(k) grammars. In D. Siefkes, editor, GI-4.
Jahrestagung, volume 26 of Lecture Notes in Computer Science, pages 214–223, New
York, 1975. Springer-Verlag. For each inadequate state in an LR(0) automaton, a resolution
tree is constructed of maximum depth k. If this construction succeeds, the grammar is of type
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FSLR(k). If it fails, a parser is generated that performs breadth-first search to resolve the remaining inadequacies. Detailed algorithms are given.

242. Backhouse, R. C. An alternative approach to the improvement of LR(k) parsers. Acta
Inform., 6(3):277–296, 1976. Traditionally, the field of bottom-up parsing is described in
terms of handle-finding automata. The author describes it in terms of left-contexts, in which a
left-context is a set of stack configurations of the LR(k) parser. Other bottom-uptechniques are
explained as approximations to these sets.

243. Joliat, Marc L. A simple technique for partial elimination of unit productions from
LR(k) parsers. IEEE Trans. Comput., C-25(7):763–764, July 1976. A very simple algorithm is given that alters some of the transitions in an LR parse table to bypass unit rules.

244. LaLonde, Wilf. On directly constructing LR(k) parsers without chain reductions. In
Third ACM Symposium on Principles of Programming Languages, pages 127–133.
ACM, Jan. 1976.
245. Madsen, O. L. and Kristensen, B. B. LR-parsing of extended context-free grammars.
Acta Inform., 7(1):61–73, 1976. The right parts are allowed to contain choices {ω1 |· · · |ωn }
and repetitions {ω}∗ . In addition to the dotted items in the LR sets, there are also marked items,
which have a # rather than a •. The # means one of three things: here starts a repetition, one element
of a repetition has just been recognized or one member of a choice has just been recognized. Upon
reduction, these marked items will tell how to unstack the entire right-hand side.

246. Wharton, R. M. Resolution of ambiguity in parsing. Acta Inform., 6(4):387–395,
1976. It is proposed that ambiguity be resolved in a bottom-up parser by 1) reducing upon a
shift/reduce conflict, 2) reducing the shorter right-hand side upon a reduce/reduce conflict and 3)
reducing the textual first right-hand side upon a reduce/reduce conflict with equal lengths. In a
top-down parser, criteria similar to 2) and 3) are applied to each LL(1) conflict.

247. Benson, David B. and Jeffords, Ralph D. Parallel decomposition of LR(k) parsers
(extended abstract). In Arto Salomaa and Magnus Steinby, editors, Automata, Languages and Programming, Fourth Colloquium, volume 52 of Lecture Notes in Computer Science, pages 76–86. Springer, 1977. Summary of the second author’s thesis. It
is proposed to decompose an LR(k) grammar into 2 “quotient” grammars, with simpler nonterminals and terminals; the input tokens are mapped onto pairs of terminals of these grammars.
Two — possibly non-deterministic — LR(k) parsers are then constructed for these grammars.
These parsers are run in pseudo-parallel, one token at a time, and they coordinate after each token, during which time inadequacies of both parsers are resolved by a special function (after all,
together they are deterministic). The combined parsing tables can be smaller than the original
LR(k), but sometimes is not. Criteria are given for this plan to work.

248. Geller, M. M. and Harrison, M. A. Characteristic parsing: a framework for producing
compact deterministic parsers. J. Comput. Syst. Sci., 14(3):265–317, June 1977. Given
a deterministic LR(1) automaton, suppose we add some (arbitrary) items to some states. This
will have two effects: the discriminatory power of the automaton will weaken and its minimum
size will decrease (since now some states will coincide). For a large number of grammars there is
a characteristic item addition technique that will minimize automaton size while preserving just
enough power. This requires a heavy mathematical apparatus.

249. Geller, Matthew M. and Harrison, Michael A. On LR(k) grammars and languages.
Theoret. Comput. Sci., 4:245–276, 1977. Theoretical groundwork for the “characteristic
parsing technique” of Geller and Harrison [248].

250. LaLonde, Wilf R. Regular right part grammars and their parsers. Commun. ACM,
20(10):731–741, Oct. 1977. The notion of regular right part grammars and its advantages are
described in detail. A parser is proposed that does LR(k) parsing to find the right end of the handle
and then, using different parts of the same table, scans the stack backwards using a look-ahead (to
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the left!) of m symbols to find the left end; this is called LR(m,k). The corresponding parse table
construction algorithm is given by LaLonde [265].

251. Pager, David. A practical general method for constructing LR(k) parsers. Acta Inform.,
7(3):249–268, 1977. When during the construction of an LR(1) parser a state has to be added,
one can consider merging it with an already existing state, if no conflict can arise from this. The
problem is that it is not easy to tell whether conflicts may arise from a certain merge. To this end,
the notions weak compatibility and strong compatibility are defined. Algorithms for the efficient
construction of conflict-free small full LR(1) parse tables are given.

252. Pager, D. The lane-tracing algorithm for constructing LR(k) parsers and ways of enhancing its efficiency. Inform. Sci., 12:19–42, 1977. An item A → β•Xγ in an LR parser
(called a “configuration” here) has in general two kinds of successors: a set of “immediate successors” X → •xin and the “transition successor” A → βX•γ. An item together with a sequence of its
successive successors is called a lane. Lanes are used 1) to collect enough look-ahead context to
convert an LR(0) automaton to LALR(1); 2) to determine which LALR(1) states should be split
to resolve remaining LALR(1) conflicts. The required algorithms are of considerable complexity.

253. Pager, D. Eliminating unit productions from LR(k) parsers. Acta Inform., 9:31–59,
1977. Very detailed description of a unit rule elimination algorithm.
254. Rushby, J. M. LR(k)-Sparse Parsers and Their Optimization. PhD thesis, Department
of Computer Science, University of Newcastle upon Tyne, Newcastle upon Tyne, 1977.
255. Soisalon-Soininen, E. Elimination of single productions from LR parsers in conjunction with the use of default reductions. In Fourth ACM Symposium on Principles of
Programming Languages, pages 183–193. ACM, Jan. 1977.
256. Thimm, D. Effiziente Algorithmen zur Syntaxanalyse vor Programmiersprachen. PhD
thesis, Technische Universität Berlin, 1977, (in German).
257. Cohen, Jacques and Roth, Martin S. Analyses of deterministic parsing algorithms.
Commun. ACM, 21(6):448–458, June 1978. Gives methods to compute the average parsing
times and their standard deviations from the input grammar, for several parsers. The resulting
formulae are finite series, and are sometimes given in closed form.

258. Gillett, Will D. and Leach, Sandra. Embedding semantics in LR parser tables. Softw.
Pract. Exper., 8(6):731–753, 1978.
259. Makinouchi, Akifumi. On single production elimination in simple LR(k) environment.
J. Inform. Process., 1(2):76–80, 1978. An SLR(1) parser is extended with the possibility of
specifying grammar rules of the form ¬{Cl }A¬{Cr } → · · · , which can only be applied when the
symbol before the A cannot produce a member of {Cl } as its last token, and the token after A
is not in {Cr }. Such rules allow some convenient ambiguities to be resolved without loosing the
generative power of the system.

260. Mayer, Otto. A framework for producing deterministic canonical bottom-up parsers.
In Józef Winkowski, editor, Mathematical Foundations of Computer Science 1978,
volume 64 of Lecture Notes in Computer Science, pages 355–363. Springer, 1978. An
omniscient deterministic canonical bottom-up parser would for any LR configuration (α•ti · · ·tn )
know whether to shift, to reduce using rule r or to reject. This defines R + 2 sets, where R is the
number of rules in the grammar, but these sets are too difficult to compute. The author defines
several simpler supersets, corresponding to several deterministic canonical bottom-up parsers.

261. Thimm, Dietrich.
Kombinierte Topdown/Bottomup Syntaxanalyse von LR(k)
Grammatiken. Elektronische Rechenanlagen, 20(5):212–219, 1978, (in German). An
algorithm is given which decomposes an LR(k) grammar into an LL(k) grammar and a set of
smaller LR(k) grammars. Basically it isolated the LL(k) grammar by checking which rules are

18.1 Major Parsing Subjects

611

already LL(k), and then creates LR(k) grammars for the undefined non-terminals in the LL(k)
grammar. The advantages are smaller tables (by about a factor of 4) and earlier opportunities to
insert semantic routines.

262. Fisher, Jr, Gerald A. and Weber, Manfred. LALR(1) parsing for languages without reserved words. ACM SIGPLAN Notices, 14(11):26–30, Nov. 1979. A heuristic is given for
designing an LALR(1) programming language without reserved words. First design the LALR(1)
language with reserved words, using a non-terminal identifier for the identifiers. Now allow
identifier to also produce all reserved words and modify the grammar (or the language) until
the grammar is LALR(1) again, using feedback from an LALR(1) parser generator.

263. Heilbrunner, Stephan. On the definition of ELR(k) and ELL(k) grammars. Acta
Inform., 11:169–176, 1979. See same paper [174].
264. Koskimies, Kai and Soisalon-Soininen, Eljas. On a method for optimizing LR parsers.
Intern. J. Comput. Math., A7:287–295, 1979. Defines criteria under which Pager’s algorithm
for the elimination of unit rules [253] can be safely applied to SLR(1) parsers.

265. LaLonde, W. R. Constructing LR parsers for regular right part grammars. Acta Inform.,
11:177–193, 1979. Describes the algorithms for the regular right part parsing technique explained by LaLonde [250]. The back scan is performed using so-called read-back tables. Compression techniques for these tables are given.

266. Mayer, Otto. On deterministic canonical bottom-up parsing. Inform. Control, 43:280–
303, 1979. A general framework is presented for deterministic canonical bottom-up parsers,
from which well-known parsers arise as special cases.

267. Purdom, P. and Brown, C. A. Semantic routines and LR(k) parsers. Acta Inform.,
14(4):299–315, 1980.
268. Soisalon-Soininen, Eljas. On the space-optimizing effect of eliminating single productions from LR parsers. Acta Inform., 14:157–174, 1980. Improvement of Pager’s unit
rule elimination algorithm [253].

269. Tokuda, T. A new method for speeding up Knuth type LR(k) parsers. Trans. Inst.
Electron. & Commun. Eng. Jpn., E63(10):792, 1980. Unit reduction removal. Abstract
only.

270. Witaszek, Jacek. The LR(k) parser. In P. Dembiński, editor, Mathematical Foundations of Computer Science, volume 88 of Lecture Notes in Computer Science, pages
686–697. Springer-Verlag, New York, 1980. Three size-reducing transformations on LR(k)
tables are defined that leave the LR(k) property undisturbed. One is similar to minimizing a FS
automaton, one removes unused look-ahead and one allows delaying error detection. No full algorithms given, but see Witaszek [324].

271. Ancona, M. and Gianuzzi, V. A new method for implementing LR(k) tables. Inform.
Process. Lett., 13(4/5):171–176, 1981. For each inadequate state there is a separate automaton handling that inadequacy by doing a look-ahead of one token. If this automaton has inadequate
states the process is repeated. A tables construction algorithm is given.

272. Baker, Theodore P. Extending look-ahead for LR parsers. J. Comput. Syst. Sci.,
22(2):243–259, 1981. A FS automaton is derived from the LR automaton as follows: upon
a reduce to A the automaton moves to all states that have an incoming arc marked A. This automaton is used for analysing the look-ahead as in an LR-regular parser (Čulik, II and Cohen
[226]).

273. Burgess, Colin and James, Laurence. An indexed bibliography for LR grammars and
parsers. ACM SIGPLAN Notices, 16(8):14–26, Aug. 1981. Useful, detailed and structured
bibliography containing around 115 entries.
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274. Celentano, Augusto. An LR parsing technique for extended context-free grammars.
Comput. Lang., 6(2):95–107, 1981. The results of repetitions or selections in regular right part
grammars are popped off the parsing stack before the entire right-hand side has been recognized.
Remarkably, this can be done for any extended LR(1) grammar. Explicit algorithms are given.

275. Heilbrunner, Stephan. A parsing automata approach to LR theory. Theoret. Comput.
Sci., 15:117–157, 1981. Parsing is explained in terms of item grammars, which describe the
stack configurations of the parser. The theory is first developed for LR and then applied uniformly
to LL and LC.

276. Kemp, R. LR(0) grammars generated by LR(0) parsers. Acta Inform., 15:265–280,
1981. Theoretical analysis of the set of LR(0) grammars that produce a given LR(0) parser.
277. Kristensen, Bent Bruun and Madsen, Ole Lehrmann. Methods for computing
LALR(k) lookahead. ACM Trans. Prog. Lang. Syst., 3(1):60–82, Jan. 1981. The
LALR(k) look-ahead sets are seen as the solution to a set of equations, which are solved by
recursive traversal of the LR(0) automaton. Full algorithms plus proofs are given.

278. Kristensen, B. B. and Madsen, O. L. Diagnostics on LALR(k) conflicts based on a
method for LR(k) testing. BIT, 21(3):270–293, 1981.
279. LaLonde, Wilf R. The construction of stack-controlling LR parsers for regular right
part grammars. ACM Trans. Prog. Lang. Syst., 3(2):168–206, April 1981. Traditional LR
parsers shift each input token onto the stack; often, this shift could be replaced by a state transition,
indicating that the shift has taken place. Such a parser is called a stack-controlling LR parser, and
will do finite-state recognition without stack manipulation whenever possible. Algorithms for the
construction of stack-controlling LR parse tables are given. The paper is complicated by the fact
that the new feature is introduced not in a traditional LR parser, but in an LR parser for regular
right parts (for which see LaLonde [250]).

280. Purdom, Paul W. and Brown, Cynthia A. Parsing extended LR(k) grammars. Acta
Inform., 15:115–127, 1981. An LR state is stacked only at the beginning of a right-hand side;
all other work is done on a global state. At a reduce, the reduced non-terminal is already on the top
of the stack and needs only to be unstacked. This does not work for all extended LR(k) grammars,
but any extended LR(k) can be converted into one for which the method works.

281. Spector, David. Full LR(1) parser generation. ACM SIGPLAN Notices, 16(8):58–
66, Aug. 1981. A heuristic algorithm for enlarging an LR(0) table to full LR(1) is given and
demonstrated on two examples. With letter of correction (16(11):2, Nov 1981). See also Ancona,
Dodero and Gianuzzi [284] and Spector [323].

282. Tokuda, Takehiro. Eliminating unit reductions from LR(k) parsers using minimum
contexts. Acta Inform., 15:447–470, 1981. Very densely written analysis of algorithms for
the elimination of unit rules from a special class of LR(k) parsers.

283. Wetherell, Charles and Shannon, A. LR: Automatic parser generator and LR(1) parser.
IEEE Trans. Softw. Eng., SE-7(3):274–278, May 1981. This short paper discusses a full
LR(1) parser generator and parser, written in ANSI 66 Fortran for portability, and using an algorithm by Pager [251].

284. Ancona, M., Dodero, G., and Gianuzzi, V. Building collections of LR(k) items with
partial expansion of lookahead strings. ACM SIGPLAN Notices, 17(5):24–28, May
1982. Old version of [341].
285. Burgess, Colin and James, Laurence. A revised index bibliography for LR grammars
and parsers. ACM SIGPLAN Notices, 17(12):18–26, Dec. 1982. A revision of Burgess
and James [273], extending the number of entries to about 160.
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286. DeRemer, Frank L. and Pennello, Thomas J. Efficient computation of LALR(1) lookahead sets. ACM Trans. Prog. Lang. Syst., 4(4):615–649, Oct. 1982. Rather than starting
from an LR(1) automaton and collapsing it to obtain an LALR(1) automaton, the authors start
from an LR(0) automaton and compute the LALR(1) look-aheads from there, taking into account
that look-aheads are meaningful for reduce items only. For each reduce item A → α• we search
back in the LR(0) automaton to find all places P where it could originate from, for each of these
places we find the places Q that can be reached by a shift over A from P, and from each of these
places we look forward in the LR(0) automaton to determine what the next token in the input
could be. The set of all these tokens is the LALR(1) look-ahead set of the original reduce item.
The process is complicated by the presence of ε-productions.
The computation is performed by four linear sweeps over the LR(0) automaton, set up so that they
can be implemented by transitive closure algorithms based on strongly connected components,
which are very efficient.
Care must be taken to perform the above computations in the right order; otherwise look-ahead
sets may be combined too early resulting in “Not Quite LALR(1)”, NQLALR(1), which is shown
to be inadequate.
The debugging of non-LALR(1) grammars is also treated.

287. Park, J. C. H. A new LALR formalism. ACM SIGPLAN Notices, 17(7):47–61, July
1982. Simplified operators corresponding to Predict and Accept are defined precisely and applied
to LR and LALR parser generation. Difficult to read.

288. Schmitz, L. Theorie Kettenfreier LR-Zerteiler / Theory of Chainfree LR Parsers. PhD
thesis, Fachbereich Informatik, Hochschule der Bundeswehr, Munich, 1982, (in German).
289. Soisalon-Soininen, Eljas. Inessential error entries and their use in LR parser
optimization. ACM Trans. Prog. Lang. Syst., 4(2):179–195, April 1982. More sophisticated and general algorithms are given for the techniques described by Aho and Ullman [219].

290. Tarhio, Jorma. LR parsing of some ambiguous grammars. Inform. Process. Lett.,
14(3):101–103, 1982. The reduction items in all inadequate states are collected. The rules in
them are extended at the end with “synchronization symbols”, to make the shift/reduce and reduce/reduce conflicts go away. These synchronization symbols are context-dependent; for example each identifier could be followed by a token indicating its type. The synchronization symbols
are inserted in the input stream by the lexical analyser while parsing.

291. Terry, D. S. Ambiguity and LR Parsing. PhD thesis, University of Washington, 1978,
1982.
292. Inoue, Kenzo and Fujiwara, Fukumi. On LLC(k) parsing method of LR(k) grammars.
J. Inform. Process., 6(4):206–217, 1983. Assume an LR(k) grammar. Start parsing using the
(full) LL(k) method, until an LL(k) conflict is encountered, say on non-terminal A. A is then parsed
with the LR(k) method, using the proper predicted look-ahead set. If during the LR (sub)parsing
the number of items narrows down to one, an LL(k) (sub-sub)parsing is started; etc. Full algorithms for all tables are given. LLC means “Least Left Corner”.

293. Joshy, C. J. An SLR(1) parser generator. Master’s thesis, Dept. of computer science
and automation, IIS, 1983.
294. Sippu, S., Soisalon-Soininen, E., and Ukkonen, E. On the complexity of LR(k) testing.
J. ACM, 30:259–270, 1983.
295. Tokuda, Takehiro. A fixed-length approach to the design and construction of bypassed
LR(k) parsers. J. Inform. Process., 6(1):23–30, 1983. The idea of removing unit reductions
is extended to removing all reductions that do not involve semantic actions; this leads to bypassed
LR(k) parsers. Full algorithms are given. Some of the literature on removing unit rules is analysed
critically.
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296. Bermudez, M. E. Regular Look-ahead and Look-back for LR Parsers. PhD thesis,
University of Calif., Santa Cruz, Calif., 1984.
297. Chapman, N. P. LALR(1,1) parser generation for regular right part grammars. Acta
Inform., 21:29–45, 1984. Efficient construction algorithm for LALR(1,1) parse tables, which
find the right end of the handle by traditional LALR(1) parsing and then scan the stack backwards
using a look-ahead of 1 symbol to find the left end.

298. Groening, Klaus. Combined actions to reduce LR parser tables. ACM SIGPLAN
Notices, 19(3):42–45, March 1984.
299. Schmitz, Lothar. On the correct elimination of chain productions from LR parsers.
Intern. J. Comput. Math., 15(2):99–116, 1984. Rigorous proofs of some claims about unitfree LR(k) parsers.

300. Heilbrunner, S. Truly prefix-correct chain-free LR(1) parsers. Acta Inform.,
22(5):499–536, 1985. A unit-free LR(1) parser generator algorithm, rigorously proven correct.

301. Park, Joseph C. H., Choe, K.-M., and Chang, C.-H. A new analysis of LALR
formalisms. ACM Trans. Prog. Lang. Syst., 7(1):159–175, Jan. 1985. The recursive closure operator CLOSURE of Kristensen and Madsen [277] is abstracted to an iterative δ-operator
such that CLOSURE ≡ δ∗ . This operator allows the formal derivation of four algorithms for the
construction of LALR look-ahead sets, including an improved version of the relations algorithm
of DeRemer and Pennello [286]. See Park and Choe [314] for an update.

302. Ukkonen, Esko. Upper bounds on the size of LR(k) parsers. Inform. Process. Lett.,
20(2):99–105, Feb. 1985. Upper bounds for the number of states of an LR(k) parser are given
for several types of grammars.

303. Youqi, Chen. Generalized context-free grammars and their parsers. Chinese J.
Comput., 8(1):19–28, 1985, (in Chinese). Regular right part (= generalized) CF grammars
are explained, and an LR(k) parser for them is designed. Techniques by Madsen & Kristensen,
LaLonde, and Celentano are compared.

304. Al-Hussaini, A. M. M. and Stone, R. G. Yet another storage technique for LR parsing
tables. Softw. Pract. Exper., 16(4):389–401, 1986. Excellent introduction to LR table
compression in general. The submatrix technique introduced in this paper partitions the rows
into a number of submatrices, the rows of each of which are similar enough to allow drastic
compressing. The access cost is O(1). A heuristic partitioning algorithm is given.

305. Ives, Fred. Unifying view of recent LALR(1) lookahead set algorithms. ACM SIGPLAN Notices, 21(7):131–135, July 1986. A common formalism is given in which the
LALR(1) look-ahead set construction algorithms of DeRemer and Pennello [286], Park, Choe and
Chang [301] and the author can be expressed. See also Park and Choe [314].

306. Machanick, Philip. Are LR parsers too powerful?. ACM SIGPLAN Notices, 21(6):35–
40, June 1986.
307. Nakata, Ikuo and Sassa, Masataka. Generation of efficient LALR parsers for regular
right part grammars. Acta Inform., 23:149–162, 1986. The stack of an LALR(1) parser is
augmented with a set of special markers that indicate the start of a right-hand side; adding such
a marker during the shift is called a stack shift. Consequently there can now be a shift/stack-shift
conflict, abbreviated to stacking conflict. The stack-shift is given preference and any superfluous
markers are eliminated during the reduction. Full algorithms are given.

308. Nozohoor-Farshi, R. LRRL(k) Grammars: a Left-to-right Parsing Technique with Reduced Lookaheads. PhD thesis, Univ. of Alberta, Alberta, 1986.
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309. Pennello, Thomas J. Very fast LR parsing. ACM SIGPLAN Notices, 21(7):145–151,
July 1986. The tables and driver of a traditional LALR(1) parser are replaced by assembler code
performing linear search for small fan-out, binary search for medium and a computed jump for
large fan-out. This modification gained a factor of 6 in speed at the expense of a factor 2 in size.

310. Sager, Thomas J. A short proof of a conjecture by DeRemer and Pennello. ACM Trans.
Prog. Lang. Syst., 8(2):264–271, 1986. Proves that when the LR(0) automaton of a grammar
G has a certain circularity then G has no deterministic LR(k) automaton for any k. The proof is
neither short nor simple.

311. Chapman, Nigel P. LR Parsing: Theory and Practice. Cambridge University Press,
New York, NY, 1987. Detailed treatment of the title subject. Highly recommended for anybody
who wants to acquire in-depth knowledge about LR parsing. Good on size of parse tables and
attribute grammars.

312. Horspool, R. Nigel and Cormack, Gordon V. Hashing as a compaction technique for
LR parser tables. Softw. Pract. Exper., 17(6):413–416, 1987.
313. Ives, Fred. Response to remarks on recent algorithms for LALR lookahead sets. ACM
SIGPLAN Notices, 22(8):99–104, Aug. 1987. Remarks by Park and Choe [314] are refuted
and a new algorithm is presented that is significantly better than that of Park, Choe and Chang
[301] and that previously presented by Ives [305].

314. Park, Joseph C. H. and Choe, Kwang-Moo. Remarks on recent algorithms for LALR
lookahead sets. ACM SIGPLAN Notices, 22(4):30–32, April 1987. Careful analysis of
the differences between the algorithms of Park, Choe and Chang [301] and Ives [305]. See also
Ives [313].

315. Sassa, Masataka and Nakata, Ikuo. A simple realization of LR-parsers for regular right
part grammars. Inform. Process. Lett., 24(2):113–120, Jan. 1987. For each item in each
state on the parse stack of an LR parser, a counter is kept indicating how many preceding symbols
on the stack are covered by the recognized part in the item. Upon reduction, the counter of the
reducing item tells us how many symbols to unstack. The manipulation rules for the counters are
simple. The counters are stored in short arrays, one array for each state on the stack.

316. Sassa, M., Ishizuka, H., and Nakata, I. ECLR-attributed grammars: a practical class of
LR-attributed grammars. Inform. Process. Lett., 24:31–41, 1987.
317. Seité, B. A Yacc extension for LRR grammar parsing. Theoret. Comput. Sci., 52:91–
143, 1987. Starting from a carefully worked out LR(0) parser in innovative terminology, the
author designs a practical method to combine LR-regular with upgrading the LR(0) automaton,
and incorporates the result in yacc. Extensive descriptions.

318. Bermudez, Manuel E. and Schimpf, Karl M. On the (non-)relationship between
SLR(1) and NQLALR(1) grammars. ACM Trans. Prog. Lang. Syst., 10(2):338–342,
April 1988. Shows a grammar that is SLR(1) but not NQLALR(1).
319. Bermudez, Manuel E. and Schimpf, Karl M. A general model for fixed look-ahead
LR parsers. Intern. J. Comput. Math., 24(3+4):237–271, 1988. Extends the DeRemer and
Pennello [286] algorithm to LALR(k), NQLALR(k) and SLR(k). Also defines NQSLR(k), NotQuite SLR, in which a too simple definition of FOLLOWk is used. The difference only shows
up for k ≥ 2, and is similar to the difference in look-ahead between full-LL(k) and strong-LL(k).
Suppose for k = 2 we have the grammar S-->ApBq, S-->Br, A-->a, B-->ε, and we compute
FOLLOW2 (A). Then the NQSLR algorithm computes it as FIRST1 (B) plus FOLLOW1 (B) if B
produces ε. Since FOLLOW1 (B)={q,r}, this yields the set {pq,pr}; but the sequence pr cannot
occur in any input. The authors give an example where such an unjustified look-ahead prevents
parser construction.
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320. Kruseman Aretz, F. E. J. On a recursive ascent parser. Inform. Process. Lett.,
29(4):201–206, Nov. 1988. Each state in an LR automaton is implemented as a subroutine. A
shift calls that subroutine. A reduce to X is effected as follows. X and its length n are stored in
global variables; all subroutines are rigged to decrement n and return as long as n > 0, and to call
the proper GOTO state of X when n hits 0. This avoids the explicit stack manipulation of Roberts
[321].

321. Roberts, George H. Recursive ascent: An LR analog to recursive descent. ACM SIGPLAN Notices, 23(8):23–29, Aug. 1988. Each LR state is represented by a subroutine. The
shift is implemented as a subroutine call; the reduction is followed by a subroutine return possibly
preceded by a return stack adjustment. The latter prevents the generation of genuine subroutines
since it requires explicit return stack manipulation. A small and more or less readable LR(0) parser
is shown, in which conflicts are resolved by means of the order in which certain tests are done,
like in a recursive descent parser.

322. Soisalon-Soininen, Eljas and Tarhio, Jorma. Looping LR parsers. Inform. Process.
Lett., 26(5):251–253, Jan. 1988. For some (non-LR) grammars it is true that there are ways
to resolve the conflicts in an LR parser for them that will make the parser loop on some inputs
(executing an endless sequence of reduces). A test is given to detect such grammars.

323. Spector, David. Efficient full LR(1) parser generation. ACM SIGPLAN Notices,
23(12):143–150, Dec. 1988. A relatively simple method is given for extending an LR(0)
table to full LR(1). The method isolates the inadequate states, constructs the full look-ahead sets
for them and then splits them (and possible predecessor states). The algorithm is described informally.

324. Witaszek, Jacek. A practical method for finding the optimum postponement transformation for LR(k) parsers. Inform. Process. Lett., 27(2):63–67, Feb. 1988. By allowing
the LR(k) automaton to postpone error checking, the size of the automaton can be reduced dramatically. Finding the optimum postponement transformation is, however, a large combinatorial
problem. A good heuristic algorithm for finding a (sub)optimal transformation is given.

325. Bermudez, Manuel E. and Logothetis, George. Simple computation of LALR(1) lookahead sets. Inform. Process. Lett., 31(5):233–238, 1989. The original LALR(1) grammar
is replaced by a not much bigger grammar that has been made to incorporate the necessary state
splitting through a simple transformation. The SLR(1) automaton of this grammar is the LALR(1)
automaton of the original grammar.

326. Horspool, R. Nigel. ILALR: An incremental generator of LALR(1) parsers. In
D. Hammer, editor, Compiler Compilers and High-Speed Compilation, volume 371
of Lecture Notes in Computer Science, pages 128–136. Springer-Verlag, Berlin, 1989.
Grammar rules are checked as they are typed in. To this end, LALR(1) parse tables are kept and
continually updated. When the user interactively adds a new rule, the sets FIRST and NULLABLE
are recomputed and algorithms are given to distribute the consequences of possible changes over
the LR(0) and look-ahead sets. Some serious problems are reported and practical solutions are
given.

327. Kanze, James. Handling ambiguous tokens in LR parsers. ACM SIGPLAN Notices,
24(6):49–54, June 1989. It may not always be possible to infer from the appearance of an
input symbol the terminal symbol it corresponds to in the parser. In that case a default assumption
can be made and the error recovery mechanism of the parser can be rigged to try alternatives. A
disadvantage is that an LALR parser may already have made reductions (or a strong-LL parser
may have made ε-moves) that have ruined the context. An implementation in UNIX’s yacc is
given.

328. Kerr, James Bruce. On LR Parsing of Languages with Dynamic Operators. PhD thesis,
UC Santa Cruz, Santa Cruz, 1989. See [355].
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329. Akker, R. op den. On LC(0) grammars and languages. Theoret. Comput. Sci., 66:65–
85, 1989. Since there are two slightly different kinds of LR(k), one according to Geller &
Harrison, and one according to Aho & Ullman, and LC(k) can be derived from LR(k) according to
Soisalon-Soininen & Ukkonen, there are two slightly different kinds of LR(k). Formal properties
of these are examined.

330. Pezaris, Stylianos D. Shift-reduce conflicts in LR parsers. ACM SIGPLAN Notices,
24(11):94–95, Nov. 1989. It is shown that if an LR(1) parser either has no shift/reduce conflicts
or has shift/reduce conflicts that have been decided to be solved by shifting, the same parsing
behavior can be obtained from the corresponding LR(0) parser (which will have no reduce/reduce
conflicts) in which all shift/reduce conflicts are resolved in favor of the shift. With this resolution
principle, for example the programming language C can be parsed with an LR(0) parser.

331. Roberts, George H. Another note on recursive ascent. Inform. Process. Lett.,
32(5):263–266, 1989. The fast parsing methods of Pennello [309], Kruseman Aretz [320] and
Roberts [321] are compared. A special-purpose optimizing compiler can select the appropriate
technique for each state.

332. Bermudez, Manuel E. and Schimpf, Karl M. Practical arbitrary lookahead LR parsing.
J. Comput. Syst. Sci., 41(2):230–250, Oct. 1990. Refines the extended-LR parser of Baker
[272] by constructing a FS automaton for each conflict state q as follows. Starting from q and
looking backwards in the LR(0) automaton, all top-of-stack segments of length m are constructed
that have q on the top. These segments define a regular language R which is a superset of the
possible continuations of the input (which are determined by the entire stack). Also each decision
made by the LR(0) automaton to resolve the conflict in q defines a regular language, each a subset
of R. If these languages are disjunct, we can decide which decision to take by scanning ahead.
Scanning ahead is done using an automaton derived from q and the LR(0) automaton. Grammars
for which parsers can be constructed by this technique are called LAR(m). The technique can
handle some non-LR(k) grammars.

333. Heering, J., Klint, P., and Rekers, J. Incremental generation of parsers. IEEE Trans.
Softw. Eng., 16(12):1344–1351, 1990. In a very unconventional approach to parser generation, the initial information for an LR(0) parser consists of the grammar only. As parsing progresses, more and more entries of the LR(0) table (actually a graph) become required and are
constructed on the fly. LR(0) inadequacies are resolved using GLR parsing. All this greatly facilitates handling (dynamic) changes to the grammar.

334. Horspool, R. N. Incremental generation of LR parsers. Comput. Lang., 15(4):205–
233, 1990. The principles and usefulness of incremental parser generation are argued. The LR
parse table construction process is started with initial items S S → •#N N#N for each non-terminal
N in the grammar, where the #N s are N-specific delimiters. The result is a parse table in which any
non-terminal can be the start symbol. When N is modified, the item SS → •#N N#N is followed
throughout the parser, updates are made, and the table is cleaned of unreachable items. Deletion
is handled similarly. The algorithms are outlined.
A proof is given that modifying a single rule in a grammar of n rules can cause O(2n ) items to
be modified, so the process is fundamentally exponential. In practice, it turns out that incremental
recomputing is in the order of 10 times cheaper than complete recomputing.

335. Horspool, R. Nigel and Whitney, Michael. Even faster LR parsing. Softw. Pract.
Exper., 20(6):515–535, June 1990. Generates directly executable code. Starts from naive
code and then applies a series of optimizations: 1. Push non-terminals only; this causes some
trouble in deciding what to pop upon and reduce and it may even introduce a pop-count conflict.
2. Combine the reduce and the subsequent goto into one optimized piece of code. 3. Turn right
recursion into left recursion to avoid stacking and generate code to undo the damage. 4. Eliminate
unit rules.

336. Larchevêque, J. M. Using an LALR compiler compiler to generate incremental
parsers. In D. Hammer, editor, Compiler Compilers, 3rd International Workshop CC
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’90, volume 477 of Lecture Notes in Computer Science, pages 147–164. SpringerVerlag, Oct. 1990. Describes an algorithm grafted on an LALR parser for creating a parse

tree for xy0 z when given a parse tree for xyz, with minimal node reconstruction. It is based on having back pointers and LR states in each node that allow the (partial) reconstruction of the parse
stack at the moment that node was constructed. Narrative explanation of the algorithms.

337. McKenzie, B. J. LR parsing of CFGs with restrictions. Softw. Pract. Exper., 20(8):823–
832, Aug. 1990. It is often useful to specify semantic restrictions at certain points in the righthand sides of grammar rules; these restrictions can serve to check the semantic correctness of
the input and/or to disambiguate the grammar. Conceptually these restrictions are associated with
marker non-terminals, which produce ε and upon reduction test the restriction. This causes lots
of conflicts in the LR parser; rather than have the LR parser generator solve them in the usual
fashion, they are solved at parse time by calling the restriction-testing routines. If no test routine
succeeds, there is an error in the input; if one succeeds, the parser knows what to do; and if more
than one succeeds, there is a grammar error, which can be dealt with by having a default (use the
textually first restriction, for example), or by giving an error message. Many examples, no explicit
code. It would seem the system can also be used to implement dynamic conflict resolvers.

338. Pfahler, Peter. Optimizing directly executable LR parsers. In D. Hammer, editor,
Compiler Compilers, 3rd International Workshop CC ’90, volume 477 of Lecture Notes
in Computer Science, pages 179–192. Springer-Verlag, Oct. 1990. This paper implements
three optimizations (chain rule elimination, reverse goto, and minimized stack access) to the generated executable code described by Pennello [309] and Horspool [335]. This results in a speedup
factor of between 3 and 6 compared to the unoptimized code.

339. Roberts, George H. From recursive ascent to recursive descent: via compiler
optimizations. ACM SIGPLAN Notices, 25(4):83–89, April 1990. Shows a number of
code transformations that will turn an LR(1) recursive ascent parser (see Roberts [321, 331]) for
an LL(1) grammar into a recursive descent parser.

340. Snelting, Gregor. How to build LR parsers which accept incomplete input. ACM
SIGPLAN Notices, 25(4):51–58, April 1990. When an LR parser finds a premature end-offile, the incomplete parse tree is completed using some heuristics on the top state of the stack. The
heuristics mainly favor reduction over shift and their application is repeated until the parse tree is
complete or further completion would involve too much guessing. The technique is explained in
the setting of a language-based editor.

341. Ancona, M., Dodero, G., Gianuzzi, V., and Morgavi, M. Efficient construction of LR(k)
states and tables. ACM Trans. Prog. Lang. Syst., 13(1):150–178, Jan. 1991. During
parse table generation the look-aheads of the items are kept in unexpanded form, containing nonterminals if necessary; no FIRST sets are computed. When an inadequacy is found, the lookaheads are expanded into terminals just as much as needed. This results in much smaller tables
for k > 1. Effects on error detection and experimental results are discussed.

342. Bermudez, Manuel E. A unifying model for lookahead LR parsing. Comput. Lang.,
16(2):167–178, 1991. Combines the LAR technique of Bermudez [332]) with the efficient
LALR(1) look-ahead computation of DeRemer and Pennello [286]. The resulting parser can be
parameterized with three values: M, the maximum simulated stack size of the LAR machine; C,
a Boolean telling whether LR(0) left context should be considered (for LALR) or ignored (for
SLR); and L, the maximum look-ahead length. Both M and L can be set to ∞. The system, called
LAR(M,C,L), encompasses SLR, LALR, NQSLR, NQLALR, LAR, and an infinity of nameless
in-between parsers.

343. Charles, Phillippe. A Practical Method for Constructing Efficient LALR(k) Parsers
with Automatic Error Recovery. PhD thesis, NYU, Feb. 1991. Addresses various issues in
LALR parsing: 1. Gives an in-depth overview of LALR parsing algorithms. 2. Modifies DeRemer
and Pennello’s algorithm [286] to adapt the length of the lookaheads to the needs of the states. 3.
Gives an improved version of Burke and Fisher’ automatic LR error recovery mechanism [998],
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for which see [1010]. 4. Existing table compression methods are tuned to LALR tables. Explicit
algorithms are given.

344. Lee, Myung-Joon and Choe, Kwang-Moo. SLR(k) covering for LR(k) grammars.
Inform. Process. Lett., 37(6):337–347, 1991.
345. Lee, Myung-Joon and Choe, Kwang-Moo. Corrigenda: SLR(k) covering for LR(k)
grammars. Inform. Process. Lett., 38(5):281, 1991.
346. Ancona, Massimo, Fassino, Claudia, and Gianuzzi, Vittoria. Optimization of LR(k)
“reduced parsers”. Inform. Process. Lett., 41(1):13–20, 1992.
347. Fortes Gálvez, José. Generating LR(1) parsers of small size. In U. Kastens
and P. Pfahler, editors, Compiler Construction, 4th International Conference, CC’92,
volume 641 of Lecture Notes in Computer Science, pages 16–29. Springer-Verlag, Oct.
1992. Actually, reverse LR(1) parsers are constructed, as follows. The stack is the same as for
the normal LR(1) parser, except that no states are recorded, so the stack consists of non-terminals
and terminals only. When faced with the problem of whether to shift or to reduce, the stack is
analysed from the top downward, rather than from the bottom upward. Since the top region of the
stack contains more immediately relevant information than the bottom region, the above analysis
will usually come up with an answer pretty quickly.
The analysis can be done using an FSA, starting with the look-ahead token. An algorithm to construct this FSA is described informally, and a proof is given that it has the full LR(1) parsing
power. The resulting automaton is about 1/3 the size of the yacc automaton, so it is even smaller
than the LALR(1) automaton.

348. Harford, A. Gayler, Heuring, Vincent P., and Main, Michael G. A new parsing method
for non-LR(1) grammars. Softw. Pract. Exper., 22(5):419–437, May 1992.
349. Hesselink, W. H. LR parsing derived. Sci. Comput. Progr., 19:171–196, 1992.
350. Horspool, R. Nigel. Recursive ascent-descent parsing. Comput. Lang., 18(1):1–15,
1992. The technique of Demers [388], which was based on recognizing the extended left corner
by SLR(1) parsing, to LALR(1) and LR(1), and a translation is given which allows semantics
actions to be inserted as in an LL(1) parser.

351. Merlo, Paola G. An LR category-neutral parser with left corner prediction. In Annual
Meeting of the Association for Computational Linguistics, pages 288–290, 1992.
352. Park, Woo-Jun, Lee, Myung-Joon, and Choe, Kwang-Moo. On the reduction of LR(k)
parsers. Inform. Process. Lett., 47(5):245–251, 1993. Gives a (recursive) test to decide if
two LR(1) states can be merged without causing conflicts. Applying permitted mergers in different
orders gives different sizes of the reduced LR(1) table. A good heuristic is given.

353. Parr, Terence John. Obtaining Practical Variants of LL(k) and LR(k) for k ≥ 1 by
splitting the atomic k-tuple. PhD thesis, Purdue University, West Lafayette, Indiana,
1993.
354. Pijls, Wim. Unifying LL and LR parsing. Technical Report EUR-CS-93-01, Erasmus
University, Rotterdam, Nov. 1993. “Dummy non-terminals” are non-terminals that produce ε
only and that occur only at the beginnings of right-hand sides, possibly among other dummy nonterminals, before any terminals or non-dummy non-terminals. Non-terminals that have alternatives
that start with dummy non-terminals are called “dummy-generating non-terminals”. In Z → X#;
X → Px|Py; P → ε, the non-terminal P is a dummy non-terminal and X is a dummy-generating
non-terminal. The point is that dummy non-terminals allow a grammar to have alternatives of the
same non-terminal that start alike and still be LL(1), as the above grammar shows.
The author proves that the following three statements are equivalent.
1. Grammar G is LL(1) and has no dummy non-terminals.
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2. Grammar G is LALR(1) and every state in the LALR(1) automaton has exactly one kernel
item.
3. Grammar G is LR(1) and every state in the LR(1) automaton has exactly one kernel item.

355. Post, Kjell, Van Gelder, Allen, and Kerr, James. Deterministic parsing of languages
with dynamic operators. In Logic Programming: International Symposium ILPS93,
pages 456–472. MIT Press, 1993. Assume an input language which contains zeroadic,
monadic and dyadic operators, which can also be used as operands (denoting functions), plus
declarations that define new operators and set precedence and associativity of old and new operators. So +/3 can be an expression, in which / is a dyadic operator between a function of two
numeric arguments and a number.
In “deferred decision LR parsing” shift/reduce conflicts on dynamic operators are not reported but
rather just registered in the LR parsing table, as a resolve(shift N, reduce R) entry
during parser generation. During parsing, a resolve action is executed when met, and the conflict is resolved dynamically by looking at the stack and the look-ahead token and the precedences,
adities and fixities (prefix, infix, postfix, or none) of the operators involved.
To help answer questions about exactly what is parsed, the authors give an algorithm to construct
a traditional CF grammar with the same parsing behavior as a given grammar with dynamic operators and their definitions. Examples from Prolog and ML are given.

356. Shin, Heung-Chul and Choe, Kwang-Moo. An improved LALR(k) parser generation
for regular right part grammars. Inform. Process. Lett., 47(3):123–129, 1993. Improves
the algorithm of Nakata and Sassa [307] by restricting the algorithm to kernel items only.

357. Fortes Gálvez, José. A note on a proposed LALR parser for extended context-free
grammars. Inform. Process. Lett., 50(6):303–305, June 1994. Shows that the algorithm of
Shin and Choe [356] is incorrect by giving a counterexample.

358. Jung, Min-Soo, Choe, Kwang-Moo, and Han, Taisook. An efficient computation of
right context for LR-based error repair. Inform. Process. Lett., 49(2):63–71, 1994. The
set of right contexts predicted (= continuations allowed) by a given left context (= stack configuration) can be computed easily in an LR parser by using the lookback operation (DeRemer and
Pennello [286]) on the automaton. Since the right contexts share many common prefixes, they
can easily be arranged in a tree. However, they also share many common suffixes, so that the tree
contains many identical subtrees, each of which is computed separately.
The paper proposes 5 heuristics to identify common suffixes during the computation of the right
contexts. Since the right contexts represent predictions, it is not surprising that these heuristics are
related to making a grammar LL: single kernel item states, direct left recursion and left factoring are recognized and treated specially. The two other heuristics are concerned with identifying
chains of left-corner relations. Application to 4 real-world grammars shows that for 99% of the
states these heuristics lead to optimizations.

359. Lee, Myung-Joon and Choe, Kwang-Moo. Boundedly LR(k)-conflictable grammars.
Acta Inform., 31:261–283, 1994.
360. Fortes Gálvez, José. A practical small LR parser with action decision through minimal stack suffix scanning. In Developments in Language Theory II, pages 460–465,
Singapore, 1995. World Scientific. Theory of and explicit algorithms for DR parsing.
361. Seyfarth, Benjamin R. and Bermudez, Manuel E. Suffix languages in LR parsing.
Intern. J. Comput. Math., A-55(3-4):135–154, 1995. An in-depth analysis of the set of
strings that can follow a state in a non-deterministic LR(0) automation (= an item in the deterministic one) is given and used to derive all known LR parsing algorithms. Based on first author’s
thesis.

362. Nederhof, Mark-Jan and Sarbo, Janos J. Increasing the applicability of LR parsing.
In Harry Bunt and Masaru Tomita, editors, Recent Advances in Parsing Technology,
pages 35–58. Kluwer Academic Publishers, Dordrecht, 1996. ε-reductions are incorpo-

18.1 Major Parsing Subjects

621

rated in the LR items, resulting in ε-LR parsing. Now the stack contains only non-terminals that
correspond to non-empty segments of the input; it may be necessary to examine the stack to find
out exactly which reduction to do. ε-LR parsing has two advantages: more grammars are ε-LR
than LR; and non-deterministic ε-LR tables will never make the original Tomita algorithm [571]
loop, thus providing an alternative way to do GLR parsing on arbitrary CF grammars, in addition
to Nozohoor-Farshi’s method [581].

363. Colby, John E. and Bermudez, Manuel E. Lookahead LR parsing with regular right
part grammars. Intern. J. Comput. Math., 64(1-2):1–16, 1997. The movements of the
dot in the right-hand side of a traditional CF rule can be viewed as transitions in a very simple,
linear FS automaton. Similar, but more complicated automata are defined by the right-hand sides
of rules in regular right part grammars; each state in such an automaton is a “regular right part
item”. Bermudez’s theory of LAR(M,C,L) parsers [342] is then applied to these automata. Handle
length is determined by a generalized form of counting as described by Satta and Nakata [315].

364. Lee, Gyung-Ok and Kim, Do-Hyung. Characterization of extended LR(k) grammars.
Inform. Process. Lett., 64(2):75–82, Oct. 1997.
365. Melichar, B. and Šaloun, P. New approaches to sequential strong LR(1) parsing: Extended abstract. In Workshop 97, pages 1–2, Prague, 1997. Czech Technical University.
366. Shiina, H. and Masuyama, S. Proposal of the unrestricted LR(k) grammar and its
parser. Mathematica Japonica, 46(1):129–142, 1997.
367. Fortes Gálvez, José. A Discriminating-Reverse Approach To LR(k) Parsing. PhD thesis, Univesité de Nice-Sophia Antipolis, Nice, France, 1998. Existing parsing techniques
are explained and evaluated for convenience and memory use. Several available implementations
are also discussed. The convenience of full LR(1), LR(2), etc. parsing with minimal memory use
is obtained with DR parsing. The DR(0) and DR(1) versions are discussed in detail, and measurements are provided; theory of DR(k) is given. Algorithms for ambiguous grammars are also
presented.

368. Bertsch, Eberhard and Nederhof, Mark-Jan. Regular closure of deterministic
languages. SIAM J. Computing, 29(1):81–102, 1999. A meta-deterministic language is
a language expressed by a regular expression the elements of which are LR(0) languages. Every LR(k) language is meta-deterministic, i.e., can be formed as a regular sequence of LR(0)
languages. Using a refined form of the technique of Bertsch [653], in which the above regular expression plays the role of the root set grammar, the authors show that meta-deterministic languages
can be recognized and parsed in linear time. Many proofs, much theory.

369. Fuketa, M., Morita, K., Lee, S., and Aoe, J.-I. Efficient controlling of parsing-stack
operation for LR parsers. Inform. Sci., 118(1-4):145–158, 1999. The automata in the
stack-controlling LR parser of LaLonde [279] are extended to include reduce-after-reduce and
unit reductions. Full algorithms given. Speed-ups of between 50 and 70 % are reported.

370. Lee, Gyung-Ok and Choe, Kwang-Moo. An LR parser with pre-determined reduction
goals. Inform. Process. Lett., 72(5-6):189–196, 1999. In this somewhat cryptic paper, a FS
automaton for stack configurations in an LR parser is constructed (the d relation in the paper). By
following this automaton backwards, states are identified that are certain to lead to a reduction to
a given non-terminal. This information is then used to predict continuations in error recovery, etc.

371. Pepper, Peter. LR Parsing = Grammar Transformation + LL Parsing. Technical Report
99-5, TU Berlin, Berlin, April 1999. An LR(k) grammar is converted into an LL(k) grammar as follows: 1. Each rule is marked “invisibly” with its rule number, which is dragged along
in all transformations. 2. Uses a left-recursion removal technique that avoids producing ε-rules
by including the right context of all applications of left-recursive non-terminals. 3. The grammar
is converted to 2-form (called 1NF-form). 4. The grammar is brought in a form in which each
production start with either a terminal or a rule number (called 2NF-form). 5. The grammar is
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left-factored in such a way that the above properties stay intact (3NF-form); this is problematic
but several techniques are given. 6. The 3NF grammar is LL(k) if and only if the original grammar
was LR(k). The proof of this theorem takes 5 pages. The algorithm does not terminate for some
LR grammars for languages for which there is no LL grammar.
The relationship to traditional LR parsing using dotted items is investigated. The method is
stronger than LALR and more efficient than LR, with tables 3-5 times smaller. An implementation
in a functional language is provided. The design is exceptionally well explained and motivated.

372. Leung, Hing and Wotschke, Detlef. On the size of parsers and LR(k)-grammars.
Theoret. Comput. Sci., 242(1-2):59–69, 2000. Defines a family of (finite!) languages Ln
such that any LR parser for them must have exponential size in n. See also Bertsch and Nederhof
[204].

373. Morimoto, Shin-Ichi and Sassa, Masataka. Yet another generation of LALR parsers for
regular right part grammars. Acta Inform., 37(9):671–697, 2000. To allow determining
the extent of the handle of a reduce, markers are pushed on the stack whenever a production
could start. For most LALR(1) grammars these allow unique identification of the handle segment
at reduce time. For other LALR(1) grammars counters are included in the stack. Complicated
theory, but extensive examples given.

374. Pijls, Wim. LR and LL parsing: Some new points of view. ACM SIGCSE Bulletin,
32(4):24–27, 2000.
375. Farré, Jacques and Fortes Gálvez, José. A bounded graph-connect construction for LRregular parsers. In Compiler Construction: 10th International Conference, CC 2001,
volume 2027 of Lecture Notes in Computer Science, pages 244–258. Springer-Verlag,
2001. Detailed description of the constructing of a practical LR-regular parser, consisting of both
algorithms and heuristic rules for the development of the look-ahead automata. As an example,
such a parser is constructed for a difficult subset of HTML.

376. Kannapinn, Sönke. Eine Rekonstruktion der LR-Theorie zur Elimination von Redundanzen mit Anwendung auf den Bau von ELR-Parsern. PhD thesis, Technische Universität Berlin, Berlin, July 2001, (in German). The thesis consists of two fairly disjunct parts;
the first part (100 pages) concerns redundancy in LR parsers, the second (60 pages) designs an LR
parser for EBNF, after finding errors in existing publications.
The states in an LR parser hold a lot of redundancy: for example, the top state on the stack is
not at all independent of the rest of the stack. This is good for time efficiency but bad for space
efficiency.
The states in an LR parser serve to answer three questions: 1. whether to shift or to reduce; if
to reduce, 2. what rule to use; 3. to what new state to go to after the reduce. In each of these a
look-ahead can be taken into account. Any scheme that provides these answers works.
The author proposes various ways to reduce the amount of information carried in the dotted items,
and the LR, LALR and SLR states. In each of these cases, the ability to determine the reduce rule
suffers, and further stack examination is required to answer question 2 above; this stack examination must be of bounded size, or else the parser is no longer linear-time. Under some of the
modifications, the original power remains, but other classes of grammars also appear: algemeines
LR, translated by Joachim Durchholz by Compact LR, since the literal translation “general LR” is
too much like “generalized LR”, and ILALR.
In Compact LR, an item A → α•Xβ,t in a state of the LR(1) automaton is reduced to X|u where X
can be terminal or non-terminal, and u is the immediate look-ahead of X, i.e. the first token of β if
it exists, or t if β is absent. The resulting CLR(1) automaton collapses considerably; for example,
all reduce-only states are now empty (since X is absent) and can be combined. This automaton
has the same shift behavior as the LR(1) automaton, but when a reduce is called for, no further
information is available from the automaton, and stack examination is required. If the stack examination is of bounded size, the grammar was CLR(1).
The design of the LR state automata is given in great detail, with examples, but the stack examination algorithms are not given explicitly, and no examples are provided. No complete parsing
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example is given.
Should have been in English.

377. Melichar, Borivoj and Bac, Nguyen Van. Transformations of grammars and translation
directed by LR parsing. Kybernetika : casopis Ceskoslovenské kybernetické, 38(1):13–
44, 2002.
378. Scott, Elizabeth and Johnstone, Adrian. Reducing non-determinism in reductionmodified LR(1) parsers. Technical Report CSD-TR-02-04, Royal Holloway, University
of London, Jan. 2002. Theory of the reduction-modified LR(1) parser used in GRMLR parsing
(Scott [604]), plus some improvements.

379. Král, Jaroslav and Žemlička, Michal. Semi-top-down syntax analysis. In Grammars
and Automata for String Processing, volume 9 of Topics in Computer Mathematics,
pages 77–90. Taylor and Francis, 2003. The origin of each item in each state of an LR
parser is determined carefully, and it is made sure that there is only one origin for each item. This
requires the grammar to be non-left-recursive, and requires fine-splitting of some items. The LR
parser can now be implemented by a set of top-down-like procedures, each returning the name of
the non-terminal it found. A description of kind grammars is also included.

380. Thiemann, Peter and Neubauer, Matthias. Parameterized LR parsing. Electr. Notes
Theor. Comput. Sci., 110:115–132, 2004. Non-terminals are given parameters, which can be
constants or non-terminals; they have polymorphic type. This extension allows many real-world
grammars to be formulated more concisely. The parameters are incorporated into the LR(k) parse
table.

18.1.5 Left-Corner Parsing
This section also covers a number of related top-down non-canonical techniques:
production chain, LLP(k), PLR(k), etc. The bottom-up non-canonical techniques are
collected in (Web)Section 18.2.2.
381. Lomet, D. B. The Construction of Efficient Deterministic Language Processors. PhD
thesis, Univ. of Pennsylvania, Philadelphia, Penn., 1969.
382. Rosenkrantz, D. J. and Lewis, II, P. M. Deterministic left-corner parsing. In
IEEE Conference Record 11th Annual Symposium on Switching and Automata Theory,
volume 11, pages 139–152, 1970. An LC(k) parser decides the applicability of a rule when
it has seen the initial non-terminal of the rule if it has one, plus a look-ahead of k symbols. Identifying the initial non-terminal is done by bottom-up parsing, the rest of the rule is recognized
top-down. A canonical LC pushdown machine can be constructed in which the essential entries
on the pushdown stack are pairs of non-terminals, one telling what non-terminal has been recognized bottom-up and the other what non-terminal is predicted top-down. As with LL, there is a
difference between LC and strong-LC. There is a simple algorithm to convert an LC(k) grammar
into LL(k) form; the resulting grammar may be large, though.

383. Backes, Siegward. Top-down syntax analysis and Floyd-Evans production language.
In IFIP Congress 71, pages 504–508, Amsterdam, 1971. North-Holland. An algorithm is
sketched to produce an LC(k) parser for a simple parsing automaton. The automaton has separate
recursion and data stacks, and is driven by a few simple instructions. Hints are given to make a
grammar LC(k) if it is not.

384. Cho, Y. Eric. Simple left-corner grammars. In Seventh Princeton Conference on Information Sciences and Systems, page 557, Princeton, 1973. LC parsing is simplified by
requiring that each right-hand side be recognizable (after LC reduction) by its first two symbols
and by handling left recursion as a special case. The required tables are extremely small.
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385. Lomet, David Bruce. A formalization of transition diagram systems.
20(2):235–257, April 1973.

J. ACM,

386. Lomet, David B. Automatic generation of multiple exit parsing subroutines. In
J. Loeckx, editor, Automata, Languages and Programming, volume 14 of Lecture Notes
in Computer Science, pages 214–231. Springer-Verlag, Berlin, 1974. A production chain

is a chain of production steps X0 → X1 α1 , X1 → X2 α2 , . . . , Xn−1 → tαn , with X0 . . .Xn − 1 nonterminals and t a terminal. If the input is known to derive from X0 and starts with t, each production chain from X0 to t is a possible explanation of how t was produced. The set of all production
chains connecting X0 to t is called a production expression. An efficient algorithm for the construction and compression of production expressions is given. Each production expression is then
implemented as a subroutine which contains the production expression as a FS automaton.

387. Král, J. and Demner, J. Parsing as a subtask of compiling. In J. Bečvář, editor,
Mathematical Foundations of Computer Science, volume 32 of Lecture Notes in Computer Science, pages 61–74. Springer-Verlag, Berlin, 1975. Various considerations that
went into the design of a variant of left-corner parsing called semi-top-down.

388. Demers, Alan J. Generalized left corner parsing. In Fourth ACM Symposium on Principles of Programming Languages, pages 170–182, New York, 1977. ACM. The righthand side of each rule is required to contain a marker. The part on the left of the marker is the left
corner; it is recognized by SLR(1) techniques, the rest by LL(1) techniques. An algorithm is given
to determine the first admissible position in each right-hand side for the marker. Note that this is
unrelated to the Generalized Left-Corner Parsing of Nederhof [592].

389. Král, Jaroslav. Almost top-down analysis for generalized LR(k) grammars. In A.P.
Ershov and C.H.A. Koster, editors, Methods of Algorithmic Language Implementation,
volume 47 of Lecture Notes in Computer Science, pages 149–172. Springer-Verlag,
Berlin, 1977. Very well-argued introduction to semi-top-down parsing; see Král [387].
390. Nijholt, A. Simple chain grammars. In A. Salomaa and M. Steinby, editors, Automata,
Languages and Programming, volume 52 of Lecture Notes in Computer Science, pages
352–364. Springer-Verlag, Berlin, 1977. A non-terminal X is said to be chain-independent
if all production chains (see Lomet [386]) of X end in a different terminal symbol. Two symbols
X and Y are “mutually chain-independent” if different chains, one starting with X and the other
with Y , end with different symbols. A CF grammar is a simple chain grammar if it satisfies the
following conditions: (1) all its symbols are chain-independent, (2) if A → αY γ, then X and Y are
mutually chain-independent, and (3) if A → α and A → αβ then β = ε.
This class of grammars contains the LL(1) grammars without ε-rules, and is a subset of the LR(0)
grammars. A simple parser for these grammars is presented.

391. Pittl, Jan. Exponential optimization for the LLP(k) parsing method. In J. Gruska,
editor, Mathematical Foundations of Computer Science, volume 53 of Lecture Notes in
Computer Science, pages 435–442. Springer-Verlag, Berlin, 1977. The LLP(k) automata
by Lomet [386] are reduced using the “characteristic parsing” technique of Geller and Harrison
[248].

392. Soisalon-Soininen, Eljas and Ukkonen, Esko. A method for transforming grammars
into LL(k) form. Acta Inform., 12:339–369, 1979. Introduces a subclass of the LR(k) grammars called predictive LR(k) (PLR(k)). The deterministic LC(k) grammars are strictly included
in this class, and a grammatical transformation is presented to transform a PLR(k) into an LL(k)
grammar. PLR(k) grammars can therefore be parsed with the LL(k) parser of the transformed
grammar. A consequence is that the classes of LL(k), LC(k), and PLR(k) languages are identical.

393. Ukkonen, Esko. A modification of the LR(k) method for constructing compact bottomup parsers. In Hermann A. Maurer, editor, Automata, Languages and Programming,
volume 71 of Lecture Notes in Computer Science, pages 646–658. Springer-Verlag,

18.1 Major Parsing Subjects

625

Berlin, 1979. An LR(k) parser is extended to do left-corner parsing simultaneously by compounding the states on the stack. This can be done for weak-PLR(k) grammars only, which, however, include almost all LR(k) grammars. The resulting table is gigantic but highly structured, and
can be condensed considerably.
394. Chester, Daniel. A parsing algorithm that extends phrases. Am. J. Computational
Linguistics, 6(2):87–96, April 1980. See same paper [1282].
395. Pittl, Jan. On LLP(k) grammars and languages. Theoret. Comput. Sci., 16:149–175,
1981. All LR(k) languages have an LLP(k) grammar. LLP(k) lies somewhere between LL(k) and
LR(k). See also Pittl [396].

396. Pittl, Jan. On LLP(k) parsers. J. Comput. Syst. Sci., 24:36–68, 1982. This paper first
presents a non-deterministic parser using a mixed top-down-bottom-up strategy, and then examines the circumstances under which these parsers are deterministic, resulting in the class of LLP(k)
grammars. The parser does not have the correct-prefix property, as the LL(k) and LR(k) parsers
have.

397. Ross, Kenneth M. An improved left-corner parsing algorithm. In Ninth International
Conference on Computational Linguistics COLING 1982, pages 333–338. ACL, 1982.
The non-deterministic left-corner version of the two-stack recognizer of Griffiths and Petrick [31]
is turned into a parser by extending it with a third stack, which contains the spine of the parse
tree under construction. The basic parser accepts grammar rules in BNF notation and needs three
stack-machine instructions. This parser is then extended with seven instructions to allow EBNF:
two for optionality and five for repetition in the grammar rules.
It is argued that direct interpretation of the EBNF rules is more efficient than using the equivalent
written out in BNF.

398. Inoue, Kenzo and Fujiwara, Fukumi. On LLC(k) parsing method of LR(k) grammars.
J. Inform. Process., 6(4):206–217, 1983. See same paper [292].
399. Matsumoto, Yuji, Tanaka, Hozumi, Hirakawa, Hideki, Miyoshi, Hideo, and Yasukawa,
Hideki. BUP: a bottom-up parser embedded in Prolog. New Generation Computing,
1:145–158, 1983. A bottom-up parser for natural language text embedded in Prolog is described, in which each grammar rule corresponds to a Prolog clause. The parser, which is fact
left-corner, can deal with any cycle-free grammar with no ε-rules. The dictionary is handled separately. Explicit rules are given how to convert a grammar into Prolog clauses. A facility for
remembering previous successes and failures is included. A tracing facility is also described.

400. Hirsh, Susan. P-PATR: a compiler for unification-based grammars. In V. Dahl and
P. Saint-Dizier, editors, Natural Language Understanding and Logic Programming, II,
pages 63–78. Elsevier Science Publ., Amsterdam, 1988. Left-corner parsing in Prolog.
How to handle ε-rules that hide left recursion (remove them by duplicating the rule).

401. Tamura, Naoyoshi, Numazaki, Hiroaki, and Tanaka, Hozumi. Table-driven bottom up
parser in Prolog. In Logic Programming ’89, volume 485 of Lecture Notes in Artificial
Intelligence, pages 144–162, Tokyo, Japan, 1989. Springer Verlag. Matsumoto’s BUP
is extended with a (non-deterministic) LC(1) parse table, reducing the processing time by some
30%.

402. Nederhof, Mark-Jan. Left-corner parsing rehabilitated. Technical report, University of
Nijmegen, 1992. The space and time complexities of non-deterministic top-down, left-corner,
goal-corner and semi left-corner parsing, each without look-ahead, are compared. “Goal-corner
parsing” is top-down parsing using a grammar that has undergone the transformation described in
Rosenkrantz and Lewis [382]. “Semi left-corner parsing” uses left-corner parsing for left-recursive
rules and top-down for all others.

403. Nederhof, M.-J. A new top-down parsing algorithm for left-recursive DCGs. In
5th International Symposium on Programming Language Implementation and Logic
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Programming, volume 714 of Lecture Notes in Computer Science, pages 108–122.
Springer-Verlag, Aug. 1993. “Cancellation parsing” predicts alternatives for leftmost nonterminals, just as any top-down parser does, but keeps a set of non-terminals that have already
been predicted as left corners, and when a duplicate turns up, the process stops. This basically
parses the largest left-corner tree with all different non-terminals on the left spine. The original
prediction then has to be restarted to see if there is a still larger tree.
It is shown that this is the minimal extension of top-down parsing that can handle left recursion. The parser can be made deterministic by using look-ahead and three increasingly demanding definitions are given, leading to C(k), strong C(k) and severe C(k). It is shown that
LL(k) ⊂ C(k) ⊂ LC(k) and likewise for the strong variant. Cancellation parsing cannot handle
hidden left recursion.
The non-deterministic case is presented as definition-clause grammars, and an algorithm is given
to use attributes to aid in handling hidden left recursion. The generation of a non-deterministic
cancellation parser requires no analysis of the grammar: each rule can be translated in isolation.
See also Chapter 5 of Nederhof’s thesis [564].

404. Žemlička, Michal and Král, Jaroslav. Run-time extensible deterministic top-down
parsing. Grammars, 2(3):283–293, 1999. Easy introduction to “kind” grammars. Basically a grammar is kind if it is LL(1) after left-factoring and eliminating left recursion. The paper
explains how to perform these processes automatically during parser generation, which results in
traditional-looking and easily modifiable recursive descent parsers. The corresponding pushdown
automaton is also described.

405. Moore, Robert C. Improved Left-Corner chart parsing for large context-free grammars.
In 6th International Workshop on Parsing Technologies, pages 171–182, Feb. 2000.
406. Henderson, James. Lookahead in deterministic left-corner parsing. In Workshop on Incremental Parsing: Bringing Engineering and Cognition Together, pages 26–33. ACL,
2004.
407. Žemlička, Michal. Parsing with oracle. In Text, Speech and Dialogue, volume 4188
of Lecture Notes in Computer Science, pages 309–316. Springer, 2006. Summary of
the definitions of the oracle-enhanced parsing automata from [408]; no examples, no applications.
“Oracle” is not a language, as the title suggests, but just “an oracle”.

408. Žemlička, Michal. Principles of Kind Parsing. PhD thesis, Charles University, Prague,
June 2006. Theory, practice, applications, and a parser for kind grammars [404], extensively
explained. The parser is based on an oracle-enhanced PDA. To this end the notion of look-ahead
is extended to that of an oracle, which allows great freedom of adaptation and modification. The
automated construction of oracles for complicated look-ahead sets is discussed and examples are
given.

18.1.6 Precedence and Bounded-Right-Context Parsing
Papers on bounded-context (BC) and bounded-context parsable (BCP), which are
non-canonical, can be found in (Web)Section 18.2.2.
409. Adams, Eldridge S. and Schlesinger, Stewart I. Simple automatic coding systems.
Commun. ACM, 1(7):5–9, July 1958. Describes a simple parser for arithmetic expressions:
read the entire expression, start at the end, find the first open parenthesis, from there find the
first closing parenthesis to the right, translate the isolated parentheses-free expression, replace
by result, and repeat until all parentheses are gone. A parentheses-free expression is parsed by
distinguishing between one-factor terms and more-than-one-factor terms, but the algorithm is not
made explicit.
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410. Wolpe, Harold. Algorithm for analyzing logical statements to produce a truth function
table. Commun. ACM, 1(3):4–13, March 1958. The paper describes an algorithm to convert
a Boolean expression into a decision table. The expression is first fully parenthesized through a
number of substitution rules that represent the priorities of the operators. Parsing is then done by
counting parentheses. Further steps construct a decision table.

411. Arden, B. and Graham, R. On GAT and the construction of translators. Commun.
ACM, 2(7):24–26, July 1959. Input tokens are divided into variables, right parentheses, left
parentheses and operators. An operator precedence parser is given in flowchart form, which uses
a simple manually constructed precedence function.

412. Kanner, H. An algebraic translator. Commun. ACM, 2:19–22, Oct. 1959. Extends
Wegstein’s operator-precedence parser [415] to handle monadic + and -.

413. Samelson, K. and Bauer, F. L. Sequentielle formelübersetzung. Elektronische
Rechenanlagen, 1:176–182, 1959, (in German). See Samelson & Bauer [416].
414. Sheridan, P. B. The arithmetic translator-compiler of the IBM FORTRAN automatic
coding system. Commun. ACM, 2:9–21, Feb. 1959. Amazingly compact description of a
optimizing Fortran compiler; this digest covers only the translation of arithmetic expressions.
The expression is first turned into a fully parenthesized one, through a precedence-like scheme (+
is turned into )))+(((, etc.). This leads to a list of triples (node number, operator, operand). This
list is then reduced in several sweeps to eliminate copy operations and common subexpressions;
these optimizations are machine-independent. Next several machine-dependent (for the IBM 704)
optimizations are performed.

415. Wegstein, J. H. From formulas to computer oriented language. Commun. ACM, 2(3):6–
8, March 1959. A program that converts from arithmetic expressions to three-address code is
given as a one-page flowchart. The parser is basically operator-precedence, with built-in precedences.

416. Samelson, K. and Bauer, F. L. Sequential formula translation. Commun. ACM,
3(2):76–83, Feb. 1960. (Parsing part only.) When translating a dyadic formula from left to
right, the translation of an operator often has to be postponed because a later operator has a higher
precedence. It is convenient to put such operators aside in a pushdown cellar (which later became
known as a “stack”); the same applies to operands, for which an “address cellar” is introduced.
All parsing decisions can then be based on the most recent operator ξ in the cellar and the next
input symbol α (sometimes called χ in the paper). If α is an operand, it is stacked on the address
cellar and a new input symbol is read; otherwise a matrix is indexed with ξ and α, resulting in an
action to be performed. This leads to a variant of operator precedence parsing.
The matrix (given in Table 1) was produced by hand from a non-existing grammar. It contains 5
different actions, two of which (1 and 3) are shifts (there is a separate shift to fill the empty stack).
Action 5 is the general reduction for a dyadic operator, popping both the operator cellar and the
address cellar. Action 4 handles one parentheses pair by discarding both ξ (() and α ()). Action 2 is a specialized dyadic reduction, which incorporates the subsequent shift; it is used when
such a shift is guaranteed, as in two successive operators of the same precedence, and works by
overwriting the top element in the cellar.

417. Arden, B. W., Galler, B. A., and Graham, R. M. The internal organization of the MAD
translator. Commun. ACM, 4(1):28–31, Jan. 1961. Uses operator-precedence, calling it the
“left-to-right precedence-hierarchy scheme”, and considers it standard.

418. Floyd, Robert W. A descriptive language for symbol manipulation. J. ACM, 8:579–
584, Oct. 1961. Original paper describing Floyd productions. See Section 9.3.2.
419. Huskey, H. D. and Wattenburg, W. H. A basic compiler for arithmetic expressions.
Commun. ACM, 4(1):3–9, Jan. 1961. Describes very briefly a translator from arithmetic
expressions to IBM 704 machine code. Parser and code generator are combined in an 8 × 7 precedence parsing table, the entries of which contain calls to FORTRAN subroutines that advance the
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parsing, maintain a stack pointer (called “level”), and generate code. The last 5.5 pages contain
the definitions of the FORTRAN subroutines.

420. Paul, M. A general processor for certain formal languages. In Symposium on Symbolic
Languages in Data Processing, pages 65–74, New York, 1962. Gordon and Breach.
Early paper about the BRC(2,1) parser explained further in Eickel et al. [421]. Gives precise
criteria under which the BRC(2,1) parser is deterministic, without explaining the parser itself.

421. Eickel, J., Paul, M., Bauer, F. L., and Samelson, K. A syntax-controlled generator of
formal language processors. Commun. ACM, 6(8):451–455, Aug. 1963. In this paper, the
authors develop and describe the BRC(2,1) parser already introduced by Paul [420]. The reduction
rules in the grammar must have the form U ← V or R ← ST . A set of 5 intuitively reasonable
parse table construction rules are given, which assign to each combination Xn−1 Xn ,tk one of the
actions U ← Xn , R ← Xn−1 Xn , shift or report error. Here Xn is the top element of the stack and
Xn−1 the one just below it; tk is the next input token.
An example of such a parse table construction rule is: if Xn can be reduced to a U such that Xn−1U
can be reduced to an R such that R can be followed by token tk , then the table entry for Xn−1 Xn ,tk ,
should contain U ← · · · ← Xn . Note that chains of unit reductions are performed in one operation.
The table is required to have no multiple entries. The terminology in the paper differs considerably
from today’s.

422. Floyd, Robert W. Syntactic analysis and operator precedence. J. ACM, 10(3):316–333,
July 1963. Operator-precedence explained and applied to an ALGOL 60 compiler.
423. Evans, Jr, Arthur. An ALGOL 60 compiler. Ann. Rev. Automatic Programming, 4:87–
124, 1964. (Parsing part only.) The parser is based on Floyd productions, modified as follows.
The statements in the production language have the form
[label] old.stack | >- new.stack | action [*] link
where | is the top of the stack, the optional * indicates that a new symbol must be read after the
stack transformation, and link is the label of the next statement to be performed; the old.stack
may contain don’t-care symbols. These statements are supplemented by precedence functions for
various sets of symbols, primarily operators. Running the production program transforms the input
sequence in an output sequence.
There are 4 actions: OUTPUT s, which appends symbol s to the output; OUT, which outputs
the top of the stack; COMPILE; and ERROR, which stops the program with an error message.
COMPILE compares the precedences of the two top-most symbols on the stack and either does
nothing or outputs the second symbol on the stack and removes it from the stack.
All of ALGOL 60 is described in this formalism, such that the basic infix notation of ALGOL 60
is transformed into postfix, for further processing.

424. Floyd, Robert W. Bounded context syntax analysis. Commun. ACM, 7(2):62–67, Feb.
1964. For each right-hand side of a rule A → α in the grammar, enough left and/or right context
is constructed (by hand) so that when α is found obeying that context in a sentential form in a leftto-right scan in a bottom-up parser, it can safely be assumed to be the handle. If you succeed, the
grammar is bounded-context; if in addition the right hand contexts do not contain non-terminals,
the grammar is bounded-right-context; analogously for bounded-left-context. A detailed example
is given; it is BRC(2,1). The paper ends with a report of the discussion that ensued after the
presentation of the paper.

425. Graham, Robert M. Bounded context translation. In AFIPS 1964 Spring Joint Computer Conference, pages 184–205, Montvale, N.J., 1964. AFIPS Press. Two bottom-up
parsing techniques are introduced in an intuitive way. First a simple bounded-right-context algorithm for the analysis of expressions and assignments is shown, in which a segment of the top of
the stack and the look-ahead symbol determine the course of action. The action may be a shift
(called “scan”) or a reduce (called “adding to the matrix (= the generated code)”). A reduce replaces the top segment by the sequence number of the generated code. Matching the begin and
end of input and the parentheses is specified explicitly in the algorithm, but for the operators a
precedence table is consulted. Next the author shows that the values in the table obey a prece-
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dence function, which is then used. Both features are then extended to treating all tokens by table
or function look-up. The construction of the precedence tables and functions is not discussed, but
is presumably done by hand.
The second technique is Evans productions (Evans, Jr [423]).
The rest of the paper is concerned with code generation and optimization.

426. Evans, A. Syntax Analysis by a Production Language. PhD thesis, Carnegie-Mellon
Inst. Techn, Pittsburg, Pa 15213, 1965.
427. Wirth, Niklaus and Weber, Helmut. EULER: A generalization of ALGOL and its
formal definition, Part 1/2. Commun. ACM, 9(1/2):13–25/89–99, Jan. 1966. Detailed
description of simple and extended precedence. A table generation algorithm is given. Part 2
contains the complete precedence table plus functions for the language EULER.

428. Colmerauer, A. Précedence, analyse syntactique et languages de programmation.
PhD thesis, Université de Grenoble, Grenoble, 1967, (in French). Defines two precedence
schemes: total precedence, which is non-canonical, and left-to-right precedence, which is like
normal precedence, except that some non-terminals are treated as if they were terminals. Some
other variants are also covered, and an inclusion graph of the language types they define is shown,
which includes some terra incognita.

429. Gries, David. Use of transition matrices in compiling. Commun. ACM, 11(1):26–34,
Jan. 1968. An operator grammar is transformed so that the right-hand sides of the rules have
at most a length of 3. This requires introducing new non-terminals, which are marked as a kind
of “half terminal”, to avoid threatening the operator status of the grammar. The transformation
is done so there are only six possible right-hand side forms left, most of them starting with a
half-terminal. Only half-terminals are stacked, so the transition matrix has them for rows and the
next input symbol for columns. The entries are routine numbers, identifying generated routines.
Examples of such routines are given, but no explicit algorithm of how to generate them and the
matrix.

430. Martin, David F. Boolean matrix methods for the detection of simple precedence
grammars. Commun. ACM, 11(10):685–687, Oct. 1968. Finding the simple-precedence
relations is explained as matrix operations on matrices derived trivially from the grammar.

431. Bell, James R. A new method for determining linear precedence functions for precedence grammars. Commun. ACM, 12(10):567–569, Oct. 1969. The precedence relations
are used to set up a connectivity matrix. Take the transitive closure and count 1s in each row.
Check for correctness of the result.

432. DeRemer, Franklin L. Generating parsers for BNF grammars. In AFIPS 1969 Spring
Joint Computer Conference, pages 793–799, Montvale, N.J., 1969. AFIPS Press. A
Floyd productions generator.

433. Fischer, M. J. Some properties of precedence languages. In ACM Symposium on
Theory of Computing, pages 181–190, Marina del Rey, California, 1969. ACM.
434. Gray, J. N. Precedence Parsers for Programming Languages. PhD thesis, University
of California, Berkeley, Calif., Sept. 1969.
435. Graham, S. L. Precedence Languages and Bounded Right Context Languages. PhD
thesis, Stanford University, Stanford, 1970.
436. Ichbiah, J. and Morse, S. A technique for generating almost optimal Floyd-Evans
productions of precedence grammars. Commun. ACM, 13(8):501–508, Aug. 1970. The
notion of “weak precedence” is defined in the introduction. The body of the article is concerned
with efficiently producing good Floyd-Evans productions from a given weak precedence grammar.
The algorithm leads to production set sizes that are within 20% of the theoretical minimum.
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437. Learner, A. and Lim, A. L. A note on transforming grammars to Wirth-Weber precedence form. Computer J., 13:142–144, 1970. An algorithm is given to transform any CF
grammar to simple precedence form (with possible duplicate right-hand sides).

438. Loeckx, Jacques. An algorithm for the construction of bounded-context parsers.
Commun. ACM, 13(5):297–307, May 1970. The algorithm systematically generates all
bounded-right-context (BRC) states the parser may encounter. Since BRCness is undecidable,
the parser generator loops if the grammar is not BRC(m,n) for any value of m and n.

439. McKeeman, William M., Horning, James J., and Wortman, David B. A Compiler
Generator. Prentice Hall, Englewood Cliffs, N.J., 1970. Good explanation of precedence
and mixed-strategy parsing. Full application to the XPL compiler.

440. Aho, A. V. and Ullman, J. D. Linear precedence functions for weak precedence
grammars. Intern. J. Comput. Math., A3:149–155, 1972. The entries in a precedence

.
table have four values: l, =, m and blank. Since precedence functions can only represent three
relations: <, = and >, the blank is sacrificed, to the detriment of error detection. A weak precedence table holds only three kinds of entries: l,
_ m and blank, which can be mapped onto <, >
and =. The resulting matrix will normally not allow precedence functions, but it will if a number
of the =s are sacrificed. An algorithm is given to (heuristically) determine the minimal set of =s to
sacrifice; unfortunately this is done by calling upon a heuristic algorithm for partitioning graphs.

441. Aho, A. V., Denning, P. J., and Ullman, J. D. Weak and mixed strategy precedence
parsing. J. ACM, 19(2):225–243, April 1972. The theory behind and a comparison of
various bottom-up (shift/reduce) parsing algorithms.

442. Crowe, David. Generating parsers for affix grammars. Commun. ACM, 15(8):728–734,
Aug. 1972. See same paper [760].
443. Eickel, J. Methoden der syntaktischen Analyse bei formalen Sprachen. In 2. Jahrestagung der Gesellschaft für Informatik, Karlsruhe, 2.-4.Oktober 1972, volume 78 of
Lecture Notes in Economics and Mathematical Systems, pages 37–53, 1972, (in German). Gives a very efficient characterization of several precedence parsing algorithms. For the
rest see [221].

444. Martin, David F. A Boolean matrix method for the computation of linear precedence
functions. Commun. ACM, 15(6):448–454, June 1972. Detailed description of a variant of
Bell’s method [431].

445. McAfee, J. and Presser, L. An algorithm for the design of simple precedence grammars.
J. ACM, 19(3):385–395, July 1972. An algorithm to construct for any CF grammar a grammar
with conflict-free simple-precedence relations that generates the same language (with possible
duplicate right-hand sides, though).

446. Sekimoto, Shoji. Extended right precedence grammars and analyzing technique for
them. J. Inform. Process. Soc. Japan, 12:21–25, 1972. In the presence of two rules A →
αXβ and B → β, weak precedence requires that there be no precedence relation between X and
B. This requirement is replaced by a more lenient (but more complicated) one, resulting in right
precedence and is further relaxed to extended right precedence.

447. Wise, David S. Generalized overlap resolvable grammars and their parsers. J. Comput.
Syst. Sci., 6:538–572, Dec. 1972. A CF grammar is Generalized Overlap-Resolvable if the
handle in a bottom-up parser can be found deterministically by identifying the right-hand side on
the top of the stack, preceded on the stack by a token from a set of admissible left-context tokens
and by requiring that the next input token belong to a set of admissible right-context tokens. A
grammar is Overlap-Resolvable if it is generalized overlap-resolvable and ε-free. These grammars are between mixed-strategy precedence and SLR(1) in power. A very efficient and flexible
implementation using Dömölki’s technique [40] is described.
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448. Zimmer, Rainer. Soft precedence. Inform. Process. Lett., 1:108–110, 1972. A grammar
with a conflict-free precedence table in which not all right-hand sides are different, causes reduce
conflicts. For each reduce conflict a simple pattern is constructed which resolves the conflict by
checking the parse stack. If for each reduce conflict such a pattern exists, the grammar is soft
precedence. A matrix algorithm to find the patterns if they exist is given.

449. Aho, A. V. and Ullman, J. D. Error detection in precedence parsers. Math. Syst.
Theory, 7(2):97–113, 1973. The full precedence matrix is split into two copies, one used to
decide between shifts and reduces, which contains l,
_ m and blank, and the other to determine the
.
left end of the handle which contains l, = and blank. The techniques of Aho and Ullman [219]
are now applied to both matrices.

450. Gray, James N. and Harrison, Michael A. Canonical precedence schemes. J. ACM,
20(2):214–234, April 1973. The theory behind precedence parsing, unifying the schemes of
Floyd [422], Wirth and Weber [427], and the canonical parser from Colmerauer [620]. Basically
extends simple precedence by appointing some non-terminals as honorary terminals, the strong
operator set; different strong operator sets lead to different parsers, and even to relationships with
LR(k). Lots of math, lots of information. The paper emphasizes the importance of parse tree nodes
being created in a clear and predictable order, in short “canonical”.

451. Mickunas, M. D. and Schneider, V. B. A parser-generating system for constructing compressed compilers. Commun. ACM, 16(11):669–676, Nov. 1973. Describes a
bounded-right-context parser with transduction facilities. Includes a table compression algorithm
for BRC(2,1) tables.

452. Schkolnick, Mario. Labelled precedence parsing. In First ACM Symposium on Principles of Programming Languages, pages 33–40. ACM, Oct. 1973. Introduces a forward
machine to shift, and a separate decision machine to reduce.

453. Terrine, G. Coordinate grammars and parsers. Computer J., 16:232–244, 1973.
A bounded-right-context parser is made to stack dotted items rather than terminals and nonterminals. This makes it stronger than bounded-right-context but still weaker than LR.

454. Graham, Susan L. On bounded right context languages and grammars. SIAM J.
Computing, 3(3):224–254, Sept. 1974. Theory of same.
455. Earley, Jay. Ambiguity and precedence in syntax description. Acta Inform., 4:183–
192, 1975. Informal description of how to use precedence information for disambiguation.
456. Levy, M. R. Complete operator precedence. Inform. Process. Lett., 4(2):38–40, Nov.
1975. Establishes conditions under which operator-precedence works properly.
457. Lindsey, C. H. and Turner, S. J. Precedence grammars for extensible languages. In
New Directions in Algorithmic Languages, pages 71–88. IFIP WG2.1, 1975.
458. Henderson, D. S. and Levy, M. R. An extended operator precedence parsing algorithm.
Computer J., 19(3):229–233, 1976. The relation l is split into l1 and l2 . a l1 b means that
a may occur next to b, a l2 b means that a non-terminal has to occur between them. Likewise for
.
= and m. This is extended operator-precedence.

459. Krishnamurthy, M. S. and Ramesha Chandra, H. R. A note on precedence functions.
Inform. Process. Lett., 4(4):99–100, Jan. 1976. Proves for some simple-precedence tables
that no grammars for them exist.

460. Rechenberg, P.
Praktische Bounded-Right-Context-Analyse mit kleinem
Speicherplatzverbrauch.
Elektronische Rechenanlagen, 18(1):5–14, 1976, (in
German). The construction of BRC parsers is simplified by a check list of six steps that
identifies right-hand sides that require no or very simple contexts. This usually covers the bulk of
the grammar. Special actions are required for multiple rules with identical right-hand sides, and
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for ε-rules. These actions are sketched; for the precise algorithms the reader is referred to Aho
and Ullman [550]. Most contexts are so simple that they do not need to be stored in a table and
can be read directly from the grammar, which is stored in backwards tree form.

461. Shyamasundar, R. K. A note on linear precedence functions. Inform. Process. Lett.,
5(3):81, 1976. Comments on Krishnamurthy and Ramesha Chandra [459].
462. Bertsch, Eberhard. The storage requirement in precedence parsing. Commun. ACM,
20(3):192–194, March 1977. Suppose for a given grammar there exists a precedence matrix
but the precedence functions f and g do not exist. There always exist sets of precedence functions
fi and g j such that for two symbols a and b, comparison of f c(b) (a) and gd(a) (b) yields the precedence relation between a and b, where c and d are selection functions which select the f i and g j
to be compared. An algorithm is given to construct such a system of functions.

463. Shyamasundar, R. K. Precedence parsing using Dömölki’s algorithm. Intern. J. Comput. Math., A6:105–114, 1977. Dömölki’s algorithm [40] can find a reducible right-hand-side
efficiently but cannot know if it is a handle. Precedence parsing can find the handle easily but has
trouble determining which right-hand side it is. Together they are a perfect match.

464. Williams, M. H. Complete operator precedence conditions. Inform. Process. Lett.,
6(2):60–62, April 1977. Revision of the criteria of Levy [456].
465. Ginsburg, Seymour and Wood, Derick. Precedence relations in grammar forms. Acta
Inform., 11:79–88, 1978.
466. Sudborough, I. H. A note on weak operator precedence grammars. Inform. Process.
Lett., 7(5):213–218, 1978. Introduces weak operator-precedence and states that L (SP) =
L (W P) and L (SP) ⊃ L (WOP) ⊃ L (OP), where SP is simple precedence, W P is weak precedence, WOP is weak operator-precedence and OP is operator-precedence, and L (X) is the set of
languages generated by X grammars.

467. Ružička, Peter. Validity test for Floyd’s operator precedence parsing algorithms.
In J. Bečvář, editor, Mathematical Foundations of Computer Science, volume 74 of
Lecture Notes in Computer Science, pages 415–424. Springer-Verlag, Berlin, 1979.
Additions to the criteria by Levy [456].

468. Shyamasundar, R. K. Precedence-regular grammars. Intern. J. Comput. Math.,
A7:173–186, 1979. Characterization of the class of grammars for which the Shyamasundar/Dömölki technique (Dömölki [40] Shyamasundar [463]) works. Note that whereas in LLand LR-regular it is the rest of the input that is analysed by a FS automaton to resolve a conflict,
in precedence-regular it is the stack that is analysed by a Dömölki-like automaton.

469. Williams, M. H. Conditions for extended operator precedence parsing. Computer J.,
22(2):164–168, 1979. Tighter analysis of extended operator-precedence than Henderson and
Levy [458].

470. Yehudai, Amiram. A new definition for simple precedence grammars. BIT, 19:282–
284, 1979. A weaker definition of simple precedence is given, which is then shown to define the
same class.

471. Bergmann, Jürgen R. Simple precedence parsing: Hashing the production list. Technical report, PU 1, Techn. Hochschule, Darmstadt, 1980.
472. Moll, K. R. Left context precedence grammars. Acta Inform., 14:317–335, 1980.
Elaborate and definitely non-trivial refinement of the notion of precedence, to achieve the viableprefix property.

473. Gonser, Peter. Behandlung syntaktischer Fehler unter Verwendung kurzer, fehlereinschließender Intervalle. PhD thesis, Technische Universität München, München, July
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21, 1981, (in German). The author’s investigations on error treatment (see [956]) show that the
precedence parsing algorithm has good error reporting properties because it allows the interval
of the error to be securely determined. Since the existing precedence techniques are too weak,
several new precedence grammars are proposed, often using existing terms and symbols (l,
_ etc.)
with new meanings.
1. An operator precedence grammar in which, for example, a l b means that b can be the beginning of a non-terminal that can follow a, and alb
_ means that b can be the first terminal in a
right-hand side of a non-terminal that can follow a.
2. An extended operator precedence grammar in which two stack symbols, which must be a terminals, and a non-terminal form a precedence relation with the next input token.
3. An indexed operator precedence grammar, a grammar in which all terminal symbols are different. This virtually assures all kinds of good precedence properties; but hardly any grammar is
indexed-operator. Starting from an LR(0) grammar it is, however, possible to construct a parsing
algorithm that can disambiguate tokens on the fly during parsing, just in time for the precedence
algorithm, by attaching LR state numbers to them. This distinguishes for example the ( in function call f(3) from the ( in the expression x×(y+z). The proof of this theorem takes 19 pages;
the algorithm itself another 5.
Each of these techniques comes with a set of rules for error correction.
474. LaLonde, Wilf R. and Rivieres, Jim des. Handling operator precedence in arithmetic
expressions with tree transformations. ACM Trans. Prog. Lang. Syst., 3(1):83–103, Jan.
1981. Algorithms that will restructure the parse tree when the operator precedences are modified.
The algorithm is also used to do parsing: first produce a parse tree in standard form and then add
the precedence information.

475. Williams, M. H. A systematic test for extended operator precedence. Inform. Process.
Lett., 13(4-5):187–190, 1981. The criteria of Williams [469] in algorithmic form.
476. Workman, David A. SR(s, k) parsers: A class of shift-reduce bounded-context parsers.
J. Comput. Syst. Sci., 22(1):178–197, 1981. The look-back over all combinations of m
symbols on the stack in BRC(m,n) parsers is replaced by an LR(m)-like automaton, resulting in
an SR(m, n) parser, if possible. The paper is mainly concerned with theoretical properties of SR
grammars and parsers.

477. Er, M. C. A note on computing precedence functions. Computer J., 25(3):397–398,
1982. By determining longest paths in a digraph.
478. Aoe, Junichi, Yamamoto, Yoneo, and Shimada, Ryosaku. A practical method for reducing weak precedence parsers. IEEE Trans. Softw. Eng., SE-9(1):25–30, Jan. 1983.

When a weak-precedence parser finds a m relation and starts a reduce sequence, the sequence
stops when a l
_ is met; all intermediate relations are required to be m, to continue the sequence.
The authors modify the parser to continue the sequence anyway, until a l
_ is found; the intermediate relations are never tested and their values are immaterial. This is exploited to reduce the parse
table.

479. Krevner, Yael and Yehudai, Amiram. An iteration theorem for simple precedence
languages. J. ACM, 30(4):820–833, 1983. Extends the uvwxy theorem to simple precedence
languages. Provides many other interesting properties of same.

480. Wyrostek, Piotr. On the ‘correct prefix property’ in precedence parsers. Inform. Process. Lett., 17(3):161–165, Oct. 1983. Extremely complicated transformation of precedence
grammars to mixed-strategy grammars which have, for some parsers, the correct-prefix property.
With an erratum in Inform. Process. Lett., 19(2):111, Aug 1984.

481. Peyton Jones, Simon L. Parsing distfix operators. Commun. ACM, 29(2):118–122,
Feb. 1986. A distfix operator is an operator which is distributed over its operands; examples are
if . then . else . fi and rewrite . as . using . end. It is useful to allow
users to declare such operators, especially in functional languages.
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Such distfix operators are introduced in a functional language using two devices. First the
keywords of a distfix operator are given different representations depending on their positions: prefix keywords are written with a trailing dot, infix ones with a leading and
a trailing dot, and postfix ones with a leading dot; so the user is required to write
rewrite. x .as. y .using. z .end. These forms are recognized by the lexical analyzer, and given the token classes PRE.TOKEN, IN.TOKEN, and END.TOKEN. Second, generic
rules are written in yacc to parse such structures.

482. Turner, Prescott K. Up-down parsing with prefix grammars. ACM SIGPLAN Notices,
21(12):167–174, Dec. 1986. A prefix form consists of either a single non-terminal or an n-adic
operator (a terminal) followed by n prefix forms; each terminal identifies a separate operator, so
for example there cannot be both a monadic and a dyadic +. A prefix grammar is a grammar in
which all right-hand sides are prefix forms. Such grammars describe expressions and are useful in
code generation in compilers.
If we replace all non-terminals by the same non-terminal X in a prefix grammar, the grammar collapses into one that directly describes tree structures, and parsing becomes trivial. But this parsing
yields the parse tree skeleton only, and the labeling of the nodes still remains to be determined.
The paper describes a technique akin to bottom-up rewriting systems for finding the labels.
In a bottom-up scan, each node is labeled with two states: a “state” which is a set of items each of
which describes an interpretation of the operand(s) under the node, and a “reduced state” which
is a set of items each of which describes a possible interpretation of the node as an operand; so
the states look down and the reduced states look up. At each node N, the operator and the reduced
states of the children together identify the state of N; this state then leads to the reduced state of
N. A top-down scan, using the reduced states, can then easily construct all possible labelings. All
these state transitions can be precomputed, and straightforward algorithms are given for that task.

483. Wyrostek, Piotr. Precedence technique is not worse than SLR(1). Acta Inform.,
23:361–392, 1986. The thesis in the title is proved by giving an algorithm that transforms
an SLR(1) grammar into a (1,1)-mixed-strategy precedence grammar with the viable-prefix property (see also Graham [454]). The resulting precedence table is often smaller than the SLR(1)
table.

484. Horspool, R. Nigel and Levy, Michael R. Correctness of an extended operatorprecedence parsing algorithm. Inform. Process. Lett., 24(4):265–273, March 1987. Establishes conditions under which extended operator-precedence (see Henderson and Levy [458])
works properly.

485. Milani, Masoud T. and Workman, David A. Epsilon weak precedence grammars
and languages. Informatique théorique et Applications/Theoretical Informatics and
Applications, 24(3):241–266, 1990.
486. Milani, Masoud T. On the descriptive of simple precedence grammars. Intern. J.
Comput. Math., 39:29–49, 1991.
487. Aasa, Annika. Precedences in specifications and implementations of programming
languages. Theoret. Comput. Sci., 142(1):3–26, May 1995. Fairly complicated but clearly
explained algorithm for parsing expressions containing infix, prefix, postfix and distfix operators
with externally given precedences. Even finding a sensible definition of the “correct” parsing is
already difficult with those possibilities.

488. Bosschere, K. De. An operator precedence parser for standard Prolog text. Softw.
Pract. Exper., 26(7):763–780, 1996.

18.1.7 Finite-State Automata
489. McCulloch, Warren S. and Pitts, Walter. A logical calculus of the ideas immanent in
nervous activity. Bull. Math. Biophysics, 5:115–133, 1943. A carefully worked-out argument is given that a neural net can be described completely by a set of Boolean functions Ni (t),
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one for each neuron i in the net. Ni (t) is the excitation state of neuron i at time t, expressed as the
excitation states of neurons j, k, . . . at times t − 1, t − 2, . . . .
Next the authors prove that any expression with Ni s as variables, which uses no other operators
than ∧, ∨, ∧¬, and a successor functor S, which handles the (discrete) time, can be implemented
by a neural network without cycles. The proof is constructive; they illustrate their proof by constructing a 6-neuron network implementing human cold perception: a 1-time-tick exposure to cold
is experienced as heat, a longer one as cold; heat is always experienced as heat. (Note to Figure
1: all neurons have a threshold of 2.) Likewise, any cycle-free (non-recurrent) network can be
described by a set of non-recursive functions using only the above operators. Several other properties are proved.
Admitting recursion has a profound influence: networks can now remember infinitely long; in
other words, they can learn. This is implemented as flip-flops, and proved in a heavy formalism.
Next the authors mention that if a neural network is extended with a tape and read- and write-head,
it is equivalent to a Turing machine.
Deep philosophical conclusions are drawn from the above. One is that we cannot know how we
know something: given the state of a network, previous states cannot be reconstructed with confidence, and it is those previous states that give us information on how the present state was arrived
at.
The authors use ideas and notations from Carnap, Russell and Whitehead, and Hilbert and Ackermann liberally, but were hampered by not having the proper mathematical type fonts for them.
This forced them to use unusual symbols: v for ∨, · for ∧, ∞ for ¬, · ≡ · for ≡ (why?), and some
two-letter combinations. Readability suffered.
The paper is sometimes hailed as the first paper on finite-state machines, but the connection is
fairly tenuous. The combined excitation states of the neurons at time t form one state of a finitestate machine, which switches states under the influence of the next token, the combined input
signals at t + 1. But there is no transition function of the whole system; only transition functions
for single neurons are discussed. And there is no notion of non-deterministic behavior: all neuron
transition functions are complete.

490. Mealy, George H. A method for synthesizing sequential circuits. Bell System Technical J., 34(5):1045–1079, 1955. Very readable paper on “sequential circuits” aka finite-state
automata, except that the automata are built from relays connected by wires. The circuits consist
of AND, OR, and NOT gates, and delay units; the latter allow delayed feedback of signals from
somewhere in the circuit to somewhere else. Starting from the circuit diagram, a set of input, output, excitation and state variables are defined, where the excitation variables describe the input to
the delay units and the states their output. The delay units provide the finite-state memory. Since
only the output variables are observable in response to the inputs, this leads naturally to attaching
semantics to the transitions rather than to the (unobservable) states.
The relationships between the variables are recorded in “truth tables”. These are shown to be
equivalent to Moore’s sequential machines. Moore’s minimization procedure is then transformed
so as to be applicable to truth tables. These then lead to minimal-size sequential circuits.
The rest of the paper dwells on the difficulties of asynchronous circuits, in which unknown delays
may cause race conditions. The truth table method is reasonably good at handling them.

491. Kleene, S. C. Representation of events in nerve nets and finite automata. In C. E.
Shannon and J. McCarthy, editors, Automata Studies, pages 3–42. Princeton University
Press, Princeton, N.J., 1956. Introduces the Kleene star, but its meaning differs from the
present one. An event is a k × l matrix, defining the k stimuli to k neurons over a time span of
length l; a stimulus has the value 0 or 1. Events can be concatenated by just writing them one
after another: EF means first there was an event E and then an event F; the final event F is in
the present, and the train can then be applied to the set of neurons. Events can be repeated: EF,
EEF, EEEEF, . . . E n F. Increasing the n introduces more and more events E in a more and more
remote past, and since we do not usually know exactly what happened a long time ago, we are
interested in the set E 0 F, E 1 F, E 2 F, E 3 F, . . . E n F for n → ∞. This set is written as E ∗ F, with
a binary operator ∗ (not raised), and means “An occurrence of F preceded by any number of Es”.
The unary raised star does not occur in the paper, so its origin must be elsewhere.
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492. Moore, E. F. Gedanken-experiments on sequential machines. In Automata Studies,
number 34 in Annals of Mathematics Studies, pages 129–153. Princeton University
Press, Princeton, NJ, 1956. A finite-state automaton is endowed with an output function,
to allow experiments with the machine; the machine is considered a black box. The output at a
given moment is equal to the state of the FSA at that moment. Many, sometimes philosophical,
conclusions are drawn from this model, culminating in the theorem that there is a sequence of at
most nnm+2 pn /n! input symbols that distinguishes an FSA with n states, m different input symbols,
and p different output symbols from any other such FSA.

493. Rabin, M. O. and Scott, D. Finite automata and their decision problems. IBM J.
Research and Development, 3:114–125, April 1959. A finite-state automaton is considered
as the definition of the set of strings it accepts. Many fundamental properties of FS automata are
exposed and proved. The very useful subset construction algorithm can be found in Definition 11.

494. McNaughton, R. and Yamada, H. Regular expressions and state graphs for automata.
IRE Transactions Computers, EC-9(1):39–47, March 1960. Sets of sequences of inputoutput transitions are described by regular expressions, which are like regular expressions in CS
except that intersection and negation are allowed. The output is generated the moment the automaton enters a state. A subset-like algorithm for converting regular expressions without intersection,
negation, and ε-rules into FSAs is rigorously derived. The trouble-makers are introduced by repeatedly converting the innermost one into a well-behaved regular expression, using one of three
conversion theorems. Note that the authors use φ for the empty sequence (string) and Λ for the
empty set of strings (language).

495. Ott, Gene and Feinstein, Neil H. Design of sequential machines from their regular
expressions. J. ACM, 8(4):585–600, 1961.
496. Gill, Arthur. Introduction to the Theory of Finite-State Machines. Electronic Science. McGraw-Hill, 1962. Surprisingly readable book on finite-state machines in a reasonably
modern notation; the machines are all deterministic, no non-determinism involved. Chapter 3 (38
pages) contains an extensive build-up to and proof of the partitioning algorithm for FS machine
minimization.

497. Brzozowski, J. A. Canonical regular expressions and minimal state graphs for definite
events. In Symp. on Math. Theory of Automata, pages 529–561, Brooklyn. N.Y., 1963.
Brooklyn Politechnic. Getting unique minimal regular expressions from FSAs is difficult. The
author defines a definite event as a regular set described by an expression of the form E|Σ∗ F,
where E and F are finite sets of finite-length strings. Using Brzozowski derivatives, the author
gives an algorithm that will construct a definite event expression for any FSA that allows it.

498. Brzozowski, Janusz A. Derivatives of regular expressions. J. ACM, 11(4):481–494,
1964. The author starts from regular expressions over [0,1] that use concatenation and Kleene
star only, and then adds union, intersection, complement and exclusive-or. Next the derivative
Ds (R) of the regular language R with respect to s is defined as anything that can follow a prefix s
in a sequence in R. Many theorems about these derivatives are proved, for example: “A sequence
s is in R if and only if Ds (R) = ε. More importantly, it is shown that there are only a finite
number of different derivatives of a given R; these correspond to the states in the DFA. This is
exploited to construct that DFA for regular expressions featuring the extended set of operations.
Many examples.
For an application of Brzozowski derivatives to XML validation see Sperberg-McQueen [1192].

499. Redko, V. On defining relations for the algebra of regular events. Ukrainskii Matematicheskii Zhurnal, 16:120–126, 1964, (in Russian). Proves that there can be no finite
axiom system for regular expressions when substitution is the only rule to obtain new formulae.
See Salomaa [501] and Conway [506, Ch. 11] for other approaches.

500. Harrison, Michael A. Introduction to Switching and Automata Theory. Systems Science. McGraw-Hill, 1965. Roughly half the book is about DFAs, unfortunately in an unusual
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tree representation. A DFA minimization algorithm is given, which starts with O(n 2 ) equality hypotheses, where n is the number of states: si = s j if si and s j are either both final accepting states
or both non-accepting states. Next, each equality hypothesis is examined and removed if, for any
input symbol, si and s j go to states that are not equal by hypothesis, until no more hypotheses can
be removed.

501. Salomaa, Arto. Two complete axiom systems for the algebra of regular events. J.
ACM, 13(1):158–169, 1966. Shows that an axiomatization of regular expressions is possible
(see Redko [499]) if one adds the non-substitution axiom that the formula α = αβ + γ may be
replaced by α = γβ∗ . Another axiomatization is also given.

502. Johnson, Walter L., Porter, James S., Ackley, Stephanie I., and Ross, Douglas T. Automatic generation of efficient lexical processors using finite state techniques. Commun.
ACM, 11(12):805–813, Dec. 1968. Semantic actions are attached to some rules of a FS grammar. A variant of the subset construction is described that requires the unique determination of the
states in which a semantic action is required.

503. Thompson, Ken. Regular expression search algorithm. Commun. ACM, 11(6):419–
422, June 1968. The regular expression is turned into a transition diagram, which is then interpreted in parallel. Remarkably, each step generates (IBM 7094) machine code to execute the next
step.

504. Prather, R. E. Minimal solutions of Paull-Unger problems. Math. Syst. Theory,
3(1):76–85, 1969. Minimization of incompletely specified FS automata. The paper treats minimization problems over “set systems”, without explaining their significance to minimization of
incompletely specified FS automata.
Given a set S (of elements of any type T ), a “set system” λ of S is a set of subsets of S, such that
each element of S occurs in at least one element of λ, and λ contains no elements that are subsets
of other elements. For example, if S = {a, b, c}, {{a, b}, {a, c}} and {{b}, {a, c}} are set systems
of S, but {{a, b}, {a, c}, {b}} is not.
There are only a limited number of set systems of a given set. They can be partial ordered by
saying that λ1 ≤ λ2 when for each element E1 in λ1 we can find an element E2 in λ2 such that
E1 ≤ E2 . From there on it gets more complicated.
See M.C. Paull, S. Unger, “Minimizing the number of states in incompletely specified sequential
switching functions”, IRE Trans. Elec. Computers, EC-8, 1959, 356-367.

505. Kameda, Tsunehiko and Weiner, Peter. On the state minimization of non-deterministic
finite automata. IEEE Trans. Comput., C-19(7):617–626, July 1970. Whereas there is
a canonical minimum-size equivalent to each deterministic FSA, there is no such equivalent to a
non-deterministic FSA. The authors propose the following technique which almost always does
the trick. The NDA is made deterministic using the subset algorithm, the deterministic automaton
is minimized to a unique DFA, and the smallest NDA is constructed that would lead to this DFA.
The last step is difficult and involves an “unsubset algorithm”.

506. Conway, John H. Regular Algebra and Finite Machines. Chapman and Hall, London, 1971. More theory of finite-state machines than you’d dreamed possible. 1. Theory of
experiments to tell two FS machines apart when viewed as black boxes. 2. Kleene’s algebras. 3.
Differential calculus of regular events (Brzozowski derivatives). 4. Factorization of transition matrices. 5. Context-free languages treated as equational systems; this yields an almost trivial proof
of Bar-Hillel et al.’s theorem [1420] that the intersection of a CF grammar and a FS automaton is
a CF grammar. 6. An algebra of commutative regular events. 7. Relations to Turing machines.

507. Hopcroft, J. E. An n log n algorithm for minimizing the states in a finite automaton.
In Z. Kohavi, editor, The Theory of Machines and Computations, pages 189–196.
Academic Press, New York, 1971. Uses bisection to improve the traditional state minimizing
algorithm.
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508. Zosel, M. E. A Formal Grammar for the Representation of Modes and its Application
to Algol 68. PhD thesis, Report TR 71-10-07, University of Washington, Computer
Science Group, Washigton, 1971. Modes (types) in ALGOL 68 are described by regular
expressions. A structural-equivalence algorithm is given.

509. Gries, David. Describing an algorithm by Hopcroft. Acta Inform., 2:97–109, 1973.
Comfortably paced top-down derivation of Hopcroft’s algorithm for the minimization of FS automata [507], providing the full algorithm + data structures. The mnlnn time bound, where m is
the number of different input tokens and n is the number of states, is rigorously proven.

510. DeRemer, Franklin L. Lexical analysis. In F.L. Bauer and J. Eickel, editors, Compiler
Construction: An Advanced Course, volume 21 of Lecture Notes in Computer Science,
pages 109–120. Springer-Verlag, Berlin, 1974. 1. General introduction to lexical analysers, hand-written and generated. 2. Simplification of the LR parser generator algorithm for the
case of non-self-embedding CF grammars (which is possible since those in fact generate regular
languages).

511. Aho, Alfred V. and Corasick, Margaret J. Efficient string matching: an aid to bibliographic search. Commun. ACM, 18(6):333–340, June 1975. A given string embedded in a
longer text is found by a very efficient FS automaton derived from that string.

512. Langendoen, D. Finite-state parsing of phrase-structure languages. Linguistic Inquiry,
6(4):533–554, 1975. See same paper [1279].
513. Krzemień, Roman and Łukasiewicz, Andrzej. Automatic generation of lexical analyzers in a compiler-compiler. Inform. Process. Lett., 4(6):165–168, March 1976. A
grammar is quasi-regular if it features left or right recursion only; such grammars generate regular
languages. A straightforward bottom-up algorithm is given to identify all quasi-regular subgrammars in a CF grammar, thus identifying its “lexical part”, the part that can be handled by a lexical
analyser in a compiler.

514. Boyer, Robert S. and Moore, J. Strother. A fast string searching algorithm. Commun.
ACM, 20(10):762–772, 1977. We want to find a string S of length l in a text T and start by
positioning S[1] at T [1]. Now suppose that T [l] does not occur in S; then we can shift S to T [l + 1]
without missing a match, and thus increase the speed of the search process. This principle can be
extended to blocks of more characters.

515. Veelenturf, L. P. J. Conversion of regular expressions into minimal state diagrams.
Digital Process, 3:105–120, 1977. From regular expression to minimal FSA, in a signal
processing setting. Note that the author use Λ for the empty sequence (string) and φ for the empty
set of strings (language).

516. Angluin, Dana. Finding patterns common to a set of strings. J. Comput. Syst. Sci.,
21(1):46–62, 1980.
517. Leiss, E. The complexity of restricted regular expressions and the synthesis problem
of finite automata. J. Comput. Syst. Sci., 23(3):348–354, Dec. 1981. Proves that there
are non-deterministic FS automata with n + 1 states that give rise to deterministic automata with
2n + 1 states, even after minimization.

518. Ostrand, Thomas J., Paull, Marvin C., and Weyuker, Elaine J. Parsing regular grammars with finite lookahead. Acta Inform., 16:125–138, 1981. Every regular (Type 3)
language can be recognized by a finite-state automaton without look-ahead, but such a device
is not sufficient to do parsing. For parsing, look-ahead is needed; if a regular grammar needs a
look-ahead of k tokens, it is called FL(k). FS grammars are either FL(k), FL(∞) or ambiguous; a
decision algorithm is described, which also determines the value of k, if appropriate.
A simple parsing algorithm is a FS automaton governed by a look-up table for each state, mapping look-aheads to new states. A second algorithm avoids these large tables by constructing the
relevant look-ahead sets on the fly.
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519. Berry, G. and Sethi, R. From regular expressions to deterministic automata. Theoret.
Comput. Sci., 48:117–126, 1986.
520. Heuring, V. P. The automatic generation of fast lexical analysers. Softw. Pract. Exper.,
16(9):801–808, 1986. The lexical analyser is not based directly on a FS automaton but has a
number of built-in analysers for, e.g., identifier, integer, string, which can be parameterized. The
lexical analyser is about 6 times faster than UNIX lex.

521. Karp, Richard M. and Rabin, Michael O. Efficient randomized pattern-matching
algorithms. IBM J. Research and Development, 31(2):249–260, 1987. We want to find
a string S of length l in a text T . First we choose a hash function H that assigns a large integer
to any string of length l and compute H(S) and H(T [1 · · · l]). If they are equal, we compare S and
T [1 · · · l]. If either fails we compute H(T [2 · · · l + 1]) and repeat the process. The trick is to choose
H so that H(T [p + 1 · · · p + l]) can be computed cheaply from H(T [p · · · p + l − 1]). Note that this
is not a FS algorithm but achieves a similar result.

522. Jones, Douglas W. How (not) to code a finite-state machine. ACM SIGPLAN Notices,
23(8):19–22, Aug. 1988. Small, well-structured and efficient code can be generated for a FS
machine by deriving a single deterministic regular expression from the FS machine and implementing this expression directly using while and repeat constructions.

523. Myers, E. W. and Miller, W. Approximate matching of regular expressions. Bull. Math.
Biology, 51:5–37, 1989.
524. Urbanek, Friedrich J. On minimizing finite automata. Bull. EATCS, 39:205–206,
1989.
525. Aho, A. V. Algorithms for finding patterns in strings. In J. van Leeuwen, editor,
Handbook of Theoretical Computer Science - Algorithms and Complexity, Vol. A, pages
255–300. Elsevier, Amsterdam, The Netherlands, 1990. Chapter 5 of the handbook. Encyclopedic article on the subject, covering the state of the art in:
single string matching:
brute-force
Karp-Rabin, caterpillar hash function
Knuth-Morris-Pratt, automaton, forward
Boyer-Moore, backward
multiple string matching:
Aho-Corasick
Commentz-Walter, best description around
regular expression matching:
Thompson NFSA construction
regular expression matching with variables:
proved NP-complete
longest common substring location:
longest path in matrix
McCreight suffix trees
giving a very readable account of each of them, often with proof and complexity analysis. Draws
amazing conclusions from Cook’s Theorem: “Every 2-way deterministic pushdown automaton
(2DPDA) language can be recognized in linear time on a random-access machine”.
The paper ends with 139 literature references.

526. Szafron, Duane and Ng, Randy. LexAGen: An interactive incremental scanner
generator. Softw. Pract. Exper., 20(5):459–483, May 1990. Extensive description of an
interactive generator for lexical analysers, in Smalltalk-80.

527. Kearns, Steven M. Extending regular expressions with context operators and parse
extraction. Softw. Pract. Exper., 21(8):787–804, 1991.
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528. Brüggemann-Klein, Anne. Deterministic regular languages. In 9th Annual Symposium on Theoretical Aspects of Computer Science, volume 577 of Lecture Notes in
Computer Science, pages 173–184. Springer Verlag, 1992.
529. Heering, J., Klint, P., and Rekers, J. Incremental generation of lexical scanners. ACM
Trans. Prog. Lang. Syst., 14(4):490–520, Oct. 1992.
530. Myers, Eugene W. A four russians algorithm for regular expression pattern matching.
J. ACM, 39(2):430–448, 1992.
531. Wu, Pei-Chi, Wang, Feng-Jian, and Young, Kai-Ru. Scanning regular languages by
dual finite automata. ACM SIGPLAN Notices, 27(4):12–16, April 1992.
532. Brüggemann-Klein, Anne. Regular expressions into finite automata. Theoret. Comput. Sci., 120:197–213, 1993. Presents faster algorithms for converting regular expressions
into finite state automata, based on extensive theory. The speed-up is achieved by economizing on
the merging of sets in the algorithm: all sets occurring in a merge are arranged so as to be disjoint,
so the merge can be implemented as a simple concatenation. This reduces the theoretical time
complexity from cubic to quadratic, or, when the regular expression is unambiguous, to linear.

533. Brüggemann-Klein, Anne. Formal Models in Document Processing. PhD thesis, Albert-Ludwigs-Universität zu Freiburg i.Br., Freiburg i.Br., 1993. Theory of 1unambiguity, a property of regular expressions and languages.

534. Nakata, Ikuo. Generation of pattern-matching algorithms by extended regular
expressions. Advances in Software Science and Technology, 5:1–9, 1993.
535. Antimirov, Valentin M. Partial derivatives of regular expressions and finite automata
constructions. In 12th Annual Symposium on Theoretical Aspects of Computer Science,
volume 900 of Lecture Notes in Computer Science, pages 455–466. Springer Verlag,
1995.
536. Nymeyer, Albert. Backtracking non-deterministic recognisers. J. Programming
Languages, 3:231–253, 1995. Extensive description with full code of a top-down interpreter
of the NFA corresponding to a regular expression. This avoids constructing the DFA and still has
reasonable performance.

537. Roche, Emmanuel. Factorization of finite-state transducers. Technical Report TR95-2, Mitsubishi Electric Research Laboratories, Cambridge, MA., Feb. 1995. A nondeterministic FSA F is decomposed into two deterministic ones by constructing a new graph
on the states of F, in which arcs are present between each pair of states that can be reached by
the same input string. This graph is then colored and the colors are considered new states. Two
new automata are constructed, one which leads from the states of F to colors and one which
leads from colors to states of F; they are constructed in such a way that they are deterministic.
The concatenation C of these automata is equivalent to F. Often C is smaller than the traditional
minimized deterministic equivalent of F, but of course it takes twice the time to do a transition.

538. Watson, Bruce W. A new regular grammar pattern matching algorithm. In Josep Díaz
and Maria Serna, editors, Algorithms: ESA ’96, Fourth Annual European Symposium,
volume 1136 of Lecture Notes in Computer Science, pages 364–377, Barcelona, Spain,
Sept. 1996. Springer. Careful derivation of an algorithm, which applies the Boyer-Moore
token-skipping technique [514] to regular expression matching.

539. Brüggemann-Klein, Anne and Wood, Derick. The validation of SGML content
models. Math. Comp. Modelling, 25(4):73–84, 1997. The checking of an SGML file
requires the construction of a FS automaton based on the document grammar. The paper gives
criteria such that the automaton can be constructed in linear time.
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540. Roche, Emmanuel. Parsing with finite-state transducers. In Emmanuel Roche and Yves
Schabes, editors, Finite-State Language Processing, pages 241–281. MIT Press, 1997.
Semantics is attached to the FSA which generates parse tree fragments (semantic hypotheses)
and other context information in a linguistic setting. This info can then be used by subsequent
transitions, even to suppress parse tree fragments. This allows preferring a frozen expression (“He
took a seat”) over the literal interpretation. The technique is shown through examples, first for CF
grammars and then for TAGs.

541. Roche, Emmanuel and Schabes, Yves. Finite-State Language Processing. MIT Press,
1997. Fifteen papers on the subject, most of them on the linguistic aspects. The others are
[1530, 540, 542], which see.

542. Tapanainen, Pasi. Applying a finite-state intersection grammar. In Emmanuel Roche
and Yves Schabes, editors, Finite-State Language Processing, pages 311–327. MIT
Press, 1997. A sentence in a natural language is represented as an FSA in which the words
are the nodes and the transitions are marked with the possible words types. To disambiguate the
word types, the FSA is intersected with many ( 1000) smaller and larger automata that incorporate
context restrictions of the language. Although the final result is independent of the order of these
intersections automata (IAs), it turns out that almost all orders produce one or more unacceptably
large intermediate results somewhere along the line. Several heuristics are suggested and examined to find a “safe” order. The best results were obtained by trying all IAs in R on copies of the
present FSA, where R is the set of IAs not yet applied, apply the IA that yields the smallest result,
remove it from R, and continue. But this requires O(|IA|2 ) intersections in total, so other, hybrid
schemes are also investigated.

543. Brüggemann-Klein, Anne and Wood, Derick. One-unambiguous regular languages.
Information and Computation, 140(2):229–253, 1998.
544. Larsen, Kim S. Regular expressions with nested levels of back referencing form a
hierarchy. Inform. Process. Lett., 65(4):169–172, 1998.
545. Myers, Eugene W., Oliva, Paulo, and Guimarães, Katia S. Reporting exact and approximate regular expression matches. In 9th Annual Symposium on Combinatorial
Pattern Matching CPM’98, volume 1448 of Lecture Notes in Computer Science, pages
91–103. Springer Verlag, 1998.
546. Dubé, Danny and Feeley, Marc. Efficiently building a parse tree from a regular
expression. Acta Inform., 37(2):121–144, 2000.
547. Hung, Ted and Rodger, Susan H. Increasing visualization and interaction in the automata theory course. ACM SIGCSE Bulletin, 32, 2000. Describes the tools JFLAP, which
performs operations on and visualizes finite-state automata, and Pâté, which does the same for
parse trees from arbitrary phrase structure grammars.

548. Laurikari, Ville. Efficient submatch addressing for regular expressions. Master’s thesis, Helsinki University of Technology, Helsinki, Nov. 2001. Gives a linear-time algorithm
for unambiguous substring parsing with a regular grammar, i.e., the algorithm returns a structured
match for a regular expression matching a segment of the input. Unambiguity is enforced by three
rules: longest possible match; longest possible subexpression match; and last possible match, in
this order. Each transition in the NFA is augmented with a “tag”, a variable which is set to the current input position when the transition is taken. A series of increasingly efficient but complicated
algorithms for simulating tagged NFAs is given. Next it is shown how the gathered information
can be used for creating a parse tree or to do approximate regular expression matching.
Chapters 4 and 5 report on the conversion of the tagged NFA to a tagged DFA, and on speed and
memory usage tests, in which the tagged DFA performs between reasonably and spectacularly
well.
Excellent description and analysis of previous papers on finite-state parsing.

642

18 Annotated Bibliography

18.1.8 General Books and Papers on Parsing
549. Floyd, Robert W. The syntax of programming languages: A survey. IEEE Trans. Electronic Comput., EC-13:346–353, 1964. Early analysis of the advantages of and problems
with the use of grammars for the specification of programming languages. Contains a bibliography of almost 100 entries.

550. Aho, Alfred V. and Ullman, Jeffrey D. The Theory of Parsing, Translation and Compiling: Volume I: Parsing. Prentice Hall, Englewood Cliffs, N.J., 1972. The book describes
the parts of formal languages and automata theory relevant to parsing in a strict mathematical
fashion. Since a considerable part of the pertinent theory of parsing had already been developed
in 1972, the book is still reasonably up to date and is a veritable trove of definitions, theorems,
lemmata and proofs.
The required mathematical apparatus is first introduced, followed by a survey of compiler construction and by properties of formal languages. The rest of the book confines itself to CF and
regular languages.
General parsing methods are treated in full: backtracking top-down and bottom-up, CYK and Earley. Directional non-backtracking methods are explained in detail, including general LL(k), LC(k)
and LR(k), precedence parsing and various other approaches. A last chapter treats several nongrammatical methods for language specification and parsing.
Many practical matters concerning parser construction are treated in volume II, where the theoretical aspects of practical parser construction are covered; recursive descent is not mentioned,
though.

551. Aho, Alfred V. and Ullman, Jeffrey D. The Theory of Parsing, Translation and Compiling: Volume II: Compiling. Prentice-Hall, Inc., Englewood Cliffs, N.J., 1973. In spite
of the subtitle of the volume, the first 180 pages are a continuation of volume I and are concerned
with parsing. Precedence functions, BRC, LR(k), parsing automata and the underlying theory of
deterministic parsing are treated in detail. Like volume I, even after so many years the book has
lost nothing of its original freshness.

552. Weingarten, Frederick W. Translation of Computer Languages. Holden-Day, San
Francisco, Calif., 1973. Describes some parsing techniques in an clear and easy style. The

coverage of subjects is rather eclectic. A full backtracking top-down parser for ε-free non-leftrecursive grammars and a full backtracking bottom-up parser for ε-free grammars are described.
The author does not explicitly forbid ε-rules, but his internal representation of grammar rules
cannot represent them. The Earley parser is described well, with an elaborate example. For lineartime parsers, bounded-right-context and precedence are treated; a table-construction algorithm is
given for precedence but not for bounded-right-context. LR(k) is vaguely mentioned, LL(k) not
at all. Good additional reading. Contains many algorithms and flowcharts similar to Cohen and
Gotlieb [1074].

553. Backhouse, Roland C. Syntax of Programming Languages. Prentice Hall, London,
1979. Grammars are considered in depth, as far as they are relevant to programming languages.
FS automata and the parsing techniques LL and LR are treated in detail, and supported by lots of
well-explained math. Often complete and efficient algorithms are given in Pascal. Much attention
is paid to error recovery and repair, especially to least-cost repairs and locally optimal repairs.
Definitely recommended for further reading.

554. Nijholt, Anton. Parsing strategies: A concise survey. In J. Gruska and M. Chytil,
editors, Mathematical Foundations of Computer Science, volume 118 of Lecture Notes
in Computer Science, pages 103–120. Springer-Verlag, Berlin, 1981. The context-free
parser and language field is surveyed in terse prose. Highly informative to the connoisseur.

555. Nijholt, Anton. Deterministic top-down and bottom-up parsing: Historical notes and
bibliographies. Technical report, Mathematisch Centrum, Amsterdam, 1983. Over a
1000 references about LL(k), LR(k) and precedence parsing, with short histories and surveys of
the three methods.

18.1 Major Parsing Subjects

643

556. Barrett, William A., Bates, Rodney M., Gustafson, David A., and Couch, John D.
Compiler Construction: Theory and Practice. Science Research Associates, Chicago,
1986. A considerable part (about 50%) of the book is concerned with parsing; formal language
theory, finite-state automata, top-down en bottom-up parsing and error recovery are covered in
very readable chapters. Only those theorems are treated that relate directly to actual parsing; proofs
are quite understandable. The book ends with an annotated bibliography of almost 200 entries, on
parsing and other aspects of compiler construction.

557. Nijholt, Anton. Computers and Languages: Theory and Practice. Studies in Computer
Science and Artificial Intelligence, 4. North-Holland, Amsterdam, 1988. Treats in narrative form computers, natural and computer languages, and artificial intelligence, their essentials,
history and interrelationships; for the sophisticated layperson. The account is interspersed with
highly critical assessments of the influence of the military on computers and artificial intelligence.
Much global information, little technical detail; treats parsing in breadth but not in depth.

558. Sippu, Seppo and Soisalon-Soininen, Eljas. Parsing Theory, Volume I: Languages
and Parsing. EATCS Monographs on Theoretical Computer Science. Springer Verlag,
Berlin, 1988. The theory behind parsing is treated in an evenly-paced exposition that is never
more difficult than is necessary. Includes exercises.

559. Grune, Dick and Jacobs, Ceriel J. H. Parsing Techniques: a Practical Guide. Ellis
Horwood, Chichester, 1990. Full, informal coverage of the field of parsing, plus an informal
introduction to grammars, Type 0 to Type 4. Bibliography of over 400 classified annotated entries.

560. Sippu, Seppo and Soisalon-Soininen, Eljas. Parsing Theory, Volume II: LL(k) and
LR(k) Parsing. EATCS Monographs on Theoretical Computer Science. SpringerVerlag, Berlin, 1990. Dedicated exclusively to LL and LR methods. It is unusual in that it
first treats LR and then treats LL in exactly the same fashion. This has the advantage that it brings
out the dualism between the two methods, which reveals the existence of LALL(k) parsing, but
it turns LL parsing into a difficult subject. And, surprisingly, it does not make the proof that any
LL(k) grammar is an LR(k) grammar easier.

561. Tomita, Masaru. Current Issues in Parsing Technology. Kluwer Academic Publ.,
Boston, 1991. Collection of 18 papers from the International Workshop on Parsing Technologies
IWPT-89.

562. Leermakers, R. The Functional Treatment of Parsing. Kluwer Academic Publishers,
1993. Parsing for the mathematically inclined, based on a formalism of the author’s own creation.
In fact the author proposes what seems to be a calculus for parsers: basic parsing problems are cast
in the formalism, computations are performed on these formulas, and we arrive at new formulas
that translate back into actual parsers, for example Earley or recursive ascent LR. These parsers
have the form of functional programs.
The book contains a two-chapter introduction to the formalism, followed by chapters on applications to recursive descent, recursive ascent, parse forests, LR parsing, grammar transformations
and attribute grammars. Some philosophical notes on these and other subjects end the book. The
text is written in a deceptively simple but very clear prose, interleaved with considerable stretches
of formulas.
The formalism has a high threshold, and requires considerable mathematical sophistication (Lambek types, etc.); but it has the clear and redeeming advantage that it is functional (excuse the pun):
it allows actual computations to be performed and is not just an exposition aid.
For a review, see Schabes [565]. For an implementation see Sperber and Thiemann [1180].

563. Sikkel, Klaas. Parsing Schemata. PhD thesis, University of Twente, 1993. Same as
[567].

564. Nederhof, M.-J. Linguistic Parsing and Program Transformation. PhD thesis,
Katholieke Universiteit Nijmegen, Nijmegen, 1994. Contains in coherent chapter form
versions of the following papers: “Generalized left-corner parsing” [592], “An Optimal Tabular
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Parsing Algorithm” [113], “Increasing the Applicability of LR Parsing” [362], and “Top-Down
Parsing for Left-Recursive Grammars” [403], preceded by an introduction to parsing, and followed by a chapter on attribute propagation, and one on a grammar workbench.

565. Schabes, Yves. The functional treatment of parsing: Book review. Computational
Linguistics, 21(1):112–115, 1995. Review of Leermakers [562]. Praises the approach and the
courage. Criticizes the unusual formalism and some of the complexity analysis.

566. Bunt, Harry and Tomita, Masaru. Recent Advances in Parsing Technology. Text,
speech and language technology; vol. 1. Kluwer Academic Publishers, Dordrecht,
1996. Collection of 20 papers from the Third International Workshop on Parsing Technologies
IWPT’93.

567. Sikkel, K. Parsing Schemata. Springer Verlag, 1996. Describes the primordial soup algorithm: the soup initially contains all grammar rules and all rules of the form A → t i for all ti in the
input; both are in effect parse tree fragments. During stewing fragments are combined according
to obvious rules, until all possible combinations have been formed. Then the complete parse trees
float to the surface.
The rules of this algorithm, which is actually a transitive closure algorithm, are then formalized
into sets of inference rules geared to parsing, called parsing schemata. These are then specialized
to form many existing parsing methods and some new ones, including predictive head-corner parsing [639]) and a parallel bottom-up GLR parser [720]. All this is supported by great mathematical
rigor, but enough diagrams and examples are given to keep it readable.

18.2 Advanced Parsing Subjects
18.2.1 Generalized Deterministic Parsing
568. Lang, Bernard. Deterministic techniques for efficient non-deterministic parsers. In
J. Loeckx, editor, Automata, Languages and Programming, volume 14 of Lecture Notes
in Computer Science, pages 255–269. Springer-Verlag, Berlin, 1974. Explores the theoretical properties of doing breadth-first search to resolve the non-determinism in a bottom-up
automaton with conflicts. See Tomita [569, 570, 571] for a practical realization.

569. Tomita, Masaru. LR parsers for natural languages. In 10th International Conference
on Computational Linguistics, pages 354–357. ACL, 1984. Two detailed examples of
GLR parsing, on two English sentences. The parser features equal state combination, but no equal
stack combination.

570. Tomita, Masaru. An efficient context-free parsing algorithm for natural languages. In
International Joint Conference on Artificial Intelligence, pages 756–764, 1985. Explains
GLR parsing in three steps: using stack lists, in which each concurrent LR parser has its own
private stack; using tree-structured stacks, in which equal top states are combined yielding a forest
of trees; and using the full graph-structured stacks. Also points out the defect in Earley’s parse
forest representation (Earley [46]), and shows that repairing it causes the algorithm to require
more than O(n3 ) space on highly ambiguous grammars.

571. Tomita, Masaru. Efficient Parsing for Natural Language. Kluwer Academic
Publishers, Boston, 1986. Tomita describes an efficient parsing algorithm to be used in a
“natural-language setting”: input strings of some tens of words and considerable but not pathological ambiguity. The algorithm is essentially LR, starting parallel parses when an ambiguity is
found in the LR-table. Full examples are given of handling ambiguities, lexical elements with
multiple meanings and unknown lexical elements.
The algorithm is compared extensively to Earley’s algorithm by measurement and it is found to
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be consistently five to ten times faster than the latter, in the domain for which it is intended. Earley’s algorithm is better in pathological cases; Tomita’s fails on unbounded ambiguity. No time
bounds are given explicitly, but graphs show a behavior better than O(n3 ). Bouckaert, Pirotte and
Snelling’s algorithm [59]) is shown to be between Earley’s and Tomita’s in speed.
MacLisp programs of the various algorithms are given and the application in the Nishida and
Doshita Machine Translation System is described.
For a review see Bańko [574].

572. Tomita, Masaru. An efficient word lattice parsing algorithm for continuous speech
recognition. In IEEE International Conference on Acoustics, Speech, and Signal
Processing, volume 3, pages 1569–1572, Tokyo, 1986. A “word hypothesizer” is an electronic tool which recognizes words in continuous speech; a hypothesized word is yielded digitally
as a triple of a start time, the word identifier, and the end time. Words can overlap and one word
can include another; together they form the lattice produced from the utterance. Tomita’s algorithm is modified in a straightforward way to parse such lattices. The bulk of the paper is a large
example; the algorithm is not really explained.

573. Tomita, Masaru. An efficient augmented-context-free parsing algorithm. Am. J. Computational Linguistics, 13(1-2):31–46, Jan. 1987. Tomita’s parser [571] is extended with
Boolean functions for the non-terminals that decide if a proposed reduce is applicable given the
context. A method for deriving these functions in Lisp from more abstract specifications is given.

574. Bańko, Mirosław. Efficient parsing for natural language: Book review. Computational
Linguistics, 14(2):80–81, 1988. Two-column summary of Tomita’s book [571].
575. Billot, Sylvie and Lang, Bernard. The structure of shared forests in ambiguous parsing.
In 27th Annual Meeting of the Association for Computational Linguistics, pages 143–
151, June 1989. A parse forest resulting from parsing can be represented very conveniently
by a grammar; subtrees are shared because they are represented by the same non-terminal. If the
grammar is in 2-form (Sheil [64]), its size is O(n3 ), which is satisfactory.
To investigate this representation with various parsing schemes, the PDT interpreter of Lang [648]
is implemented and LR(0), LR(1), LALR(1), LALR(2), weak precedence, and LL(0) transducers
for some simple grammars are compared using it. A general observation is that parsers with great
resolution power perform worse than weak precedence, because the overspecificness of the context
prevents useful sharing of subtrees.

576. Tomita’s Algorithm: Extensions and Applications (TWLT1), Memoranda Informatica
in Twente Workshops on Language Technology, Enschede, the Netherlands, 1991.
Unversity of Twente. Eight papers + introduction on Tomita’s algorithm.
577. Johnson, M. The computational complexity of GLR parsing. In M. Tomita, editor,
Generalized LR Parsing, pages 35–42. Kluwer Academic Publishers, Boston, 1991.
Proves that a GLR parser can require any kind of polynomial time but not exponential time.

578. Kipps, James R. GLR parsing in time O(n3 ). In M. Tomita, editor, Generalized LR
Parsing, pages 43–59. Kluwer Academic Publishers, Boston, 1991. Proves that the original GLR algorithm costs O(nk+1 ) for grammars with rules of maximum length k. Identifies as
cause of this complexity the searching of the graph-structured stack(GSS) during reduces. This
process can take O(il ) actions at position i for a reduce of length l; worst case it has to be done for
each input position, hence the O(nk+1 ). The paper describes a memoization technique that stores
for each node in the GSS and each distance 1 ≤ p ≤ k all nodes at distance p in an ancestors table
; this makes reduction O(1), and when done cleverly the ancestors table can fully replace the GSS.
Building the ancestors table costs O(i2 ) regardless of the grammar, hence the overall O(n3 ). For
almost all grammars, however, the original algorithm is faster.
Contains explicit code for the original and the improved GLR algorithm.

579. Lankhorst, Marc. An empirical comparison of generalized LR tables. In R. Heemels,
A. Nijholt, and K. Sikkel, editors, Tomita’s Algorithm: Extensions and Applica-

646

18 Annotated Bibliography
tions (TWLT1), number 91-68 in Memoranda Informatica in Twente Workshops on
Language Technology, pages 87–93, Enschede, the Netherlands, 1991. Unversity of
Twente. Lots of bar graphs, showing that as far as speed is concerned, LALR(1) wins by perhaps
5-10% over LR(0) and SLR(1), but that LR(1) is definitely worse. The reason is the large number
of states, which reduces the number of common stack suffixes to be combined. In the end, the
much simpler LR(0) is only a few percent sub-optimal.

580. Malone, Stuart and Felshin, Sue. GLR parsing for erroneous input. In M. Tomita,
editor, Generalized LR Parsing, pages 129–139. Kluwer Academic Publishers, Boston,
1991. Several error detection heuristics for natural language, without much relation to GLR
parsing.

581. Nozohoor-Farshi, R. GLR parsing for ε-grammars. In M. Tomita, editor, Generalized
LR Parsing, pages 61–75. Kluwer Academic Publishers, Boston, 1991. Shows that
Tomita’s algorithm [571] loops on grammars with hidden left recursion where the left recursion
can be hidden by unbounded many εs. Remedies this by constructing and pushing on the stack an
FSA representing the unbounded string of εs, with its proper syntactic structure. This also happens to make the parser impervious to loops in the grammar, thus achieving full coverage of the
CF grammars.

582. Piastra, Marco and Bolognesi, Roberto. An efficient context-free parsing algorithm
with semantic actions. In Trends in Artificial Intelligence, volume 549 of Lecture Notes
in Artificial Intelligence, pages 271–280. Springer-Verlag, Oct. 1991. A simple condition
is imposed on the unit and ε-rules of a grammar, which controls the reductions in a reduce/reduce
conflict in a GLR parser. The result is that the reductions can be done so that multiple values result
for locally ambiguous segments of the input, and common stack suffixes can still be combined as
usual.

583. Rekers, J. Generalized LR parsing for general context-free grammars. Technical Report CS-R9153, CWI, Amsterdam, 1991. Extensive pictorial explanation of the GLR algorithm, including parse forest construction, with full algorithms in a clear pseudo-code. The GLR
parser in compiled LeLisp is 3 times slower than yacc on Pascal programs; the Earley parser
drowned in garbage collection. On the other hand, Earley wins over GLR on highly ambiguous
grammars.

584. Schabes, Y. Polynomial time and space shift-reduce parsing of arbitrary context-free
grammars. In 29th Annual Meeting of the Association for Computational Linguistics,
pages 106–113, June 1991. A special kind of LR(0) table is presented, in which each state
contains exactly one kernel item. This table is then used for GLR parsing, and the author proves
that the resulting GLR parser has cubic time complexity. Full algorithms given.

585. Shann, Patrick. Experiments with GLR and chart parsing. In M. Tomita, editor,
Generalized LR Parsing, pages 17–34. Kluwer Academic Publishers, Boston, 1991.
Several varieties of chart parsers are compared with GLR parsing on several linguistic problems.
The topmost two places are occupied by GLR parsing and LC chart parsing with top-down filtering, with GLR usually winning marginally.

586. Tomita, Masaru and Ng, See-Kiong. The generalized LR parsing algorithm. In Masaru
Tomita, editor, Generalized LR Parsing, pages 1–16. Kluwer Academic Publishers,
Boston, 1991. Extensive explanation of but no code for the GLR algorithm.
587. Tomita, Masaru. Generalized LR Parsing. Kluwer Academic Publishers, Boston, 1991.
Eleven papers on GLR parsing: description, 3 on details, 2 on alternative implementations and 5
on application. For a book review see Satta [589].

588. Jones, Eric K. and Miller, Linton M. Eager GLR parsing. In First Australian Workshop on Natural Language Processing and Information Retrieval, 1992. Head-corner
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information is attached to the grammar, and the moment the head B in an item A → αB•β is recognized in a GLR parser, the full reduction is performed, and the part β is predicted. It is hoped
that this releases semantic information that can help restricting further parsing, and it is hoped that
it saves more than it costs. Experiments indicate that it sometimes does and sometimes doesn’t.
Good detailed example, but no explicit algorithm.

589. Satta, Giorgio. Generalized LR parsing: Book review. Computational Linguistics,
18(3):377–381, 1992. Review of the book “Generalized LR Parsing” by Tomita [587]; mainly
criticizes details and lack of comparison with related work.

590. Deudekom, A. van and Kooiman, P. Top-down non-correcting error recovery in LLgen.
Technical Report IR 338, Vrije Universiteit, Faculteit Wiskunde en Informatica, Amsterdam, Oct. 1993. Describes the implementation of a Richter-style [988] error recovery mechanism in LLgen, an LL(1) parser generator, using a Generalized LL parser. The parser uses a
reversed tree with loops as the data structure to store the predictions.
The error-recovering parser is an add-on feature and is activated only when an error has been
found. It has to work with a grammar for suffixes of the original language, for which the LL(1)
parser generator has no parse tables. So the parser uses the FIRST and FOLLOW sets only. Full
algorithms are described.
A specialized garbage collector for the particular data structure was designed by Wattel and is
described in the report. Its activation costs about 10% computing time, but saves large amounts of
memory. Efficiency measurements are provided.
See [1017] for the error-handling part.

591. Merrill, G. H. Parsing non-LR(k) grammars with yacc. Softw. Pract. Exper.,
23(8):829–850, 1993. This is generalized LR by depth-first rather than breadth-first search.
LR conflicts in the Berkeley LALR(1) parser byacc are solved by recursively starting a subparser
for each possibility. These parsers run in “trial mode”, which means that all semantic actions except those specifically marked for trial are suppressed. Once the right path has been found, normal
parsing continues along it. The design process and the required modifications to byacc, the lexical
analyser, and the input grammar are described in detail.

592. Nederhof, Mark-Jan. Generalized left-corner parsing. In Sixth Conference of the European Chapter of the Association for Computational Linguistics, pages 305–314, April
1993. A non-deterministic LC parser is extended to generalized parsing. This requires three problems to be solved to avoid non-termination: cycles, hidden left recursion, and ε-subtrees, subtrees
that just produce ε. The hidden left recursion problem is solved by performing LC actions for any
*
rule A → µBβ when µ→ε;
cycles are handled by creating loops in the parse tree under construction; and all empty subtrees are computed in advance. A special packing of the parse forest brings
down the time and space complexity from O(n p+1 ) where p is the length of the longest RHS to
O(n3 ).
Note that this technique is unrelated to the Generalized Left-Corner Parsing of Demers [388].
See also Chapter 2 of Nederhof’s thesis [564].

593. Oude Luttighuis, P. and Sikkel, K. Generalized LR parsing and attribute evaluation.
In Third International Workshop on Parsing Technologies, pages 219–233, Aug. 1993.
594. Vosse, T. Robust GLR parsing for grammar-based spelling correction. In K. Sikkel and
A. Nijholt, editors, Sixth Twente Workshop on Language Technology, pages 169–181.
University of Twente, 1993.
595. Shaban, Marwan. A hybrid GLR algorithm for parsing with epsilon grammars. Technical Report BU-CS 1994-004, Computer Science Department, Boston University,
March 22, 1994. The provisions present in the original Tomita parser [571]for creating parse

trees in the presence of ε-rules are removed, resulting in a parser that can non longer handle εrules. That capacity is then restored by adding the Nozohoor-Farshi ε-handling system, resulting
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in a simpler recognizer and parse tree generator. Fairly explicit code given, partly in pseudo-code,
partly in Lisp.

596. Shaban, Marwan. Structure sharing in a GB parser. Technical Report BU-CS 94-005,
CS Dept., Boston University, Boston, Mass., March 1994. Implementation of shared parse
forests with attributes based on a graph-structured stack.

597. Lee, Yong-Seok, Aoe, Jun-Ichi, and Tomabechi, Hideto. A shift-first strategy for interleaved LR parsing. Inform. Sci., 84(1-2):1–14, 1995. An interleaved LR parser is a GLR
parser in which the GLR decisions are interleaved with semantic decisions, to reduce fan-out. The
paper examines the consequences of always doing a shift in a shift/reduce conflict. To preserve the
full GLR power, the shifted token is tagged with the ignored reduce action. Upon further reductions several cases arise, which are covered in detail. An example from natural language parsing
is given. For this to work, the grammar has to be in shift-first form. Any CF grammar can be
converted to shift-first. Advantages: 1. speed-up roughly proportional to the number or original
shift-reduce conflicts; 2. easier incorporation of semantic knowledge.

598. Lavie, Aaron and Tomita, Masaru. GLR* : An efficient noise-skipping parsing algorithm for context-free grammars. In Harry Bunt and Masaru Tomita, editors, Recent
Advances in Parsing Technology, pages 183–200. Kluwer Academic Publishers, Dordrecht, 1996. The GLR* parser finds the longest subsequence of the input that is in the language;
it does supersequence parsing. At each input token shifts are performed from all states that allow
it; this implements skipping arbitrary segments of the input. A grading function is then used to
weed out unwanted parsings. The algorithm has exponential complexity; to counteract this, the
number of skipping shifts per token can be limited; a limit of 5 to 10 gives good results.

599. Nederhof, M.-J. and Satta, G. Efficient tabular LR parsing. In 34th Annual Meeting of the Association for Computational Linguistics, pages 239–246. Association for
Computational Linguistics, 1996. Replaces the graph-structured stack of GLR parsing by the
triangular table of CYK parsing, thus gaining efficiency and simplicity. The algorithm requires
the grammar to be in “binary” form, which is Chomsky Normal form plus ε-rules. Explains how
the very simple PDA used, among others, by Lang [648] can be obtained from the LR(0) table.

600. Visser, Eelco. Scannerless generalized LR parsing. Technical Report P9707,
Universiteit van Amsterdam, Amsterdam, 1997. Shows how the exclusion rules and adjacency restrictions of Salomon and Cormack [632] (called here “reject productions” and “follow
restrictions”) can be incorporated into GLR parsing.

601. Alonso Pardo, M. A., Cabrero Souto, D., and Vilares Ferro, M. Construction of efficient generalized LR parsers. In Derick Wood and Sheng Yu, editors, Second International Workshop on Implementing Automata, volume 1436 of Lecture Notes in
Computer Science, pages 7–24, Berlin, 1998. Springer-Verlag. Systematic derivation of
an O(n3 ) GLR parsing algorithm from the Earley parser. First the Earley parser is rewritten as
a dynamic programming algorithm. Next the Earley sets are compiled into sets of LR(0) states.
Then look-ahead is introduced leading to LR(1) states, which are then combined into LALR(1)
states. And finally implicit binarization is used to achieve the O(n3 ) complexity. The resulting
parser consists of a considerable number of set definitions. It is about 5 times faster than the GLR
parser from Rekers [583].

602. Aycock, John and Horspool, R. Nigel. Faster generalized LR parsing. In Compiler
Construction: 8th International Conference, CC’99, volume 1575 of Lecture Notes in
Computer Science, pages 32–46, Berlin, 1999. Springer Verlag. The stack is needed only
for non-left recursion in an LR parser; everything else can be done by a DFA on the top of the
stack. Recursion points (called “limit points” in the paper) are identified in the grammar using a
heuristic form of the feedback arc set (FAS) algorithm. The grammar is broken at those points;
this yields a regular grammar for which a DFA is constructed. Only when the DFA reaches a limit
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point, stack actions are initiated. The resulting very fast LR parser is used as a basis for a GLR
parser. See also Aycock et al. [605].

603. Jonge, M. de, Kuipers, T., and Visser, J. HASDF: A generalized LR-parser generator for Haskell. Technical Report SEN-R9902, CWI - Centrum voor Wiskunde en
Informatica, Amsterdam, Jan. 1999. HASDF is a syntax description language. The generator converts it into a set of Haskell type definitions and two functions, parse and unparse in
Haskell. Actually the functions immediately call the corresponding routines from the ASF+SDF
system of P. Klint, so the parser is not explained. This approach allows general CF parsers to be
generated in a functional-programming environment, and can serve as a stepping stone to further
development.
Like ASF+SDF, HASDF separates syntax and semantics rigorously, and the authors take great
pains to defend this decision. A “pure” syntax description can be used for more than parsing
alone: it can serve as a basis for an unparser, a syntax editor, a pretty-printer, etc.

604. Scott, Elizabeth, Johnstone, Adrian, and Hussain, Shamsa Sadaf. Tomita-style generalised LR parsers. Technical report, Royal Holloway, University of London, London,
Dec. 2000. GLR parsers are bothered by nullable non-terminals at the beginning and end of a
rule; those at the beginning cause errors when they hide left recursion; those at the end cause gross
inefficiencies. The Generalized Reduction-Modified LR parser GRMLR solves the first problem
by using an improved version of Nozohoor-Farshi’s solution [581]. It solves the second problem
by using an item A → α•β as a reduce item when β is nullable; a rule A → αβ with β nullable is
called right-nullable.
For grammars that exhibit these problems a gain of roughly 30% is obtained. Full algorithm and
correctness proof given.

605. Aycock, John, Horspool, R. Nigel, Janoušek, Jan, and Melichar, Bořivoj. Even faster
generalized LR parsing. Acta Inform., 37(9):633–651, 2001. Actions on the graphstructured stack are the most expensive items in generalized LR parsing and the fewer are required the better. For grammars without right recursion or hidden left recursion the stack actions
between two shifts can be combined into two batches, a pop sequence and a push sequence. The
optimization saves between 70% (for an unambiguous grammar) and 90% (for a highly ambiguous
grammar) on processing time.

606. Fortes Gálvez, José, Farré, Jacques, and Aguiar, Miguel Ángel Pérez. Practical nondeterministic DR(k) parsing on graph-structured stack. In Computational Linguistics
and Intelligent Text Processing, volume 2004 of Lecture Notes in Computer Science,
pages 411–422. Springer Verlag, 2001. Generalized DR parsing. Applying the LR-to-DR
table conversion of [367] does not work if the LR table has multiple entries, so a direct DR table
construction algorithm is presented, which is capable of producing a non-deterministic DR table.
A GSS algorithm using this table is described. Explicit algorithms are given.

607. Brand, Mark G. J. van den, Scheerder, Jeroen, Vinju, Jurgen J., and Visser, Eelco. Disambiguation filters for scannerless generalized LR parsers. In Compiler Construction,
volume 2304 of Lecture Notes in Computer Science, pages 143–158, Berlin, 2002.
Springer Verlag. In the parsing of legacy and present-day software code it is advantageous to
combine lexical and syntax analysis in one grammar, which specifies the permissible program
texts on the character level, including white space and comments. This grammar requires full CF
parsing and is by itself ambiguous. Full CF parsing is supplied by a generalized modified SLR
parser; disambiguation is achieved by having the user supply disambiguating filters on the grammar.
Four types of filters have been found adequate: follow restrictions, which restrict the character set
that may follow a given production; reject productions, which specify inadmissible productions
of given non-terminals; priority and associativity rules, which help implement arithmetic expressions; and preference and avoidance attributes, associated with production rules.
The SLR(1) automaton used differs from the classical SLR(1) one in that the arrows connecting
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the states are labeled with terminals and production rules rather than with terminals and nonterminals, and that different items of the same non-terminal N can have different look-ahead sets
(all subsets of FOLLOW(N) of course). This arrangement allows follow restrictions and priority
and associativity rules to be implemented conveniently. Rejected productions can be recognized
and removed during parsing. The preference and avoidance attributes are implemented in a postparsing scan.

608. Johnstone, Adrian and Scott, Elizabeth. Generalised reduction modified LR parsing
for domain specific language prototyping. In 35th Hawaii International Conference on
System Sciences, page 282. IEEE, 2002. Summary of Scott et al. [604].
609. Johnstone, Adrian and Scott, Elizabeth. Generalised regular parsers. In Compiler
Construction: 12th International Conference, CC’03, volume 2622 of Lecture Notes in
Computer Science, pages 232–246. Springer Verlag, 2003. The grammar is decomposed
into a regular grammar and a set of recursive grammars as follows. All derivations of the form
*
A→αAβ
with α and β not empty are blocked by replacing the A in the right-hand side of a rule
involved in this derivation by a special symbol A⊥ . This yields the regular grammar; it is transformed into an NFA whose arcs are labeled with terminals, left- or right-recursive rule numbers
R n, or ε; this is a Reduction Incorporated Automaton (RIA). Next a Recursive Call Automaton
(RCA) is constructed for each thus suppressed A. Each such automaton is then connected to the
NFA by transitions marked with push(A) and pop, in a way similar to that of ATNs. Finally the
εs are removed using the subset algorithm; any other non-determinism remains. The resulting
automaton is grafted on a graph-structured stack in GLR fashion. When the automaton meets a
push(A) transition, return info is stacked and the automaton proceeds to recognize an A; upon pop
it returns.
The resulting parser operates with a minimum of stack operations, and with zero stack operations
for almost all CF grammars that define a regular language. For proofs, etc. see Scott and Johnstone
[611].

610. Scott, E., Johnstone, A., and Economopoulos, G. R. BRN-table based GLR parsers.
Technical Report CSD-TR-03-06, CS Dept., Royal Holloway, University of London,
London, July 2003. After a detailed informal and formal description of the GRMLR parser
[604], called “RNGLR” for “right-nullable GLR” here, the notion “binary right-nullable”, or
BRN, is introduced, for the purpose of making the GLR parser run in O(n3 ) on all grammars.
In BRN the LR(1) table is modified so that each reduction grabs at most 2 stack elements. This
makes the GLR parser react as if the longest right-hand side is at most 2 long, and since GLR
parsing is O(nk+1 ), where k is the length of the longest right-hand side, O(n3 ) complexity results.
Many examples, many pictures, much explicit code, many proofs, extensive complexity results,
many of them in closed formula forms, etc. With so many goodies it lacks an index.

611. Scott, Elizabeth and Johnstone, Adrian. Table based parsers with reduced stack
activity. Technical Report CSD-TR-02-08, CS Dept., Royal Holloway, University of
London, London, May 2003. Proofs, examples and background information for Johnstone and
Scott [609].

612. Johnstone, Adrian, Scott, Elizabeth, and Economopoulos, Giorgios R. Generalised
parsing: Some costs. In Compiler Construction: 13th International Conf. CC’2004,
volume 2985 of Lecture Notes in Computer Science, pages 89–103, Berlin, 2004.
Springer-Verlag. Several GLR techniques are compared experimentally and the effects found
are discussed. The answers depend on many factors, including available memory size; for presentday grammars and machines RNGLR is a good choice.

613. Scott, Elizabeth and Johnstone, Adrian. Reducing non-determinism in right nulled
GLR parsers. Acta Inform., 40(6-7):459–489, 2004. Application of right-nulled (RN)
LR(1) parsers (Scott [378, 604]) to GLR parsing, resulting in RNGLR parsing.
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614. Johnstone, Adrian and Scott, Elizabeth. Recursion engineering for reduction incorporated parsers. Electr. Notes Theor. Comput. Sci., 141(4):143–160, 2005. Reductionincorporated parsers require the grammar to be split in a regular part and a set of recursive nonterminals, where we want the regular part to be large and the recursive part to be small. We can
make the regular part larger and larger by substituting out more and more non-terminals. The tables that correspond to optimum parsing speed can be enormous, and trade-offs have to be made.
Heuristics, profiling, and manual intervention are considered, the latter based on the visualization
tool VCG.

615. Li, Miao, Wei, ZhiGuo, Zhang, Jian, and Hu, ZeLin. Improved GLR parsing algorithm.
In Advances in Intelligent Computing, ICIC’05, Part II, volume 3645 of Lecture Notes
in Computer Science, pages 169–178. Springer Verlag, 2005. A Java implementation of
GLR is described, with four optimizations for speed: use of LALR(1) instead of LR(0); use of
optional conflict resolvers; detection of simple GSS configurations to do simple shift or reduce;
use of a hash table to find stack top nodes that require attention. The parser is 2 to 5 times slower
than an LALR parser.

616. Scott, Elizabeth and Johnstone, Adrian. Generalised bottom up parsers with reduced
stack activity. Computer J., 48(5):565–587, 2005. The Reduction Incorporated (RI) technique from Johnstone and Scott [609] and Scott and Johnstone [611] is incorporated in a tabledriven bottom-up parser, yielding a “shared packed parse forest” (SPPF). Run-time data structures
can be an order of magnitude or more smaller than those of a GSS implementation. Extensive implementation code, proofs of correctness, efficiency analyses.

617. Johnstone, Adrian, Scott, Elizabeth, and Economopoulos, Giorgios R. Evaluating
GLR parsing algorithms. Sci. Comput. Progr., 61(3):228–244, 2006. A clear exposition
of two improvements of Nozohoor-Farshi’s modification [581] to Tomita’s algorithm, the Right
Nulled GLR (RNGLR) algorithm [610], and the Binary Right Nulled GLR (BRNGLR) algorithm
[610] is followed by an extensive comparison of these methods, using LR(0), SLR(1) and LR(1)
tables for grammars for C, Pascal and Cobol. The conclusion is that Right Nulled GLR (RNGLR)
with an SLR(1) table performs adequately except in bizarre cases.

618. Scott, Elizabeth and Johnstone, Adrian. Right nulled GLR parsers. ACM Trans. Prog.
Lang. Syst., 28(4):577–618, 2006. After a 9 page(!) history of parsing since the time that
the parsing problem was considered solved (mid-1970s), the principles of GLR parsing and rightnulled LR(1) (RN) parsing (Scott [378, 604]) are explained and combined in the RNGLR algorithm. The resulting recognizer is then extended to produce parse trees. Depending on the nature
of the grammar, using right-nulled LR(1) can help considerably: on one grammar RNGLR visits
only 25% of the edges visited by the standard GLR algorithm. Extensive implementation code,
proofs of correctness, efficiency analyses.

18.2.2 Non-Canonical Parsing
This section covers the bottom-up non-canonical methods; the top-down ones (LC,
etc.) are collected in (Web)Section 18.1.5.
619. Floyd, Robert W. Bounded context syntax analysis. Commun. ACM, 7(2):62–67, Feb.
1964. For each right-hand side of a rule A → α in the grammar, enough left and/or right context
is constructed (by hand) so that when α is found obeying that context in a sentential form in a leftto-right scan in a bottom-up parser, it can safely be assumed to be the handle. If you succeed, the
grammar is bounded-context. A complicated set of rules is given to check if you have succeeded.
See [424] for the bounded-right-context part.

620. Colmerauer, Alain. Précedence, analyse syntactique et languages de programmation.
PhD thesis, Université de Grenoble, Grenoble, 1967, (in French). Defines total precedence
and left-to-right precedence. See [428].
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621. Colmerauer, Alain. Total precedence relations. J. ACM, 17(1):14–30, Jan. 1970. The
non-terminal resulting from a reduction is not put on the stack but pushed back into the input
stream; this leaves room for more reductions on the stack. This causes precedence relations that
differ considerably from simple precedence.

622. Szymanski, Thomas G. and Williams, John H. Non-canonical parsing. In 14th Annual
Symposium on Switching and Automata Theory, pages 122–129. IEEE, 1973. Introduction to and overview of [623].

623. Szymanski, T. G. Generalized Bottom-up Parsing. PhD thesis, Report TR73-168,
Cornell University, Ithaca, N.Y., 1973. For convenience derivation trees are linearized by, for
each node, writing down its linearized children followed by a token ]n , where n is the number
of the production rule. For a given grammar G all its sentential forms form a language in this
notation: G’s description language. Define a “phrase” as a node that has only leaves as children.
Now suppose we delete from derivation trees all nodes that are not phrases, and linearize these.
This results in the phrase language of G. The point is that phrases can be reduced immediately,
and consequently the phrase language contains all possibilities for immediate reduces.
Phrase languages are a very general model for bottom-up parsing. Consider a phrase P in a phrase
language. We can then compute the left and right contexts of P, which turn out to be CF languages. The construct consisting of the left context of P, P, and right context of P is a parsing
pattern for P. A complete set of mutually exclusive parsing patterns G is a parsing scheme for G.
It is undecidable if there is a parsing scheme for a given grammar.
The problem can be made manageable by putting restrictions on the parsing patterns. Known specializations are bounded-right-context (Floyd [424]), LR(k) (Knuth [208]), LR-regular ( Čulik, II
and Cohen [226]), and bounded-context parsable (Williams [624]). New specializations discussed
in this thesis are FPFAP(k), where regular left and right contexts are maintained and used in a
left-to-right scan with a k-token look-ahead; LR(k,∞) and LR(k,t), in which the left context is restricted to that constructed by LR parsing; and RPP, Regular Pattern Parsable, which is basically
FPFAP(∞).
The rest (two-thirds) of the thesis explores these new methods in detail. LR(k) and SLR(k) are derived as representations of inexact-context parsing. A section on the comparison of these methods
as to grammars and languages and a section on open problems conclude the thesis.

624. Williams, John H. Bounded-context parsable grammars. Inform. Control, 28(4):314–
334, Aug. 1975. The bounded-context parser without restrictions on left and right context,
hinted at by Floyd [619], is worked out in detail; grammars allowing it are called bounded-context
parsable, often abbreviated to BCP. All LR languages are BCP languages but not all LR grammars
are BCP grammars. BCP grammars allow, among others, the parsing in linear time of some nondeterministic languages. Although a parser could be constructed, it would not be practical.

625. Szymanski, Thomas G. and Williams, John H. Non-canonical extensions of bottom-up
parsing techniques. SIAM J. Computing, 5(2):231–250, June 1976. Theory of noncanonical versions of several bottom-up parsing techniques, with good informal introduction.
Condensation of Szymanski’s thesis [623].

626. Szymanski, Thomas G. Concerning bounded right-context grammars. Theoret. Comput. Sci., 3:273–282, 1976. Algorithms for testing if a grammar is bounded-right-context,
without constructing the parse tables.

627. Friede, Dietmar. Transition diagrams and strict deterministic grammars. In Klaus
Weihrauch, editor, 4th GI-Conference, volume 67 of Lecture Notes in Computer
Science, pages 113–123, Berlin, 1978. Springer-Verlag. Explores the possibilities to parse
strict deterministic grammars (a large subset of LR(0)) using transition diagrams, which are topdown. This leads to PLL(k) grammars, which are further described in Friede [628].

628. Friede, Dietmar. Partitioned LL(k) grammars. In H.A. Maurer, editor, Automata,
Languages and Programming, volume 71 of Lecture Notes in Computer Science, pages
245–255. Springer-Verlag, Berlin, 1979. The left factorization, usually performed by hand,
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which turns a rule like A → PQ|PR into A → PZ; Z → Q|R, is incorporated into the parsing
algorithm in a very general and recursive way. This results in the PLL(k) grammars and their
languages. The resulting grammars are more like LC and LR grammars than like LL grammars.
Many theorems, some surprising, about these grammars and languages are proved; examples are:
1. the PLL(1) grammars include the LL(1) grammars. 2. the PLL(0) grammars are exactly the
strict deterministic grammars. 3. the classes of PLL(k) languages are all equal for k > 0. 4. the
PLL(0) languages form a proper subset of the PLL(1) languages. Theorems (2), (3) and (4) also
hold for LR, but a PLL parser is much simpler to construct.

629. Tai, Kuo-Chung. Noncanonical SLR(1) grammars. ACM Trans. Prog. Lang. Syst.,
1(2):295–320, Oct. 1979. An attempt is made to solve reduce/reduce conflicts by postponing
the decision, as follows. Suppose two reduce items A → α• and B → β• with overlapping lookaheads in an item set I. The look-ahead for the A item is replaced by LM_FOLLOW(A), the set
of non-terminals that can follow A in any leftmost derivation, same for the look-ahead of B, and
all initial items for these non-terminals are added to I. Now I will continue to try to recognize the
above non-terminals, which, once found can be used as look-ahead non-terminals to resolve the
original reduce/reduce conflict. This leads to two non-canonical parsing methods LSLR(1) and
NSLR(1), which differ in details.

630. Proudian, Derek and Pollard, Carl J. Parsing head-driven phrase structure grammar.
In 23rd Annual Meeting of the Association for Computational Linguistics, pages 167–
171, 1985. The desirability of starting analysis with the “head” of a phrase is argued on linguistic
grounds. Passing of features between parents and children is automatic, allowing a large part of
English to be represented by 16 rules only. Parsing is chart parsing, in which the order in which
edges are added is not left-to-right, but rather controlled by head information and the unification
of features of children.

631. Kay, Martin.
Head-driven parsing.
In International Workshop on Parsing
Technologies, pages 52–62, 1989. Since the complements of a non-terminal (= the structures it governs in linguistic terms) are often more important than textual adjacency, it is logical
and profitable to parse first the section that supplies the most information. This is realized by appointing one of the members in each RHS as the “head”. Parsing then starts by finding the head
of the head etc. of the start symbol; usually it is a verb form which then gives information about
its subject, object(s), etc.
Finding the head is awkward, since it may be anywhere in the sentence. A non-directional chart
parser is extended with three new types of arcs, pending, current and seek, which assist in the
search. Also, a Prolog implementation of an Unger parser is given which works on a grammar in
2-form: if the head is in the first member of an alternative, searching starts from the left, otherwise from the right. The advantages of head-driven parsing are conceptual; the author expects no
speed-up.

632. Salomon, Daniel J. and Cormack, Gordon V. Scannerless NSLR(1) parsing of programming languages. ACM SIGPLAN Notices, 24(7):170–178, July 1989. The traditional CF syntax is extended with two rule types: an exclusion rule A 9 B, which means that any
sentential form in which A generates a terminal production of B (with B regular) is illegal; and
an adjacency restriction A —/ B which means that any sentential form in which terminal productions of A and B are adjacent, is illegal. The authors show that the addition of these two types of
rules allows one to incorporate the lexical phase of a compiler into the parser. The system uses a
non-canonical SLR(1) parser.

633. Salomon, Daniel J. and Cormack, Gordon V. Corrections to the paper: Scannerless
NSLR(1) parsing of programming languages. ACM SIGPLAN Notices, 24(11):80–83,
Nov. 1989. More accurate time measurements and corrections to the algorithms are supplied.
See same authors [632].

634. Satta, Giorgio and Stock, Oliviero. Head-driven bidirectional parsing: A tabular
method. In International Workshop on Parsing Technologies, pages 43–51, 1989. The
Earley algorithm is adapted to head grammars, as follows. A second dot is placed in each Earley
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item for a section wm,n of the input, not coinciding with the first dot, with the meaning that the
part between the dots produces wm,n . Parsing no longer proceeds from left to right but according
to an action pool, which is prefilled upon initialization, and which is processed until empty.
The initialization creates all items that describe terminal symbols in the input that are heads in any
production rule. Processing takes one item from the action pool, and tries to perform five actions
on it, in arbitrary order: extend the left dot in an uncompleted item to the left, likewise to the right,
use the result of the completed item to extend a left dot to the left, likewise to the right, and use a
completed item to identify a new head in some production rule.
The presented algorithm contains an optimization to prevent subtrees to be recognized twice, by
extending left then right, and by extending right then left.

635. Hutton, Michael D. Noncanonical extensions of LR parsing methods. Technical report,
University of Waterloo, Waterloo, Aug. 1990. After a good survey of existing non-canonical
methods, the author sets out to create a non-canonical LALR(k) (NLALR(k)) parser, analogous to
Tai’s NSLR(1) from SLR(1), but finds that it is undecidable if a grammar is NLALR(k). The
problem is solved by restricting the number of postponements to a fixed number t, resulting in
NLALR(k,t), also called LALR(k,t).

636. Bălănescu, Tudor and Gheorghe, Marian. A note on PF(k)-parsable languages.
Fundamenta Informaticae, 14(3):283–286, 1991.
637. Jones, Eric K. and Miller, Linton M. Eager GLR parsing. In First Australian Workshop
on Natural Language Processing and Information Retrieval, 1992. See same paper [637].
638. Nederhof, M.-J. and Satta, G. An extended theory of head-driven parsing. In 32nd
Annual Meeting of the Association for Computational Linguistics, pages 210–217, June
1994. The traditional Earley item [A → α•β, i] in column j is replaced by a position-independent

double-dotted item [i, k, A → α•γ•β, m, p] with the meaning that a parsing of the string a i+1 · · · a p
by A → αγβ is sought, where γ already produces ak+1 · · · am . This collapses into Earley by setting
α = ε, k = i, p = n where n is the length of the input string, and putting the item in column m; the
end of the string sought in Earley parsing is not known, so p = n can be omitted.
Using these double-dotted items, Earley-like algorithms are produced basing the predictors on topdown parsing, head-corner parsing (derived from left-corner), predictive head-infix (HI) parsing
(derived from predictive LR), extended HI parsing (derived from extended LR), and HI parsing
(extended from LR), all in a very compact but still understandable style. Since head parsing is by
nature partially bottom-up, ε-rules are a problem, and the presented algorithms do not allow them.
Next, head grammars are generalized by requiring that the left and right parts around the head
again have sub-heads, and so on recursively. A parenthesized notation is given: S → ((c)A(b))s,
in which s is the head, A the sub-head of the left part, etc. The above parsing algorithm is extended
to these generalized head grammars. Correctness proofs are sketched.

639. Sikkel, K. and Akker, R. op den. Predictive head-corner chart parsing. In Harry Bunt
and Masaru Tomita, editors, Recent Advances in Parsing Technology, pages 113–132.
Kluwer Academic Publishers, Dordrecht, 1996. Starting from the start symbol, the heads
are followed down the grammar until a terminal t is reached; this results in a “head spine”. This
terminal is then looked up in the input, and head spines are constructed to each position p i at
which t occurs. Left and right arcs are then predicted from each spine to p i , and the process is
repeated recursively for the head of the left arc over the segment 1..pi − 1 and for the head of the
right arc over the segment pi + 1..n.

640. Noord, Gertjan van.
An efficient implementation of the head-corner parser.
Computational Linguistics, 23(3):425–456, 1997. Very carefully reasoned and detailed
account of the construction of a head-corner parser in Prolog, ultimately intended for speech
recognition. Shows data from real-world experiments. The author points out that memoization is
efficient for large chunks of input only.

641. Madhavan, Maya, Shankar, Priti, Rai, Siddharta, and Ramakrishna, U. Extending
Graham-Glanville techniques for optimal code generation. ACM Trans. Prog. Lang.
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Syst., 22(6):973–1001, Nov. 2000. (Parsing part only.) Classical Graham–Glanville code generation is riddled by ambiguities that have to be resolved too early, resulting in sub-optimal code.
This paper describes a parsing method which the authors do not seem to name, and which allows
ambiguities in an LR-like parser to remain unresolved arbitrarily long.
The method is applicable to grammars that have the following property; no technical name for
such grammars is given. All rules are either “unit rules” in which the right-hand side consists of
exactly one non-terminal, or “operator rules” in which the right-hand side consists of N (≥ 0)
non-terminals followed by a terminal, the “operator”. As usual with operators, the operator has an
arity, which has to be equal to N.
In such a grammar, each shift of a terminal is immediately followed by a reduce, and the arity of
the terminal shifted determines the number of items on the stack that are replaced by one nonterminal. This allows us to do the reduction, even if multiple reductions are possible, without
keeping multiple stacks as is done in a GLR parser: all reduces take away the same number of
stack items. Note that all the items on the stack are non-terminals. Such a reduction results in a
set of non-terminals to be pushed on the stack, each with a different, possibly ambiguous parse
tree attached to them. This set may then be extended by other non-terminals, introduced by unit
reductions using unit rules; only when no further reduces are possible is the next terminal (= operator) shifted in.
A new automaton is constructed from the existing LR(0) automaton, based on the above parsing
algorithm; the unit reductions have been incorporated completely into the automaton. The algorithm to do so is described extensively.
The parser is used to parse the intermediate code stream in a compiler and to isolate in it operator
trees that correspond to machine instructions, the grammar rules. A cost is attached to each rule,
and the costs are used to disambiguate the parse tree and so decide on the machine code to be
generated.
642. Farré, Jacques and Fortes Gálvez, José.
A basis for looping extensions to
discriminating-reverse parsing. In 5th Internat. Conf. Implementation and Applications of Automata, CIAA 2000, volume 2088 of Lecture Notes in Computer Science,
pages 122–134, 2001. Since DR parsers require only a small top segment of the stack, they can
easily build up enough left context after a DR conflict to do non-canonical DR (NDR). When a
conflict occurs, a state-specific marker is pushed on the stack, and input symbols are shifted until
enough context is assembled. Then DR parsing can resume normally on the segment above the
marker. The shift strategy is guided by a mirror image of the original DR graph. This requires serious needlework to the graphs, but complete algorithms are given. This technique shows especially
clearly that non-canonical parsing is actually doing a CF look-ahead.

643. Farré, Jacques and Fortes Gálvez, José. Bounded-graph construction for noncanonical
discriminating-reverse parsers. In 6th Internat. Conf. Implementation and Applications
of Automata, CIAA 2001, volume 2494 of Lecture Notes in Computer Science, pages
101–114. Springer Verlag, 2002. Improvements to the graphs construction algorithm in [642].
644. Farré, Jacques and Fortes Gálvez, J. Bounded-connect noncanonical discriminatingreverse parsers. Theoret. Comput. Sci., 313(1):73–91, 2004. Improvements to [643]. More
theory of non-canonical DR parsers, defining BC(h)DR(0).

645. Fortes Gálvez, José, Schmitz, Sylvain, and Farré, Jacques. Shift-resolve parsing: Simple, unbounded lookahead, linear time. Technical report, Universidad de Las Palmas
de Gran Canaria, Las Palmas de Gran Canaria, Spain, 2006.
646. Schmitz, Sylvain. Noncanonical LALR(1) parsing. In Zhe Dang and Oscar H. Ibarra,
editors, Tenth International Conference on Developments in Language Theory DLT
’06, volume 4036 of Lecture Notes in Computer Science, pages 95–107. Springer, 2006.
Extends DeRemer and Pennello’s algorithm [286] to non-canonical.

656

18 Annotated Bibliography

18.2.3 Substring Parsing
647. Casacuberta, F. and Vidal, E. A parsing algorithm for weighted grammars and substring recognition. In Gabriel Ferraté et al., editor, Syntactic and Structural Pattern
Recognition, NATO ASI Series, F45, pages 51–67. Springer Verlag, Berlin, 1988. A
weighted grammar is a grammar in which a weight is attached to each production rule. The weight
can be a probability, a cost, etc. Weights of successive applications of production rules are combined using the (generic) operator ◦; examples are × and MIN. Weights of alternative derivations
of the same (sub)string are combined using the (generic) operator ¤; examples are + and MAX.
The items in an Earley parser are extended with a weight field, such that the final recognition item
will carry the weight of the string (not that of the parsing).
The above parser will get stuck if no parsing is possible. To remedy this, the parser is restarted
in a suitable state, so as to isolate grammar-confirming substring segments with their weights
separated by rejected segments.

648. Lang, Bernard. Parsing incomplete sentences. In D. Vargha, editor, 12th International
Conf. on Comput. Linguistics COLING’88, pages 365–371. Association for Computational Linguistics, 1988. An incomplete sentence is a sentence containing one or more unknown symbols (represented by ?) and/or unknown symbol sequences (represented by *). General
left-to-right CF parsers can handle these inputs as follows. Upon seeing ? make transitions on all
possible input symbols while moving to the next position; upon seeing * make transitions on all
possible input symbols while staying at the same position. The latter process requires transitive
closure.
These features are incorporated into an all-paths non-deterministic interpreter of pushdown transducers. This PDT interpreter accepts transitions of the form (p A a → q B u), where p and q are
states, A and B stack symbols, a is an input token, and u is an output token, usually a number of a
production rule. A, B, a and/or u may be missing, and the input may contain wild cards. Note that
these transitions can push and pop only one stack symbol at a time; transitions pushing or popping
more than one symbol have to be decomposed. The interpretation is performed by constructing
sets of Earley-like items between successive input tokens; these items then form the non-terminals
of the output grammar. Given the form of the allowed transitions, the output grammar is automatically in 2-form, but may contain useless and unreachable non-terminals. The grammar produces
the input string as many times as there are ambiguities, interlaced with output tokens which tell
how the preceding symbols must be reduced, thus creating a genuine parse tree.
Note that the “variation of Earley’s algorithm” from the paper is not closely related to Earley,
but is rather a formalization of generalized LR parsing. Likewise, the items in the paper are only
remotely related to Earley items. The above transitions on ? and * are, however, applicable independent of this.

649. Cormack, Gordon V. An LR substring parser for noncorrecting syntax error recovery.
ACM SIGPLAN Notices, 24(7):161–169, July 1989. The LR(1) parser generation method is
modified to include suffix items of the form A → · · · •β, which mean that there exists a production
rule A → αβ in the grammar and that it can be the handle, provided we now recognize β. The parser
generation starts from a state containing all possible suffix items, and proceeds in LR fashion from
there, using fairly obvious shift and reduce rules. If this yields a deterministic parser, the grammar
was BC-LR(1,1); it does so for any bounded-context(1,1) grammar, thereby confirming Richter’s
[988] conjecture that linear-time suffix parsers are possible for BC grammars. The resulting parser
is about twice as large as an ordinary LR parser. A computationally simpler BC-SLR(1,1) variant
is also explained. For the error recovery aspects see the same paper [1005].

650. Rekers, Jan and Koorn, Wilco. Substring parsing for arbitrary context-free grammars.
ACM SIGPLAN Notices, 26(5):59–66, May 1991. A GLR parser is modified to parse substrings, as follows. The parser is started in all LR states that result from shifting over the first input
symbol. Shifts are handled as usual, and so are reduces that find all their children on the stack. A
reduce to A → α, where A contains more symbols than the stack can provide, adds all states that
can be reached by a shift over A. A technique is given to produce trees for the completion of the
substring, to be used, for example, in an incremental editor.
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651. Rekers, J. Parser Generation for Interactive Environments. PhD thesis, Leiden University, Leiden, 1992. Same as [1127]. Chapter 4 discusses the substring parser from [650].
652. Bates, Joseph and Lavie, Alon. Recognizing substrings of LR(k) languages in linear
time. ACM Trans. Prog. Lang. Syst., 16(3):1051–1077, 1994. Reporting on work done in
the late 1970s, the authors show how a GLR parser can be modified to run in linear time when
using a conflict-free LR table. Basically, the algorithm starts with a GLR stack configuration
consisting of all possible states, and maintains as large a right hand chunk of the GLR stack
configuration as possible. This results in a forest of GLR stack configurations, each with a different
state at the root; each path from the root is a top segment of a possible LR stack, with the root as
top of stack. For each token, a number of reduces is performed on all trees in the forest, followed
by a shift, if possible. Then all trees with equal root states are merged. If a reduce A → α reduces
more stack than is available, new trees result, each consisting of a state that allows a shift on A.
When two paths are merged, the shorter path wins, since the absence of the rest of a path implies
all possible paths, which subsumes the longer path. Explicit algorithm and proofs are given. See
Goeman [656] for an improved version.

653. Bertsch, Eberhard. An asymptotically optimal algorithm for non-correcting LL(1)
error recovery. Technical Report 176, Ruhr-Universität Bochum, Bochun, Germany,
April 1994. First a suffix grammar GS is created from the LL(1) grammar G. Next GS is turned
into a left-regular grammar L by assuming its CF non-terminals to be terminals; this regular grammar generates the “root set” of G. Then a linear method is shown to fill in the recognition table in
linear time, by doing tabular LL(1) parsing using grammar G. Now all recognizable non-terminals
in the substring are effectively terminals, but of varying size. Next a second tabular parser is explained to parse the non-terminals according to the left-recursive grammar L; it is again linear.
Finally the resulting suffix parser is used to do non-correcting error recovery.

654. Nederhof, Mark-Jan and Bertsch, Eberhard. Linear-time suffix parsing for deterministic languages. J. ACM, 43(3):524–554, May 1996. Shows that an Earley parser working
with a conflict-free LL(1) parse table runs in linear time. Next extends this result to suffix parsing
with an Earley parser. The LR case is more complicated. The language is assumed to be described
by a very restricted pushdown automaton, rather than by a CF grammar. Using this automaton in
suffix parsing with an Earley parser rather than an LL(1) parse table results in an O(n2 ) algorithm.
To avoid this the automaton is refined so it consumes a token on every move. The Earley suffix
parser using this automaton is then proven to be linear. Several extensions and implementation
ideas are discussed. See Section 12.3.3.2.

655. Ruckert, Martin. Generating efficient substring parsers for BRC grammars. Technical
Report 98-105, State University of New York at New Paltz, New Paltz, NY 12561,
July 1998. All BRC(m,n) parsing patterns are generated and subjected to Floyd’s [424] tests;
BRC(m,n) (bounded-right-context) is BCP(m,n) with the right context restricted to terminals. If
a complete set remains, then for every correct sentential form there is at least one pattern which
identifies a handle; this handle is not necessarily the leftmost one, so the parser is non-canonical
– but it is linear. Since this setup can start parsing anew wherever it wants to, it identifies correct
substrings in a natural way, if the sentential form is not correct. Heuristics are given to improve
the set of parsing patterns. The paper is written in a context of error recovery.

656. Goeman, Heiko. On parsing and condensing substrings of LR languages in linear
time. Theoret. Comput. Sci., 267(1-2):61–82, 2001. Tidied-up version of Bates and Lavie’s
algorithm [652], with better code and better proofs. The algorithm is extended with memoization,
which condenses the input string as it is being parsed, thus increasing reparsing speed.

657. Bertsch, E. and Nederhof, M.-J. Fast parallel recognition of LR language suffixes.
Inform. Process. Lett., 92(5):225–229, 2004. See same paper [742].
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18.2.4 Parsing as Intersection
658. Bar-Hillel, Y., Perles, M., and Shamir, E.
On formal properties of simple
phrase structure grammars.
Zeitschrift für Phonetik, Sprachwissenschaft und
Kommunikationsforschung, 14:143–172, 1961. The intersection of a CF grammar and a
FS automaton is constructed in a time O(nd + 1), where n is the number of states in the automaton, and d is the maximum length of the RHSs in the grammar. For more aspects of the paper see
[1420].

659. Lang, Bernard. A generative view of ill-formed input processing. In ATR Symposium
on Basic Research for Telephone Interpretation, Dec. 1989. Proposes weighted grammars
(à la Lyon [907]) for the treatment of various ill or problematically formed input, among which
word lattices. A word lattice is a restricted form of FSA, but even general FSAs may appear as
input when sequences of words are missing or partially identified. The author notes in passing that
“the parsing of an FSA A according to a CF grammar G can produce a new grammar T for the
intersection of the languages L (A) and L (G), giving to all sentences in that intersection the same
structure as the original grammar G”.

660. Lang, Bernard. Recognition can be harder than parsing. Computational Intelligence,
10(4):486–494, 1994. Parsing as intersection is explained and demonstrated by applying it
to tree-adjoining grammars in a very natural way, resulting in an O(n6 ) algorithm. Parsing by
intersection solves the parsing problem in that it produces a compact representation of all possible
parsings in the form of a new grammar which can produce the input sentence only; depending
on circumstances, it may produce it zero, one or more times. The recognition problem, however,
requires deciding if there are more than zero parsings, so in this view of the world recognition
requires parsing followed by a test if the resulting intersection grammar still produces the input
sentence. For CF grammars the test can be done in linear time, and is negligible compared to the
O(n3 ) parsing, but for indexed grammars (Aho [749]), parsing is O(n3 ) and the test is exponential,
thus proving the surprising thesis in the title.

661. Noord, Gertjan van. The intersection of Finite State Automata and Definite Clause
Grammars. In 33rd Annual Meeting of the Association for Computational Linguistics,
pages 159–165, June 1995. Mainly about DCGs, but contains a short but useful introduction
to parsing as intersection.

662. Albro, Daniel M. Taking primitive optimality theory beyond the finite state. Technical report, Linguistics Department UCLA, 2000. Primitive optimality theory concerns
the creation of a set of acceptable surface representations from an infinite source of underlying
representations; acceptability is defined by a series of constraints. The set of representations is
implemented as an FS machine, the constraints as weighted FS machines. The representation M
generated by the infinite source is passed through each of the constraint machines and the weights
are the penalties it incurs. After each constraint machine, all non-optimal paths are removed from
M. All this can be done very efficiently, since FS machines can be intersected easily.
The paper proposes to increase the power of this system by allowing CF and multiple context-free
grammars (Seki et al. [829]) as the representation; intersection with the constraining FS machines
is still possible. It is trivial to extend an Earley parser to do this intersection job, but it just yields a
set of sets of items, and a 50-lines algorithm to retrieve the new intersection grammar from these
data is required and given in the paper. Further extensions of the intersecting Earley parser include
the handling of the weights and the adaptation to MCF grammars. Fairly simple techniques suffice
in all three cases.

663. Chiang, David. Mildly context-free grammars for estimating maximum entropy parsing models. In Formal Grammar 2003, pages 19–31. European Summer School in
Logic Language and Information, 2003. Among other things, gives a formal explanation of
parsing by intersection of any linear context free rewriting system, which includes context-free
grammars, tree-adjoining grammars, and combinatory categorial grammars.
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18.2.5 Parallel Parsing Techniques
664. Fischer, Charles N. On parsing context-free languages in parallel environments. Technical Report 75-237, Cornell University, Ithaca, New York, April 1975. Introduces the
parallel parsing technique discussed in Section 14.2. Similar techniques are applied for LR parsing
and precedence parsing, with much theoretical detail.

665. Kosajaru, S. Speed of recognition of context-free languages by array automata. SIAM
J. Computing, 4:331–340, 1975.
666. Mickunas, M. D. and Schell, R. M. Parallel compilation in a multiprocessor environment (extended abstract). J. ACM, 29(2):241–246, 1978. The input is split up into pieces,
similar to Fischer’s LR parser [664]. However, here, the parser generator is extended to generate
a new initial state for the non-leftmost parsers, whose initial items are all items A → α•β where
A → αβ is a grammar rule with β 6= ε. This extra state may cause conflicts, which are solved at
parse time by combining the result so far with the result of the left neighbor. Reduces that require
more stack depth than is present are dealt with using so-called cancellation symbols. The effect is
similar to that of [664].

667. Fischer, C. N. On parsing and compiling arithmetic expressions on vector computers.
ACM Trans. Prog. Lang. Syst., 2:203–224, 1980.
668. Raulefs, Peter and Siebenbach, Hans. A concurrent chart parser. In Jörg H.
Siekmann, editor, GWAI-81, German Workshop on Artificial Intelligence, volume 47
of Informatik-Fachberichte, pages 156–159. Springer, 1981. A distributed chart parser,
communicating through messages, is sketched. Emphasis is on natural language parsing, and the
message system is tuned to linguistic purposes.

669. Baccelli, F. and Fleury, T. On parsing arithmetic expressions in a multiprocessing
environment. Acta Inform., 17(3):287–310, 1982. A syntax-driven decomposition technique
is proposed. For instance, an expression (i+i)/(i∗i) can be decomposed into sections (i+i), (i∗i),
and E/E. These sections can then be parsed in parallel using sub-grammars that regard some of
the non-terminals in the original grammar as terminal symbols.

670. Cohen, J., Hickey, T., and Katcoff, J. Upper bounds for speedup in parallel parsing.
J. ACM, 29(2):408–428, April 1982. Derives formulas for the maximum attainable speedup,
depending on the length of the input and the number of processors, for synchronous bottom-up
parallel parsing algorithms. The best speedup is attained when the input is both short (parse tree
has smallest possible height with respect to length), and fat (parse tree has highest possible number
of nodes).

671. Ligett, D., McCluskey, G., and McKeeman, W. M. Parallel LR parsing. Technical
Report TR-82-93, Wang Institute of Graduate Studies, July 1982.
672. Mattheyses, R. and Fiduccia, C. M. Parsing Dyck languages on parallel machines.
In Proceedings of the 20th Allerton Conference on Communication, Control and
Computing, pages 272–280. University of Illinois, 1982.
673. Reif, John. Parallel time O(log N) acceptance of deterministic CFLs. In 23rd Annual
Symposium on Foundations of Computer Science, pages 290–296, Chicago, Illinois,
Nov. 1982. IEEE. Simulation of an auxiliary PDA on P-RAM.
674. Dekel, E. and Sahni, S. Parallel generation of postfix and tree forms. ACM Trans. Prog.
Lang. Syst., 5(3):300–317, July 1983.
675. Brent, R. P. and Goldschlager, L. M. A parallel algorithm for context-free parsing.
Australian Comput. Sci. Commun., 6(7):7.1–7.10, 1984. Is almost exactly the algorithm
by Rytter [681], except that its recognize phase also does a plain CYK combine step, and their
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propose step is a bit more complex. Also proves 2 log n efficiency on O(n6 ) nodes. Suggests that
it can be done on O(n4 .9911) nodes, depending on Boolean matrix multiplication of matrices of
size O(n2 ) × O(n2 ).

676. Chiang, Y. T. and Fu, K. S. Parallel parsing algorithms and VLSI implementations for
syntactic pattern recognition. IEEE Trans. Pattern Analysis & Machine Intelligence,
6:302–314, 1984.
677. Klein, P. Parallel recognition of context free languages. Master’s thesis, Harvard
University, Cambridge, MA, 1984.
678. Partsch, H.
Transformational derivation of parsing algorithms on parallel
architectures. In U. Amman, editor, Programmiersprachen und Programmentwicklung,
pages 41–57. Springer Verlag, Berlin, 1984.
679. Bar-On, Ilan and Vishkin, Uzi. Optimal parallel generation of a computation tree form.
ACM Trans. Prog. Lang. Syst., 7(2):348–357, April 1985. Describes an optimal parallel
algorithm to find a computation tree form from a general arithmetic expression. The heart of this
algorithm consists of a parentheses-matching phase which solves this problem in time O(log n)
using n/log n processors, where n is the number of symbols in the expression. First, the expression
is split up into n/log n successive segments of length log n, and each segment is assigned to a
processor. Each processor then finds the pairs of matching parentheses in its own segment using
a stack. This takes O(log n) time. Next, a binary tree is used to compute the nesting level of the
left-over parentheses, and this tree is used to quickly find matching parentheses.

680. Cohen, Jacques and Kolodner, Stuart. Estimating the speedup in parallel parsing. IEEE
Trans. Softw. Eng., SE-11(1):114–124, Jan. 1985. This paper examines the speedup that can
be obtained in a parallel shift-reduce parser, using three methods to obtain the speedup: simulation, generation of typical sentences while counting the steps a parallel shift-reduce parser would
have to do, and an estimator, which estimates these counts based on the number of occurrences
of terminals. The speedup depends on the ratios of the time it takes to do a shift, a reduce, or
a transfer. As was expected, speedup is better when the cost of a transfer is low. Also, speedup
greatly depends on the starting position of each processor, so spending some time selecting suitable starting positions may be beneficial.

681. Rytter, Wojciech. On the recognition of context-free languages. In Andrzej Skowron,
editor, Computation Theory, volume 208 of Lecture Notes in Computer Science, pages
318–325. Springer Verlag, Berlin, 1985. Describes the Rytter chevrons, which are repre*
sented as a pair of parse trees: the pair ((A, i, j), (B, k, l)) is “realizable” if A →w[i.
. .k]Bw[l. . . j],
where w[1. . .n] is the input. The author then shows that using these chevrons, one can do CFL
recognition in O(log2 n) time on certain parallel machines using O(n6 ) processors; the dependence
on the grammar size is not indicated. The paper also shows that the algorithm can be simulated on
a multihead 2-way deterministic pushdown automaton in polynomial time.

682. Rytter, Wojciech. Parallel time O(log n) recognition of unambiguous CFLs. In
Fundamentals of Computation Theory, volume 199 of Lecture Notes in Computer
Science, pages 380–389. Springer Verlag, Berlin, 1985. Uses the Rytter chevrons as also
described in [681] and shows that the resulting recognition algorithm can be executed in O(log n)
time on a parallel W-RAM, which is a parallel random access machine which allows simultaneous
reads and also simultaneous writes provided that the same value is written.

683. Rytter, Wojciech. On the complexity of parallel parsing of general context-free
languages. Theoret. Comput. Sci., 47(3):315–321, 1986.
684. Chang, J. H., Ibarra, O. H., and Palis, M. A. Parallel parsing on a one-way array of
finite-state machines. IEEE Trans. Comput., 36:64–75, 1987. Presents a very detailed
description of an implementation of the CYK algorithm on a one-way two-dimensional array of
finite-state machines, or rather a 2-DSM, in linear time.
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685. Klein, P. and Reif, J. Parallel time O(log n) acceptance of deterministic cff’s on an
exclusive-write PRAM. SIAM J. Computing, 17:463–485, 1987.
686. Matsumoto, Yuji. A parallel parsing system for natural language analysis. New Generation Computing, 5(1):63–78, April 1987.
687. Rytter, Wojciech and Giancarlo, Raffaele. Optimal parallel parsing of bracket
languages. Theoret. Comput. Sci., 53:295–306, 1987.
688. Selman, Bart and Hirst, Graeme. Parsing as an energy minimization problem. In
Lawrence Davis, editor, Genetic Algorithms and Simulated Annealing, Research Notes
in Artificial Intelligence, pages 141–154. Pitman, London, 1987. The rules of a contextfree grammar are converted into connection primitives on which an energy function is defined.
High energy is assigned to the following two situations: two adjacent symbols in a right-hand side
differ in state (one is active, the other is not); and more than one right-hand side for the same
symbol is active. These primitives are then used to build a connectionist network that will parse
all sentences of length n. The input sentence activates certain terminal nodes, the others are set to
random states. Simulated annealing is then used to minimize the energy and thus freeze out the
parse tree. The effect of different energy functions and thresholds is examined.

689. Srikant, Y. N. and Shankar, P. Parallel parsing of programming languages. Inform.
Sci., 43:55–83, 1987.
690. Srikant, Y. N. and Shankar, P. A new parallel algorithm for parsing arithmetic infix
expressions. Parallel Computing, 4(3):291–304, June 1987.
691. Bermudez, M. E., Logothetis, G., and Newman-Wolfe, R. Parallel generation of LR
parsers. In 1988 Int. Conf. on Parallel Processing, pages 151–155, St. Charles, Ill.,
Aug. 1988.
692. Yonezawa, Akinori and Ohsawa, Ichiro. Object-oriented parallel parsing for contextfree grammars. In COLING-88: 12th International Conference on Computational
Linguistics, pages 773–778, Aug. 1988. The algorithm is distributed bottom-up. For each
rule A → BC, there is an agent (object) which receives messages containing parse trees for Bs and
Cs which have just been discovered, and, if the right end of B and the left end of C are adjacent,
constructs a parse tree for A and sends it to every agent who manages a rule that has A as its RHS.
ε-rules and circularities are forbidden.

693. Oude Luttighuis, Paul H. W. M. Parallel parsing of regular right-part grammars. Technical Report 89-63, Universiteit Twente, Faculteit der informatica, Enschede, 1989.
694. Numazaki, Hiroaki, Tamura, Naoyoshi, and Tanaka, Hozumi. Parallel generalized LR
parser based on logic programming. In Logic Programming ’89, volume 485 of Lecture
Notes in Artificial Intelligence, pages 97–106, Tokyo, Japan, 1989. Springer Verlag.
Straightforward parallelization of GLR parsing: on conflict transitions to n different states, create
n new processes, one transiting to each state. Two versions are described: the first one does not
do Graph Structured Stacks (GSS), the second one does. To combine stacks, each new state with
its position is registered with a central GSS Manager Process, which recognizes identical states,
terminates the processes delivering them, and starts one new process for the common state. Parsing
with GSS is found to be rather inefficient.

695. Santos, Jr, Eugene. A massively parallel self-tuning context-free parser. In David S.
Touretzky, editor, Advances in Neural Information Processing Systems 1, pages 537–
544. Morgan Kaufmann, 1989.
696. Skillicorn, D. B. and Barnard, D. T. Parallel parsing on the connection machine.
Inform. Process. Lett., 31(3):111–117, May 1989. The actions of an LL(1) parser on an
input symbol a consist of a number of predictions, followed by a match. This determines a mapping from each possible stack head to the stack head after a has been matched. The parallel
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LL(1) parser assigns a processor to each position in the input. Phase 1 determines the mappings
described above for each input symbol. Phase 2 combines the input and output stack heads of
two adjacent symbols, phase 3 does the same, but for four adjacent symbols, et cetera. In total
O(2 log n) phases are needed, and each phase needs constant time because it only depends on the
size of the grammar. So, LL(1) languages can be parsed in O(2 log n) time, using n processors.

697. Barnard, David T. and Skillicorn, D. B. Parallel parsing: A status report. Technical
report, Department of Computing and Information Science, Queen’s University, 1990.
698. Khanna, S., Ghafoor, A., and Goel, A. A parallel compilation technique based on
grammar partitioning. In ACM Conference on Computer Science, pages 385–391,
1990.
699. Numazaki, Hiroaki and Tanaka, Hozumi. A new parallel algorithm for generalized LR
parsing. In 13th International Conference on Computational Linguistics, Vol. II, pages
305–310, Helsinki, 1990. Association for Computational Linguistics. GLR parsing with
a more relaxed recombination criterion, run on GHC, Ueda’s Guarded Horn Clauses. GHC is
dataflow machine programmed in a language close to Prolog. Each goal in GHC is a separate
process. Communication is through logic variables, which may be shared with other processes
even before being instantiated. When a process needs the value of a not yet instantiated logic
variable, it is blocked until another process instantiates the variable.
The parser for a sentence of n tokens is a pipeline of n + 1 processes, one for each token. Each
processor accepts the list of stacks from its predecessor, performs the proper reduces and one
subsequent shift on each of them, and sends the results on as soon as available. More in particular,
a stack is sent on as soon as its head (top) H is instantiated, so that later processes can continue
until they need stack entries below H for reduction. Only then will they be blocked to wait for
lower stack entries, which may be delayed because they were involved a reduce caused by other
processes. The communication is handled by the parser, the synchronization by GHC. The main
effect is to reduce the over-all time needed for first parsing.

700. Palis, Michael A., Shende, Sunil M., and Wei, David S. L. An optimal linear-time
parallel parser for tree adjoining languages. SIAM J. Computing, 19(1):1–31, 1990.
701. Sarkar, Dilip and Deo, Narsingh. Estimating the speedup in parallel parsing. IEEE
Trans. Softw. Eng., 16(7):677–683, 1990.
702. Sikkel, N. and Nijholt, A. Connectionist parsing of context-free grammars. In
Computer Sci. in the Netherlands, pages 393–407, Amsterdam, Nov. 1990. Stichting
Mathematisch Centrum. The principles of connectionist parsing are explained using CYK and
Rytter as examples; the CF grammar is in Chomsky Normal Form. A connectionist match unit has
2n input lines and 1 output line. The 2n inputs are connected to n binary AND units, the outputs
of which are connected to an n-input OR unit; its output is the output of the cell. This implements
(a1 ∧ b1 ) ∨ · · · ∨ (an ∧ bn ).
A connectionist CYK recognizer for an input string of at most k tokens is constructed by placing a
match unit in each of the 1/2k(k − 1) cells of the CYK matrix for each non-terminal in the grammar. The match unit for rule A in, for example, cell (2, 6) computes the OR of all possibilities
to recognize an A spanning the tokens t2 through t6 . For each rule A → BC these have the forms
B(2, 3) ∧C(3, 6), B(2, 4) ∧C(4, 6) and B(2, 5) ∧C(5, 6). The outputs of the pertinent B and C cells
are connected to the inputs of the AND units in the matching unit. The OR of the outputs of the
AND units will then be true when any of the ANDs is true, that is, when a production of A
spans the tokens t2 through t6 . This implements recognition in linear time. The above describes a
bottom-up process resulting in a recognizer; we can add top-down hardware that allows us to do
parsing.
It turns out that many of the matching units can never be activated by any input. These can be
found by a bottom-up and a top-down process. First we run the network on the string Σk ; any
matching unit not activated this way can never be activated and can be deleted. Next we start from
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the “top” cell at (0,k) and the start symbol, and check which units are reachable from there; the
unreachable units can never play a role in a parse tree and can again be removed.
The paper also describes a similar but more complicated implementation of Rytter’s algorithm,
which leads to a logarithmic-time parser.

703. Srikant, Y. N. Parallel parsing of arithmetic expressions. IEEE Trans. Comput.,
39(1):130–132, 1990. This short paper presents a parallel parsing algorithm for arithmetic
expressions and analyzes its performance on different types of models of parallel computation.
The parsing algorithm works in 4 steps:
1. Parenthesize the given expression fully.
2. Delete redundant parameters.
3. Separate the sub-expressions at each level of parenthesis nesting and determine the root of
the tree form of each sub-expression in parallel.
4. Separate the sub-expressions at each level of parenthesis nesting and determine the children
of each operator in√the tree form of each sub-expression in parallel.
The algorithm takes O( n) on a mesh-connected computer, and O(log2 n) on other computation
models.

704. Wilkens, Rolf and Schnelle, Helmut. A connectionist parser for context-free phrase
structure grammars. In Austrian Meeting on Artificial Intelligence ÖGAI, pages 38–47,
1990.
705. Chytil, M., Crochemore, M., Monien, B., and Rytter, W. On the parallel recognition of
unambiguous context-free languages. Theoret. Comput. Sci., 81:311–316, 1991.
706. Diks, Krzysztof and Rytter, Wojciech. On optimal parallel computations for sequences
of brackets. Theoret. Comput. Sci., 87(2):251–262, 1991. This paper presents an algorithm
that is similar to the one presented by Bar-On and Vishkin [679] but suitable for a more general
class of parallel machines.

707. Henderson, James. An incremental connectionist phrase structure parser. In Annual
Meeting of the Association for Computational Linguistics, pages 357–358, 1991.
708. Ibarra, O. H., Pong, T.-Ch., and Sohn, S. M. Parallel recognition and parsing on the
hypercube. IEEE Trans. Comput., 40:764–770, 1991. Implements the CYK algorithm by
partitioning the recognition table into vertical stripes, corresponding to a partitioning of the input
sentence. This partitioning implies that processors at the end become idle. When the number of
idle processors becomes larger than a threshold, the part of the recognition table that still needs to
be computed is repartitioned, resulting in less wide vertical stripes. Results of an implementation
on a 64-node NCUBE/7 MIMD hypercube machine are presented. A speedup of 33.1 with respect
to the sequential parser is obtained on 64 nodes, with an input of 256 symbols.

709. Janssen, Wil et al. The primordial soup algorithm: A systematic approach to the specification and design of parallel parsers. Technical report, Universiteit Twente, Faculteit
der Informatica, Enschede, 1991.
710. Kitano, Hiroaki and Higuchi, Tetsuya. Massively parallel memory-based parsing. In
International Joint Conferences on Artificial Intelligence, pages 918–924, 1991.
711. Nijholt, Anton. Overview of parallel parsing strategies. In Masaru Tomita, editor, Current Issues in Parsing Technology, pages 207–229. Kluwer Academic Publ.,
Boston, 1991. Three parallel parsing strategies are described: multiple serial parsers, processconfiguration parsers and connectionist parsers.
The multiple serial parser is represented by Fischer’s algorithm [664]. The LR(0) version works
as follows. Each Fischer parser has a number of incomplete LR(0) stacks, each incomplete stack
being the head (top segment) of a possible actual stack. N such parsers are started at N essentially
arbitrary points in the input sequence (which is known in its entirety); one parser starts at the
beginning. The latter starts with one stack head, containing the initial state. The stack head sets of
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the other parsers are determined by the first token they look at: if a certain parser looks at a token
a, it gets one stack head for each state in the LR(0) table that allows a shift on a, and that stack
head contains that state. Each parser does the following.
It considers each active state in the stack head set; some will indicate a shift, some a reduce
and some will indicate an error. The latter stack heads are discarded. Now three cases are distinguished:
•
all active states indicate a shift: the shift is done and the parser proceeds;
•
all active states indicate the same reduction and the stack head is deep enough to allow the
reduction: the reduction is done and the parser proceeds; the stack head of the first parser will
always be deep enough;
•
if neither of the above apply, the parser suspends itself and starts a number of further parsers,
each with a stack head set that derives from the stack head set of the suspended parser and
the look-ahead token.
When a parser P runs into a token that has already been parsed by a subsequent parser Q, P waits
until Q gets suspended; it then combines the results. The new parser may be able to continue, or
may have to suspend itself again. The first parser will never get suspended (though it may have to
wait) and will finish the job.
Other techniques for multiple serial parsers are possible.
Process-configuration parsers, or agent parsers, assign one process to each task in the parser. One
possibility is to have one process (agent) for each rule. The agent for the rule N → ABC receives
messages from all agents that manage rules for A, B and C and sends messages to all agents for
rules of the form P → αNβ. Each message is a parse tree for a chunk of the input, including its
position in the input and its length. The agent waits for chunks of the right kind of non-terminal
and of the right position and length, combines them into a new parse tree and sends it to the
interested agents.
Another possibility is to have one agent for each entry in a CYK matrix or for each Earley item.
A connectionist network is a network of nodes connected by unidirectional lines which each carry
a value, the level of activation, which is determined by the node the line emanates from. Each node
continually examines the activity levels on its input lines and computes from them the activity level
on its output line.
To implement CYK recognition of a sentence of length k on a connectionist network, N nodes
are assigned to each entry in the CYK matrix, where N is the number of production rules in the
grammar. In total N × k(k + 1)/2 nodes are required. The node for rule A → BC for parsings of
length l starting at position p receives input from all nodes for B and C the combination of which
could produce a parsing for A. The activity level transmitted could be 0 or 1, indicating the absence
or presence of a possible parsing, or the number of possible parsings, as originally described by
Kasami.
The network thus constructed contains many nodes that can never be activated. Its size can be
reduced using metaparsing. We let the above network recognize the sentence Σ ∗ , where Σ matches
any token. Any node not activated by this input can be discarded. Next we mark all nodes reachable
by a top-down parse scan, either starting from the top entry if we require the input to be exactly
n long, or at all entries for parsings starting at position 1, if we accept any input of size < n. Any
node not marked this way can be removed.

712. Oude Luttighuis, Paul. Optimal parallel parsing of almost all LL(k) grammars. Technical report, Universiteit Twente, Faculteit der Informatica, Enschede, 1991.
713. Pitsch, Gisela and Schömer, Elmar. Optimal parallel recognition of bracket languages
on hypercubes. In 8th Annual Symposium on Theoretical Aspects of Computer Science,
volume 480 of Lecture Notes in Computer Science, pages 434–443. Springer, 1991.
714. Tanaka, H. and Numazaki, H. Parallel GLR parsing based on logic programming.
In Masaru Tomita, editor, Generalized LR Parsing, pages 77–91. Kluwer Academic
Publishers, Boston, 1991.
715. Thompson, Henry S. Chart parsing for loosely coupled parallel systems. In Masaru
Tomita, editor, Current Issues in Parsing Technology, pages 231–241. Kluwer Academic Publ., Boston, 1991. Two approaches to parallel chart parsing are described, based on
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shared-memory and on messages, respectively. In the shared-memory version, the shared-memory
contains the chart and a queue of hypothetical arcs, both provided with locks. A free processor
extracts a hypothetical arc from the queue and checks if it can be confirmed, by consulting the
chart. If it finds a new genuine arc this way, it locks chart and queue, inserts the arc in the chart,
inserts a number of new hypothetical arcs in the queue, and unlocks both. If an arc A requires the
presence in the chart of arcs B1 · · · Bn , each process that inserts a Bi in the chart will also insert
A → B1 · · · Bn as a hypothesis. The process that inserts the last B does likewise and that hypothesis
will be confirmed by some process.
In the message version, a process is started for each vertex (= point between two adjacent terminals). Each process manages an increasing number of arcs that end or start there, but no explicit
algorithm is given.

716. Alblas, Henk, Nijholt, Anton, Akker, Rieks op den, Oude Luttighuis, Paul, and Sikkel,
Klaas. An annotated bibliography on parallel parsing. Technical Report INF 92-84,
University of Twente, Enschede, The Netherlands, Dec. 1992. Introduction to parallel
parsing covering: lexical analysis, parsing, grammar decomposition, string decomposition, bracket
matching, miscellaneous methods, natural languages, complexity, and parallel compilation; followed by an annotated bibliography of about 200 entries.

717. Barnard, David T. and Skillicorn, D. B. Context-free parsing on O(n) processors.
Comput. Lang., 17(1):61–66, 1992. Presents a parallel version of the CYK parsing algorithm. A processor is associated with each token in the input. The CYK table is built a row at a
time. In step j, processor i requires Ri,1 · · · Ri, j−1 , which it has computed in previous steps, and
Ri+1, j−1 · · · Ri+ j−1,1 , which it receives from processor i + 1. From this it computes Ri, j . This computation requires j − 1 combinations. Assuming that a processor can perform a composition while
simultaneously receiving an entry from a neighbor and sending an entry to another neighbor, all
in a single time step, step j takes j timesteps, because a processor cannot send its result while it is
still computing it. The whole process takes n steps, so the total time for the computation is O(n 2 ).

718. Henderson, James. A connectionist parser for structure unification grammar. In
Annual Meeting of the Association for Computational Linguistics, pages 144–151,
1992.
719. Janssen, W., Poel, M., Sikkel, K., and Zwiers, J. The primordial soup algorithm: A
systematic approach to the specification of parallel parsers. In Fifteenth International
Conference on Computational Linguistics, pages 373–379, Aug. 1992. Presents a general
framework for specifying parallel parsers. The soup consists of partial parse trees that can be arbitrarily combined. Parsing algorithms can be described by specifying constraints in the way trees
can be combined. The paper describes the mechanism for a.o. CYK and bottom-up Earley (BUE),
which is Earley parsing without the top-down filter. Leaving out the top-down filter allows for
parallel bottom-up, rather than left-to-right processing. The mechanism allows the specification
of parsing algorithms without specifying flow control or data structures, which gives an abstract,
compact, and elegant basis for the design of a parallel implementation.

720. Sikkel, Klaas and Lankhorst, Marc. A parallel bottom-up Tomita parser. In Günther
Görz, editor, 1. Konferenz “Verarbeitung Natürlicher Sprache” - KONVENS’92, Informatik Aktuell, pages 238–247. Springer-Verlag, Oct. 1992. Presents a parallel bottom-up
GLR parser that can handle any CF grammar. Removes the left-to-right restriction and introduces
processes that parse the sentence, starting at every position in the input, in parallel. Each process
yields the parts that start with its own word. The processes are organized in a pipeline. Each process sends the completed parts that it finds and the parts that it receives from his right neighbor
to his left neighbor, who combines the parts that it receives with the parts that it already found
to create new parts. It uses a simple pre-computed parsing table and a graph-structured stack (actually tree-structured) in which (partially) recognized parts are stored. Empirical results indicate
that parallelization pays off for sufficiently long sentences, where “sufficiently long” depends on
the grammar. A sequential Tomita parser is faster for short sentences. The algorithm is discussed
in Section 14.3.1.
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721. Clarke, Gwen and Barnard, David T. Error handling in a parallel LR substring parser.
Comput. Lang., 19(4):247–260, 1993.
722. Vreught, J. P. M. de. Parallel Parsing. PhD thesis, Delft University of Technology,
1993.
723. Monien, Burkhard, Rytter, Wojciech, and Schäpers, Leopold. Fast recognition of
deterministic CFLs with a smaller number of processors. Theoret. Comput. Sci.,
116(2):421–429, 1993. Actually about deterministic pushdown automata, implemented in par-

allel on O(2n+ε ) for small ε, resulting in a O(log n) time recognizer. Difficult read, despite the
fact that there is not much math in this paper.

724. Oude Luttighuis, P. Parallel Algorithms for Parsing and Attribute Evaluation. PhD
thesis, University of Twente, 1993.
725. Sikkel, Klaas. Parallel on-line parsing in constant time per word. Theoret. Comput.
Sci., 120(2):303–310, 1993. An on-line parser parses each word as soon as it is typed, without
waiting for the end of the sentence. The paper presents a recognizer, running on up to O(n 2 ) processors, using constant time per word. Like CYK, it assumes the grammar is in Chomsky Normal
Form. For each word, it computes two sets: the set of the so far completely recognized items (like
*
in CYK), and the set of right-incomplete items, which denote collected facts A →w
i · · · w j B, where
wi · · · w j are words that have been read. These sets can be computed in constant time provided that
O(n2 ) processors are available. The paper also briefly discusses the modifications that are needed
to turn this recognizer into a parser.

726. Alblas, Henk, Akker, Rieks op den, Oude Luttighuis, Paul, and Sikkel, Klaas. A bibliography on parallel parsing. ACM SIGPLAN Notices, 29(1):54–65, 1994. A modified
and compacted version of the bibliography by Alblas et al. [716].

727. Nurkkala, Tom and Kumar, Vipin. The performance of a highly unstructured parallel algorithm on the KSR1. In Scalable High Performance Computing Conference
(SHPCC), pages 215–220, 1994.
728. Viswanathan, N. and Srikant, Y. N. Parallel incremental LR parsing. Comput. Lang.,
20(3):151–176, 1994.
729. Berkman, O. and Vishkin, U. Almost fully-parallel parentheses matching. Discrete
Applied Mathematics, 57(1):11–28, 1995.
730. Hendrickson, Kenneth J. A new parallel LR parsing algorithm. In ACM Symposium
on Applied Computing, pages 277–281. ACM, 1995. Discusses the use of a marker-passing
computational paradigm for LR parsing. Each state in the LR parsing table is modeled as a node
with links to other nodes, where the links represent state transitions. All words in the input sentences are broadcast to all nodes in the graph, acting as activation markers. In addition, each node
has a data marker specifying which inputs are legal for shifting a token and/or which reduction to
use. The parsing process is then started by placing an initial prediction marker for each sentence
on the start node. When a prediction marker arrives at a node, it will collide with the activation
markers at that node, provided they are at the same position in the same sentence. The result of
such a collision is determined by the data marker at that node which may specify reductions and/or
shifts, which are handled sequentially, resulting in new prediction markers which are sent to their
destination node.

731. Verbeek, A. J. M. Parallel recognition algorithms for context-free languages. Master’s
thesis, Vrije Universiteit, Amsterdam, July 1995.
732. Atsumi, Kiyotaka and Masuyama, Shigeru. An efficient parallel parsing algorithm for
context-free languages based on Earley’s method. IEICE Trans. on Fundamentals of
Electronics, Communications and Computer Sciences, E79-A(4):547–552, April 1996.
The algorithm presented here works in two phases: first, all Earley items are generated, and each
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item is associated with two sets: one is the set of items that could have generated this item by
moving the dot over a symbol, and the other is the set of items representing the reduction when
the dot is moved over a non-terminal. The next phase is to select the parts of this structure that will
actually be part of the parse tree(s). This phase uses the matrix multiplication algorithm by Pan 2 ,
which runs in O(log n) time using O(n2.376 ) processors for n × n matrices. The parsing algorithm
works in O(log2 n) time using O(n4.752 ) processors.

733. Barsan, C. and Evans, D. J. Fast systolic parsing of context-free languages. Intern. J.
Comput. Math., A-60(3-4):171–182, 1996.
734. Clarke, Gwen and Barnard, David T. An LR substring parser applied in a parallel
environment. J. Parallel and Distributed Computing, 35(1):2–17, 1996. The substring
parser of Cormack [1005] is parallelized as follows: processors are organized in a balanced binary
tree. If a processor is a leaf, its parser’s input is a section of the input, its parse stack is empty and
its parsing state is the initial state. Once a leaf completes its parsing, it passes its parse stack to its
parent, including a derivation tree. A non-leaf processor receives two parse stacks. Its initial parse
stack is the one from its left child, and its parsing state is the last state pushed by the left child.
Input is its right child’s parse stack, from bottom to top.
A detailed analysis of the behavior of this parallel parser is presented for an expression language
parsed on 7, 15, and 31 node processor trees. In the best case, the expression language is parsable
in O(log n) time. How evenly work is distributed among the processors depends on the number of
tokens per leaf and the shape of the program’s derivation tree.

735. Ra, Dong-Yul and Kim, Jong-Hyun. A parallel parsing algorithm for arbitrary contextfree grammars. Inform. Process. Lett., 58(2):87–96, 1996. A parallel parsing algorithm
based on Earley’s algorithm is proposed. The Earley items construction phase is parallelized by
assigning a processor to each position in the input string. Each processor i then performs n stages:
stage k consists of the computation of all Earley items of “length” k which start at position i. After
each stage, the processors are synchronized, and items are transferred. It turns out that this only
requires data transfer from processor i + 1 to processor i. Any items that processor i needs from
processor i + m are obtained by processor i + 1 at stage m − 1. When not enough processors are
available (p < n), a stage is divided into dn/pe phases, such that processor i computes all items
starting at positions i, i + p, i + 2p, et cetera. If in the end processor 0 found an item S-->α•,0,n,
the input string is recognized.
To find a parse, each processor processes requests to find a parse for completed items (i.e. the dot
is at the end of the right hand side) that it created. In processing such a request, the processor
generates requests to other processors. Now processor 0 is asked S-->α•,0,n.
A very detailed performance analysis is given, which shows that the worst case performance of
the algorithm is O(n3 /p) on p processors.

736. Lohuizen, M. P. van. Survey of parallel context-free parsing techniques. Technical
Report NLI-1997-1, Delft University of Technology, Delft, Jan. 1997.
737. Ninomiya, Takashi, Torisawa, Kentaro, Taura, Kenjiro, and Tsujii, Jun’ichi. A parallel CKY parsing algorithm on large-scale distributed-memory parallel machines. In
Proceedings of the Pacific Association for Computational Linguistics (PACLING) ’97,
pages 223–231, Tokyo, April 1997. Meisei University.
738. Koulouris, A., Koziris, Nctarios, Andronikos, Theodore, Papakonstantinou,
George K., and Tsanakas, Panayotis. A parallel parsing VLSI architecture for
arbitrary context free grammars. In International Conference on Parallel and Distributed Systems, pages 783–792, 1998. Formulates the Earley parsing algorithm as a
double nested loop which is suitable for implementation in a VLSI array, with much detail on the
mapping to hardware.
2

V.Y. Pan, “Complexity of parallel matrix multiplications”, Theoretical Computer Science,
54:65-85, 1987.
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739. Larmore, Lawrence L. and Rytter, Wojciech. Almost optimal sublinear time parallel
recognition algorithms for three subclasses of context free languages. Theoret. Comput.
Sci., 197(1-2):189–201, 1998.
740. Lohuizen, Marcellus Paulus van. Parallel Natural Language Parsing: From Analysis
to Speedup. PhD thesis, Technische Universiteit Delft, Delft, Nov. 2003.
741. Šaloun, Petr. LR parallel parsing and its simulation. In Hamid R. Arabnia and Youngsong Mun, editors, International Conference on Parallel and Distributed Processing
Techniques and Applications, pages 1896–1902. CSREA Press, 2003.
742. Bertsch, E. and Nederhof, M.-J. Fast parallel recognition of LR language suffixes.
Inform. Process. Lett., 92(5):225–229, 2004. Nederhof and Bertsch’s tabular LR substring
algorithm from [654] is combined with Monien et al.’s parallel recognition algorithm from [723].

18.2.6 Non-Chomsky Systems
743. Koster, Cornelis H. A. and Meertens, Lambert G. L. T. Basic English, a generative
grammar for a part of English. Technical report, Euratom Seminar “Machine en Talen”
of E.W. Beth, University of Amsterdam, 1962. 3
744. Forino, Alfonso Caracciolo di. Some remarks on the syntax of symbolic programming
languages. Commun. ACM, 6(8):456–460, Aug. 1963. Argues that context conditions
like the ones that govern the definition and use of identifiers in programming languages can be
incorporated in a context-free grammar frame work by modifying the CF grammar dynamically.
Shows precisely how to do so, by having global productions, local productions, and a scoping
mechanism.

745. McClure, R. M. TMG: A syntax-directed compiler. In 20th National Conference,
pages 262–274. ACM, 1965. A transformational grammar system in which the syntax
is described by a sequence of parsing routines, which can succeed, and then may absorb input and produce output, or fail, and then nothing has happened; this requires backtracking.
Each routine consists of a list of possibly labeled calls to other parsing routines of the form
<routine_name/failure_label>. If the called routine succeeds, the next call in the list is performed;
if it fails, control continues at the failure_label. An idiom for handling left recursion is given. This
allows concise formulation of many types of input. Rumor has it that TMG stands for “transmogrify”, but “transformational grammar” is equally probable.

746. Gilbert, Philip. On the syntax of algorithmic languages. J. ACM, 13(1):90–107, Jan.
1966. Unlike Chomsky grammars, which are production devices, an “analytic grammar” is a
recognition device: membership of the language is decided by an algorithm based on the analytic
grammar. An analytic grammar is a set of reduction rules, which are Chomsky Type 1 production
rules in reverse, plus a scan function S. An example of a reduction rule is abcde-->aGe, which
reduces bcd to G in the context a· · · e.
A string belongs to the language if it can be reduced to the start symbol by applying reduction
rules, such that the position of each reduction in the sentential form is allowed by the scan function.
Reduction can never increase the length of the sentential form, so if we avoid duplicate sentential
forms, this process always terminates. So an analytic grammar recognizes a recursive set. The
author also proves that for every recursive set there is analytic grammar which recognizes it; this
may require complicated scan functions.
Two examples are given: Hollerith constants, and declaration and use of identifiers. There seem
to be no further publications on analytic grammars.
3

It is to be feared that this paper is lost. Any information to the contrary would be most
welcome.
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747. Hotz, G. Erzeugung formaler Sprachen durch gekoppelte Ersetzungen. In F.L. Bauer
and K. Samelson, editors, Kolloquium über Automatentheorie und formale Sprachen,
pages 62–73. TU Munich, 1967, (in German). Terse and cryptic paper in which the components of Chomsky’s grammars and its mechanism are generalized into an X-category, consisting
of an infinite set of sentential forms, a set of functions that perform substitutions, a set of sources
(left-hand sides of any non-zero length), a set of targets (right-hand sides of any length), an inference operator (for linking two substitutions), and a concatenation operator. By choosing special
forms for the functions and the operators and introducing a number of homomorphisms this mechanism is used to define coupled production. Using theorems about X-categories it is easy to prove
that the resulting languages are closed under union, intersection and negation. Many terms not
explained; no examples given.

748. Sintzoff, M. Existence of a van Wijngaarden syntax for every recursively enumerable
set. Annales de la Société Scientifique de Bruxelles, 81(II):115–118, 1967. A relatively
simple proof of the theorem that for every semi-Thue system we can construct a VW grammar
that produces the same set.

749. Aho, Alfred V. Indexed grammars: An extension of context-free grammars. J.
ACM, 15(4):647–671, Oct. 1968. In an indexed grammar, each non-terminal N in a sentential form is followed by zero or more “indices”, which govern which of the alternatives
for N are allowed for this occurrence of N. The indices propagate according to specific rules.
L(CF) ⊂ L(Indexed) ⊂ L(CS).

750. Friš, Ivan. Grammars with partial ordering of the rules. Inform. Control, 12:415–425,
1968. The CF grammars are extended with restrictions on the production rules that may be
applied in a given production step.
One restriction is to have a partial order on the production rules and disallow the application of a
production rule if a smaller (under the partial ordering) rule could also be applied. This yields a
language class in between CF and CS which includes an bn cn , but the author uses 26(!) rules and
15 orderings to pull this off.
Another restriction is to require the control word of the derivation to belong to a given regular
language. This yields exactly the CS languages. A formal proof is given, but no example.
For errata see “Inform. Control”, 15(5):452-453, Nov. 1969.
(The control word of a derivation D is the sequence of the numbers of the production rules used
in D, in the order of their application. The term is not used in this paper and is by Salomaa.)

751. Knuth, Donald E. Semantics of context-free languages. Math. Syst. Theory, 2(2):127–
145, 1968. Introduces inherited attributes after acknowledging that synthesized attributes were
already used by Irons in 1961. Shows how inherited attributes may simplify language description,
mainly by localizing global effects. Gives a formal definition of attribute grammars and shows that
they can express any expressible computation on the parse tree, by carrying around an attribute
that represents the entire tree.
With having both synthesized and inherited attributes comes the danger of circularity of the attribute rules. An algorithm is given to determine that situation statically (corrected by the author
in Math. Syst. Theory, 5, 1, 1971, pp. 95-96.)
Next a simple but non-trivial language for programming a Turing machine called Turingol is defined using an attribute grammar. The full definition fits on one printed page. A comparison with
other systems (Vienna Definition Language, etc.) concludes the paper.

752. Aho, Alfred V. Nested stack automata. J. ACM, 16(3):383–406, July 1969. A nested
stack is a stack that can contain stacks as elements, recursively. The theory presented here implements it as a list of symbols, terminated by #, in which for each stack there is a marked top
symbol (which is a normal stack symbol A with an “I am a top symbol” mark $: $A), and an
explicit bottom-of-stack symbol ¢. For example, the nested stack

670

18 Annotated Bibliography
$
a1
a2
b ¢
$
c
$d1 d2 ¢
¢
a3
#
consists of the stack $a1 a2 L2 L3 a3 # where L1 = $d1 d2 , L2 = $b , L3 = $c L1 . The concept of
nested stacks includes those of pushdown lists (access and modification of the top element only)
and of stacks (pushdown lists plus access to random stack elements).
The nested stacks are combined with a finite-state control into nested stack automata. Many properties of these nested stack automata are discussed and proved, the main one being that they
recognize exactly the indexed languages (Aho [749]).

753. Chastellier, G. de and Colmerauer, A. W-grammar. In ACM Congress, pages 511–
518, New York, 1969. ACM. Explanation of VW grammars, with extensive examples from
arithmetic and natural languages. The authors mention an “analyser”, which seems to work by
exhaustive search, Prolog-style.

754. Mazurkiewicz, Antoni W. A note on enumerable grammars. Inform. Control, 14:555–
558, 1969. Instead of metanotions as the second level in a 2-level grammar, integers are used:
each occurrence of a non-terminal in a rule gets an integer function as attribute, its index. The
variables in the functions tie the non-terminals in a rule together, just like metanotions do. (Actually, the identity of the non-terminals is also encoded in the integer, so that there is only one
non-terminal.)
If the functions relating the left-hand side to the right-hand are decreasing enough (are “ωregular”), parsability can be guaranteed, unlike in 2-level grammars with metanotions. The parsing
algorithm used in the proof is exhaustive search, though.

755. Rosenkrantz, Daniel J. Programmed grammars and classes of formal languages. J.
ACM, 16(1):107–131, 1969. The Chomsky grammars of types 3, 2, 1 and 0 are extended with
the following SNOBOL-like control mechanism, yielding programmed grammars; the original
grammar is called the core grammar. Each production rule P is extended with two sets of production rule numbers, the success labels and the failure labels. If P can be applied to the sentential
form under construction, it is applied in the leftmost place possible, and the next production rule is
chosen from the success labels of P; if it cannot be applied, the next production rule is chosen from
the failure labels of P. For core grammars of types 3, 1 and 0 this does not affect their expressive
power. Context-free grammars without ε-productions produce a set of languages between contextfree and context-sensitive under this control mechanism; this set is called the “cfpg languages”,
and includes many important non-CF languages. Context-free grammars with ε-productions will
produce the set of recursively enumerable languages.

756. Wijngaarden, A. van et al. Report on the algorithmic language ALGOL 68. Numer.
Math., 14:79–218, 1969. VW grammars found their widest application to date in the definition
of ALGOL 68. Section 1.1.3 of the ALGOL 68 Revised Report contains a very carefully worded
description of the two-level mechanism. The report contains many interesting applications.
See also [774].

757. Birman, Alexander. The TMG Recognition Schema. PhD thesis, Princeton Univ.,
Princeton, N.J., Feb. 1970.
758. Koster, C. H. A. Affix grammars. In J.E.L. Peck, editor, ALGOL 68 Implementation,
pages 95–109. North-Holland Publ. Co., Amsterdam, 1971. Where attribute grammars
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have attributes, affix grammars have affixes, and where attribute grammars have evaluation functions affix grammars have them too, but the checks in an affix grammar are part of the grammar rather than of the evaluation rules. They take the form of primitive predicates, pseudo-nonterminals with affixes similar to the where... predicates in a VW grammar, which produce ε
when they succeed, but block the production process when they fail. Unlike attribute grammars,
affix grammars are production systems. If the affix grammar is “well-formed”, a parser for it can
be constructed.

759. Baker, John L.
gol68 definition.

Grammars with structured vocabulary: A model for the AlInform. Control, 20(4):351–395, 1972. Names of non-terminals

are formally without inherent meaning, but in practice that is not true: <expression> and
<simple expression> usually are (and should be) related. Exploiting this kind of relationship leads to a mild form of VW grammar. Formal properties are derived, and the transformation
from strict to representation language is incorporated into the mechanism.

760. Crowe, David. Generating parsers for affix grammars. Commun. ACM, 15(8):728–
734, Aug. 1972. A bounded-right-context (Floyd productions) parser is extended with affix
manipulation.

761. Ambler, A. L. Nested LR(k) Parsing using Grammars of the van Wijngaarden Type.
PhD thesis, Univ. of Wisconsin, 1973.
762. Birman, Alexander and Ullman, Jeffrey D. Parsing algorithms with backtrack. Inform.
Control, 23(1):1–34, 1973. Whereas a Chomsky grammar is a mechanisms for generating languages, which can, with considerable difficulty, be transformed into a parsing mechanism, a TS
(TMG recognition Scheme), (McClure [745]) is a top-down parsing technique, which can, with far
less difficulty, be transformed into a language generation mechanism. Strings that are accepted by
a given TS belong to the language of that TS.
A TS is a set of recursive routines, each of which has the same structure: A = if recognize B
andif recognize C then succeed else recognize D fi, where each routine does backtracking
when it returns failure; this models backtracking top-down parsing. This routine corresponds to
the TS rule A → BC/D.
The paper also introduces generalized TS (gTS), which has rules of the form A → B(C, D), meaning A = if recognize B then recognize C else recognize D fi. This formalism allows negation: return if recognize Ai then fail else succeed fi.
TS and gTS input strings can be recognized in one way only, since the parsing algorithm is just a
deterministic program. TS and gTS languages can be recognized in linear time, as follows. There
are |V | routines, and each can be called in n + 1 positions, where V is the set of non-terminals and
n is the length of the input string. Since the results of the recognition routines depend only on the
position at which they are started, their results can be precomputed and stored in a |V | × n matrix.
A technique is shown by which this matrix can be computed from the last column to the first.
Since CF languages probably cannot be parsed in linear time, there are probably CF languages
which are not TS or gTS, but none are known. [g]TS languages are closed under intersection (recognize by one TS, fail, and then recognize by the other TS), so there are non-CF languages which
are [g]TS; an bn cn is an example. Many more such properties are derived and proved in a heavy
formalism.

763. Lepistö, Timo. On ordered context-free grammars. Inform. Control, 22(1):56–68, Feb.
1973. More properties of ordered context-free grammars (see Friš [750]) are given.
764. Pratt, Vaughan R. Top down operator precedence. In First ACM Symposium on Principles of Programming Languages, pages 41–51. ACM, Oct. 1973. Argues that semantics
in a program text is associated with the tokens in it, rather than with some not immediately evident terminal production of non-terminals. Each token identifies a semantic class, for example
the token + identifies the class Algebraics, and the token print identifies the class Outcomes;
classes may be subdivided. These classes are totally ordered. This does away with the need for a
grammar, but leaves the possibility to do something similar to operator precedence parsing, using
an almost trivial algorithm. Extensive examples given.
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765. Greibach, Sheila A. Some restrictions on W -grammars. Intern. J. Comput. Inform.
Sci., 3(4):289–327, 1974. The consequences of two easily checkable restrictions on the form
of the rules in a VW grammar are explored in great detail and are found to be surprising. Although
this highly technical paper is not directly concerned with parsing, it is very instructive in that it
shows methods of exploring the field.

766. Koster, C. H. A. Two-level grammars. In F.L. Bauer and J. Eickel, editors, Compiler
Construction: An Advanced Course, volume 21 of Lecture Notes in Computer Science,
pages 146–156. Springer-Verlag, Berlin, 1974. Easy introduction to two-level (VW) grammars, starting from one-level VW grammars. Examples of practical handling of context in a VW
grammar.

767. Schuler, P. F. Weakly context-sensitive languages as model for programming
languages. Acta Inform., 3(2):155–170, 1974. Weakly context-sensitive languages are defined in two steps. First some CF languages are defined traditionally. Second a formula is given
involving the CF sets, Boolean operators, quantifiers, and substitutions; this formula defines the
words in the WCS language. An example is the language L0 =an bn an . We define the CF languages S1 =an bn and S2 =ak . Then L0 = {w|∃x ∈ S1 ∃y ∈ S2 |xy = w ∧ ∃z|ybz = x}. It is shown
that this is stronger than CF but weaker than CS. WCS languages are closed under union, intersection, complementation and concatenation, but not under unbounded concatenation (Kleene star).
A Turing machine parser is sketched, which recognizes strings in O(nk ) where k depends on the
complexity of the formula. A WCS grammar is given, which checks definition and application
of variables and labels in ALGOL 60. The unusual formalism and obscure text make the paper a
difficult read.

768. Wijngaarden, A. van. The generative power of two-level grammars. In J. Loeckx, editor, Automata, Languages and Programming, volume 14 of Lecture Notes in Computer
Science, pages 9–16. Springer-Verlag, Berlin, 1974. The generative power of VW grammars is illustrated by creating a VW grammar that simulates a Turing machine; the VW grammar
uses only one metanotion, thus proving that one metanotion suffices.

769. Watt, D. A. Analysis-oriented Two-level Grammar. PhD thesis, Glasgow University,
Glasgow, Jan. 1974.
770. Bertsch, Eberhard. Two thoughts on fast recognition of indexed languages. Inform.
Control, 29:381–384, 1975. Proves that parsing with (tree-)unambiguous indexed grammars
is possible in O(n2 ) steps.

771. Deussen, P. A decidability criterion for van Wijngaarden grammars. Acta Inform.,
5:353–375, 1975. The criterion, which is given in detail, can be paraphrased very roughly as
follows: the language generated by a VW grammar is decidable if (but not only if) there are no
ε-rules and either there are no free metanotions (occurring on the right-hand side only) or there
are no dummy metanotions (occurring on the left-hand side only).

772. Joshi, Aravind K., Levy, Leon S., and Takahashi, Masako. Tree adjunct grammars. J.
Comput. Syst. Sci., 10(1):136–163, 1975. See Section 15.4.
The authors start by giving a very unintuitive and difficult definition of trees and tree grammars,
which fortunately is not used in the rest of the paper. A hierarchy of tree adjunct grammars is
constructed, initially based on the maximum depth of the adjunct trees. This hierarchy does not
coincide with Chomsky’s:
L(TA(1)) ⊂ L(CF) ⊂ L(TA(2)) ⊂ L(TA(3)) ⊂ · · · ⊂ L(CS)
A “simultaneous tree adjunct grammar” (STA grammar) also consists of a set of elementary trees
and a set of adjunct trees, but the adjunct trees are divided into a number of groups. In each adjunction step one group is selected, and all adjunct trees in a group must be applied simultaneously. It
is shown that:
L(CF) ⊂ L(TA(n)) ⊂ L(STA) ⊂ L(CS)
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773. Kasai, Takumi. A universal context-free grammar. Inform. Control, 28(1):30–34, May
1975. Presents a way to construct a universal grammar GA for a given alphabet A. GA can then be
made to produce any CF language over A, by controlling it with a control word from an appropriate
regular control set. Basically, GA generates all properly nesting sentences over A, and the control
set picks out the language-specific ones. This effectively creates a 2-way mapping between CF
languages and regular expressions.

774. Wijngaarden, A. van et al. Revised report on the algorithmic language ALGOL 68.
Acta Inform., 5:1–236, 1975. See van Wijngaarden et al. [756].
775. Lindsey, C. H. and Turner, S. J. Two-level grammars for extensible languages. In
New Directions in Algorithmic Languages, pages 9–25. IFIP WG2.1, 1976. The metanotion alphabet is extended with parentheses, in such a way that for many useful grammars the
cross-reference problem can be solved. The resulting CF skeleton grammar is required to be a
precedence grammar. A parser then follows easily. Many details but no algorithms given; fairly
cryptic.

776. Marcotty, Michael, Ledgard, Henry F., and Bochmann, Gregor V. A sampler of formal
definitions. ACM Comput. Surv., 8(2):191–276, June 1976. Describes and compares four
semantic definition methods: VW grammars, production systems and the axiomatic approach,
Vienna Definition Language, and attribute grammars. No clear winner emerges.

777. Cleaveland, J. Craig and Uzgalis, Robert C. Grammars for Programming Languages.
Elsevier, New York, 1977. In spite of its title, the book is a highly readable explanation
of two-level grammars, also known as van Wijngaarden grammars or VW grammars. After an
introductory treatment of formal languages, the Chomsky hierarchy and parse trees, it is shown
to what extent CF languages can be used to define a programming language. These are shown to
fail to define a language completely and the inadequacy of CS grammars is demonstrated. VW
grammars are then explained and the remainder of the book consists of increasingly complex and
impressive examples of what a VW grammar can do. These examples include keeping a name list,
doing type checking and handling block structure in the definition of a programming language.
Recommended reading.

778. Franzen, H., Hoffmann, B., Pohl, B., and Schmiedecke, I. An experimental step towards a practical compiler using two-level grammars. In 5th Annual III Conference
on Implementation and Design of Algorithmic Languages, pages 397–420, Rennes,
France, 1977. IRIA. EAGLE is a notation for EAGs. Affixes are described by CF rules. Formal affixes are divided into two groups, input and output, and can be specified as templates (like
alternatives in a CF grammar). The EAGLE system translates EAGLE text to CDL1, adding code
to do affix analysis and affix consistency checking. The underlying grammar is parsed with an
(adapted) SLR(1) parser. The bottom-up parser is a form of recursive ascent in which the reducing
routines push the result of the reduction back into the input stream.

779. Watt, David A. The parsing problem for affix grammars. Acta Inform., 8:1–20, 1977.
A technique is described to convert an affix grammar into a CF grammar called a “head grammar”
(which have nothing to do with the head grammars from Section 10.3), which contains a special
kind of non-terminal, copy-symbols. For the head grammar they are ε-rules, but for the affix
grammar they effect affix manipulations on the affix stack. Primitive predicates are also ε-rules,
but do checks on the affixes. Parsing is done by any CF parser, preferably LR(1). The affixes are
not used to control the parsing but only to declare an input string erroneous: for the technique to
work, the affix grammar must in effect be an attribute grammar.

780. Wegner, Lutz. Analysis of Two-level Grammars. PhD thesis, Hochschul-Verlag,
Stuttgart, 1977.
781. Gerevich, L. Syntax-parser of W-grammars. Bull. Szám. Automatiz. Kutató Intézete
(SZTAKI), 21:7–26, 1978, (in Russian).
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782. Krämer, B. and Schmidt, H. W. Conjugation grammars: Towards an implementation
of Van Wijngaarden grammars. Technical Report 43, GMB, IST, Bonn, 1978.
783. Meersman, R. and Rozenberg, G. Two-level meta-controlled substitution grammars.
Acta Inform., 10:323–339, 1978. The authors prove that the uniform substitution rule is
essential for two-level grammars; without it, they would just generate the CF languages. This
highly technical paper examines a number of variants of the mechanisms involved.

784. Sebesta, Robert W. and Jones, Neil D. Parsers for indexed grammars. Intern. J. Comput. Inform. Sci., 7(4):344–359, Dec. 1978. Very good explanation of indexed grammars.
Three classes of indexed grammars are defined, corresponding to strong-LL, LL and LR, respectively. It is shown that the flag sets generated by indexed grammars are regular sets.

785. Barth, G. Fast recognition of context-sensitive structures. Computing, 22:243–256,
1979. A recording grammar (an RG) is a CF grammar in which each (numbered) production rule
belongs to one of three classes: normal, recording and directed. During production, normal rules
behave normally and a recording rule records its own occurrence by appending its number to a
string called the π-element. When production leaves a “recording” stage, the entire π-element is
added to a set called the Ω-component, which collects all contexts created so far. When production
enters a “directed” stage, an element (a context) is retrieved from the Ω-component, transferred
through a mapping I and used to direct the choice of production rules until the element is exhausted. The expressive power of RGs is equal to that of Type 0 grammars.
An LL(k) version of RGs can be defined, based on LL(k)-ness of the underlying CF grammar, plus
a few simple restrictions on the mapping I; the resulting property is called RLL(k).
For parsing, an LL(k) parse is performed; during “normal” parsing, nothing special is done, during
“recording” parsing the rule numbers are recorded and subsequently added to the Ω-component;
during “directed” parsing, which is actually “checking” parsing, the rule numbers are checked for
consistency with the Ω-component, using a simple finite transducer. The parser (+ checker) works
in linear time.
It is not clear how convenient RLL(k) RGs are; neither of the two examples provided to demonstrate the power of RGs is RLL(k).

786. Dembiński, Piotr and Małuszyński, Jan. Two-level grammars: CF grammars with
equation schemes. In Hermann A. Maurer, editor, Automata, Languages and
Programming, volume 71 of Lecture Notes in Computer Science, pages 171–187.
Springer-Verlag, Berlin, 1979. The authors address a restricted form of VW grammars in
which each metanotion produces a regular language and no metanotion occurs more than once
in a hypernotion; such grammars still have full Type 0 power. A context-free skeleton grammar
is derived from such a grammar by brute force: each hypernotion in the grammar is supposed to
produce each other hypernotion, through added renaming hyperrules. Now the context-free structure of the input is handled by the skeleton grammar whereas the context conditions show up as
equations derived trivially from the renaming rules.
The equations are string equations with variables with regular domains. To solve these equations,
first all variables are expressed in a number of new variables, each with the domain Σ∗ . Then each
original variable is restricted to its domain. Algorithms in broad terms are given for both phases.
Any general context-free parser is used to produce all parse trees and for each parse tree we try
to solve the set of equations corresponding to it. If the attempt succeeds, we have a parsing. This
process will terminate if the skeleton grammar identifies a finite number of parse trees, but in the
general case the skeleton grammar is infinitely ambiguous and we have no algorithm.

787. Mehlhorn, Kurt. Parsing macro grammars top down. Inform. Control, 40(2):123–143,
1979. Macro grammars are defined as follows. The non-terminals in a CF grammar are given
parameters, as if they were routines in a programming language. The values of these parameters
are strings of terminals and non-terminals (the latter with the proper number of parameters). A
parameter can be passed on, possibly concatenated with some terminals and non-terminals, or can
be made part of the sentential form. An algorithm to construct a recursive-descent parser for a
macro grammar (if possible) is given.
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788. Schmidt, Heinz W. and Krämer, B. Locally nondeterministic and hybrid syntax analysers from partitioned two-level grammars. In K.-H. Böhling and P. P. Spies, editors,
GI - 9. Jahrestagung, volume 19 of Informatik-Fachberichte, pages 194–205. Springer,
1979. Shows how to separate a more complicated conjugation grammar (Kramer & Schmidt,
1978) into simpler ones.

789. Wegner, Lutz. Bracketed two-level grammars: A decidable and practical approach
to language definition. In Hermann A. Maurer, editor, Automata, Languages and
Programming, volume 71 of Lecture Notes in Computer Science, pages 668–682.
Springer-Verlag, Berlin, 1979. The metanotions of a VW grammar are partitioned into two
blocks, “synthesized” and “derived”; they are separated in a hyperrule by special markers, “brackets”, and are treated more or less as attributes. Under reasonable conditions parsability can be
obtained. The thus restricted VW grammars are very readable.

790. Wijngaarden, A. van. Languageless programming. In A. P. Ershov and D. E. Knuth,
editors, Proceedings of the Conference on Algorithms in Modern Mathematics and
Computer Science, volume 122 of Lecture Notes on Computer Science, pages 459–
459, Urgench, Uzbek SSR, 1979. Springer Verlag. Summary of an oral presentation.
791. Kastens, Uwe. Ordered attribute grammars. Acta Inform., 13(3):229–256, 1980. A
visit to a node is a sequence of instructions of two forms: evaluate attribute m of child n or of the
parent, and perform visit k of child n. A node may require more than one visit, hence the “visit
k”. If a sequence of visits exists for all nodes so that all attributes are evaluated properly, which is
almost always the case, the attribute grammar is ordered.

792. Kupka, I. Van Wijngaarden grammars as a special information processing model. In
P. Dembiński, editor, Mathematical Foundations of Computer Science, volume 88 of
Lecture Notes in Computer Science, pages 387–401. Springer-Verlag, 1980. Considers
VW grammars as a non-deterministic functional programming language.

793. Madsen, M. Parsing Attribute Grammars. PhD thesis, University of Aarhus, Denmark,
1980.
794. Wegner, Lutz Michael. On parsing two-level grammars. Acta Inform., 14:175–193,
1980. The article starts by defining a number of properties a VW grammar may exhibit; among
these are “left-bound”, “right-bound”, “free of hidden empty notions”, “uniquely assignable” and
“locally unambiguous”. Most of these properties are undecidable, but sub-optimal tests can be
devised. For each VW grammar GVW , a CF skeleton grammar GSK is defined by considering all
hypernotions in the VW grammar as non-terminals of GSK and adding the cross-references of the
VW grammar as production rules to GSK . GSK generates a superset of GVW . The cross-reference
problem for VW grammars is unsolvable but again any sub-optimal algorithm (or manual intervention) will do. Parsing is now done by parsing with GSK and then reconstructing and testing the
metanotions. A long list of conditions necessary for the above to work are given; these conditions
are in terms of the properties defined at the beginning.

795. Simonet, M. W. grammaires et logique du premier ordre pour la définition et
l’implantation des langages. PhD thesis, l’Université Scientifique et Médicinale de
Grenoble, Grenoble, July 1981, (in French). Surveys are given of first-order logic, including
Horn clauses and Prolog, and of tree grammars.
The research part of the thesis consists of the definition of a variant of the VW grammars in which
the metanotions are trees; such grammars are called RW-grammars (from Fr. “ramification”, bifurcation, ramification). This avoids a number of “unstructured” features in normal VW grammars
in which terminal productions of metanotions combine in funny ways in hypernotions to produce
matches between ensuing protonotions that are opaque to say the least. A linear notation for such
trees is given.
The RW-grammars are then proven to be equivalent to Horn clauses and therewith to Prolog programs.
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796. Wijngaarden, A. van. Languageless programming. In IFIP/TC2/WG2.1 Working Conference on the Relations Between Numerical Computation and Programming
Languages, pages 361–371. North-Holland Publ. Comp., 1981. Forbidding-looking paper
which presents an interpreter for a stack machine expressed in a VW grammar. The paper is more
accessible than it would seem: the interpreter “reads” — if the term applies — as a cross between
Forth and assembler language. A simple but non-trivial program, actually one hyperrule, is given,
which computes the n-th prime, subtracts 25 and “outputs” the answer in decimal notation. The
interpreter and the program run correctly on Grune’s interpreter [802].

797. Fisher, Anthony James. The Generation of Parsers for Two-Level Grammars. PhD
thesis, Prifysgol Cymru, Aberystwyth, Wales, 1982. Two parser generators are described,
one for VW grammars and on for “two-level attribute grammars”. 1. The metanotions of the
VW grammar are reduced to regular expressions by a heuristic algorithm; if that fails the parser
generation fails. The cross-reference problem is solved by intersection of the hypernotions, which
are now regular. 2. A two-level attribute grammar is an attribute grammar in which each nonterminals has one attribute, its “value”. These values are strings that represent data structures.
These are then constructed and checked by pattern matching. Both systems are implemented and
details are given.

798. Gerevich, László.
A parsing method based on van Wijngaarden grammars.
Computational Linguistics and Computer Languages, 15:133–156, 1982. In consistent
substitution, a metanotion is replaced consistently by one of its terminal productions; in extended
consistent substitution, a metanotion is replaced consistently by one of the sentential forms it can
produce. The author proves that VW grammars with extended consistent substitution are equivalent to those with just consistent substitution; this allows “lazy” evaluation of the metanotions
during parsing. Next an example of a top-down parser using the lazy metanotions as logic variables (called here “grammar-type variables”) is shown and demonstrated extensively. The third
part is a reasonably intuitive list of conditions under which this parser type works, presented without proof. The fourth part shows how little the VW grammar for a small ALGOL 68-like language
needs to be changed to obey these conditions.

799. Pohlmann, W. LR parsing for affix grammars. Acta Inform., 20(4):283–300, Dec.
1983.
800. Watt, D. A. and Madsen, O. L. Extended attribute grammars. Computer J., 26(2):142–
149, 1983. The assignment rules Ai := fi (A j , . . . , Ak ) of Knuth’s [751] are incorporated into the
grammar by substituting f i (A j , . . . , Ak ) for Ai . This allows the grammar to be used as a production
device: production fails if any call is undefined. The grammar is then extended with a transduction component; this restores the semantics expressing capability of attribute grammars. Several
examples from compiler construction given.

801. Graaf, J. de and Ollongren, A. On two-level grammars. Intern. J. Comput. Math.,
15:269–288, 1984. Lots of very systematic theory about VW grammars. A VW grammar is of
type <i, j> if the metarules are of type i and the hyperrules are of type j; the set of all languages
generated by type <i, j> VW grammars is written W ji . So, unlike van Wijngaarden, the authors
consider CS and PS meta- and hyperrules. They prove that all language sets W ji are equal for i ≤ 3
and j ≤ 2, which means that anything that can be generated by a VW grammar can be generated
by a VW grammar with CF hyperrules and a regular metagrammar.

802. Grune, Dick. How to produce all sentences from a two-level grammar. Inform. Process. Lett., 19:181–185, Nov. 1984. All terminal productions are derived systematically in
breadth-first order. The author identifies pitfalls in this process and describes remedies. A parser
is used to identify the hyperrules involved in a given sentential form. This parser is a general CF
recursive descent parser to which a consistency check for the metanotions has been added; it is
not described in detail.

803. Małuszyński, J. Towards a programming language based on the notion of two-level
grammar. Theoret. Comput. Sci., 28:13–43, 1984. In order to use VW grammars as a pro-
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gramming language, the cross-reference problem is made solvable by requiring the hypernotions
to have a tree structure rather than be a linear sequence of elements. It turns out that the hyperrules
are then a generalization of the Horn clauses, thus providing a link with DCGs.

804. Edupuganty, Balanjaninath and Bryant, Barrett R. Two-level grammars for automatic
interpretation. In 1985 ACM Annual Conference, pages 417–423. ACM, 1985. First
the program is parsed without regard to the predicate hyperrules; this yields both instantiated and
uninstantiated metanotions. Using unification-like techniques, these metanotions are then checked
in the predicates and a set of interpreting hyperrules is used to construct the output metanotion. All
this is similar to attribute evaluation. No exact criteria are given for the validity of this procedure,
but a substantial example is given.
The terminal symbols are not identified separately but figure in the hypernotions as protonotions;
this is not fundamental but does make the two-level grammar more readable.

805. Fisher, A. J. Practical LL(1)-based parsing of van Wijngaarden grammars. Acta
Inform., 21:559–584, 1985. Fisher’s parser is based on the idea that the input string was
generated using only a small, finite, part of the infinite strict grammar that can be generated from
the VW grammar. The parser tries to reconstruct this part of the strict grammar on the fly while
parsing the input. The actual parsing is done by a top-down interpretative LL(1) parser, called
the terminal parser. It is driven by a fragment of the strict grammar and any time the definition
of a non-terminal is found missing by the terminal parser, it asks another module, the strict syntax generator, to try to construct it from the VW grammar. For this technique to work, the VW
grammar has to satisfy three conditions: the defining CF grammar of each hyperrule is unambiguous, there are no free metanotions, and the skeleton grammar (as defined by Wegner [794]) is
LL(1). The parser system is organized as a set of concurrent processes (written in occam), with
both parsers, all hyperrule matchers and several other modules as separate processes. The author
claims that “this concurrent organization . . . is strictly a property of the algorithm, not of the implementation”, but a sequential, albeit slower, implementation seems quite possible. The paper
gives heuristics for the automatic generation of the cross-reference needed for the skeleton grammar; gives a method to handle general hyperrules, hyperrules that fit all hypernotions, efficiently;
and pays much attention to the use of angle brackets in VW grammars.

806. Vijay-Shankar, K. and Joshi, Aravind K. Some computational properties of tree adjoining grammars. In 23rd Annual Meeting of the ACL, pages 82–93, University of
Chicago, Chicago, IL, July 1985. Parsing: the CYK algorithm is extended to TAGs as follows.
Rather than having a two-dimensional array Ai, j the elements of which contain non-terminals that
span ti.. j where t is the input string, we have a four-dimensional array Ai, j,k,l the elements of which
contain tree nodes X that span ti.. j ..tk..l , where the gap t j+1,k−1 is spanned by the tree hanging from
the foot node of X. The time complexity is O(n6 ) for TAGs that are in “two form” .
Properties: informal proofs are given that TAGs are closed under union, concatenation, Kleene
star, and intersection with regular languages.

807. Joshi, Aravind K. An introduction to tree adjoining languages. In Alexis ManasterRamer, editor, Mathematics of Language, pages 87–114. John Benjamins Publ. Co.,
Amsterdam, 1987. Good, low-threshold introduction to same; many examples, no proofs.
808. Vijay-Shankar, K., Weir, David J., and Joshi, Aravind K. On the progression
from context-free to tree adjoining languages. In Alexis Manaster-Ramer, editor,
Mathematics of Language, pages 389–401. John Benjamins Publ. Co., Amsterdam,
1987. Many formal properties of TALs, explained in an accessible way.
809. Allevi, E., Cherubini, Alessandra, and Crespi-Reghizzi, Stefano. Breadth-first phrase
structure grammars and queue automata. In Mathematical Foundations of Computer
Science 1988, volume 324 of Lecture Notes in Computer Science, pages 162–170.
Springer Verlag, 1988. The sentence production mechanism is modified as follows. Starting
from a sentential form, find the leftmost non-terminal, A, choose one of its alternatives, A → xβ,
where x consists of terminals only (or is empty), and β consists of non-terminals only (or is empty).
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Now the A in the sentential form is replaced by x and β is appended to the right end of the sentential form. This implements breadth-first production. Parsing occurs using a queue automaton.
These grammars are called “breadth-first CF” (“BCF”).

810. Barnard, D. T. and Cordy, J. R. SL parses the LR languages. Comput. Lang., 13(2):65–
74, July 1988. SL (Syntax Language) is a special-purpose language for specifying recursive
input-output transducers. An SL program consists of a set of recursive parameterless routines. The
code of a routine can call other routines, check the presence of an input token, produce an output
token, and perform an n-way switch on the next input token, which gets absorbed in the process.
Blocks can be repeated until an exit statement is switched to. The input and output streams are
implicit and are the only variables.

811. Akker, Rieks op den. Parsing Attribute Grammars. PhD thesis, Universiteit Twente,
Enschede, 1988.
812. Schabes, Yves and Joshi, Aravind K. An Earley-type parsing algorithm for tree adjoining grammars. In 26th Meeting of the Association for Computational Linguistics, pages
258–269. Association for Computational Linguistics, 1988. Using dotted trees rather than
dotted items, the Earley algorithm is extended to TAGs. Rather than just a Scanner, Completer
and Predictor, it has seven processes: Scanner, Move dot down, Move dot up, Left Predictor, Left
Completer, Right Predictor, and Right Completer. Its time complexity is O(|G| 2 n9 ).

813. Edupuganty, B. and Bryant, B. R. Two-level grammar as a functional programming
language. Computer J., 32(1):36–44, Feb. 1989. Designs a Prolog-like interpreter for
programs based on two-level grammars, in which the start symbol is given the input of the program
as an inherited metanotion and the result is retrieved from a synthesized metanotion. The program
succeeds when the parser produced can parse the empty string (which, like in Prolog, stands for
success). The interpreter is not described in sufficient detail.

814. Sebesta, Robert W. On context-free programmed grammars. Comput. Lang., 14(2):99–
108, 1989. A subclass of the context-free programmed grammars is defined, SPG(k), for Simple
Programmed Grammar, which is to the context-free programmed grammars what LL(k) is to the
context-free grammars. A table-driven top-down parser plus table generation algorithm is given in
full. Unlike the LL(k) case, backtrack may be needed to determine which non-terminal to predict
for, if it is not the first one. This makes the parser work in time O(n2 ) in theory, although linear
behavior is more usual. Several examples of useful SPG(k) are given, many of them with k = 2.

815. Blache, Philippe and Morin, Jean-Yves. Bottom-up filtering: A parsing strategy for
GPSG. In 13th International Conf. on Comput. Linguistics COLING’90, Vol. 2, pages
19–23, 1990. The authors propose a general LC parsing for GPSGs, but the problem is that in
GPSGs the “LC” may not be the first constituent of the phrase. To remedy this, they introduce a
heuristic to find an appropriate LC, as follows. For each category A, a set of “legal first daughters”
is precomputed, which includes all constituents of A that the linear precedence relations allow to
be the first constituent. For each first daughter c a set of “immediate precedence” is precomputed
which includes all constituents that the linear precedence relations allow to be occur before c.
During parsing the LCs are found by looking for first daughters that are not preceded by any
member of their immediate precedence; each is assumed to identify a phrase. A general LC parser
(not described in the paper) is used to resolve the non-determinism.
Two restrictions on the GPSG are introduced to reduce the non-determinism: requiring all RHSs
of the same category to be different in all constituents except a “head”; and having “extensive
ID-rules” only. The interaction between these restrictions and the parser are not described.

816. Bunke, Horst and Haller, B. A parser for context free plex grammars. In Manfred Nagl,
editor, Graph-Theoretic Concepts in Computer Science, 15th International Workshop,
volume 411 of Lecture Notes in Computer Science, pages 136–150. Springer, 1990.
817. Burshteyn, Boris. On the modification of the formal grammar at parse time. ACM
SIGPLAN Notices, 25(5):117–123, May 1990. Modifying the grammar under control of
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and utilizing information obtained by the parsing process is proposed as a means of handling
context-sensitivity. For example, the recognition of the declaration of an array aaa could cause
the introduction of a new grammar rule E → aaa[E], (generated from a template), thus allowing
forms like aaa[3] to be used. With a correction in the same journal, 25(8):6.

818. Burshteyn, Boris. Generation and recognition of formal languages by modifiable
grammars. ACM SIGPLAN Notices, 25(12):45–53, Dec. 1990. Substantial theory of
top-down dynamic grammars, suitable for the generation of languages, and of bottom-up dynamic
grammars, suitable for the recognition of languages. The theory is supported by a lazy LR(1)
parser for such grammars; full algorithms given.

819. Christiansen, Henning. A survey of adaptable grammars. ACM SIGPLAN Notices,
25(11):35–44, Nov. 1990. Explores the possibilities and pitfalls of dynamic grammars.
820. Harbusch, Karin. An efficient parsing algorithm for tree adjoining grammars. In
28th Annual Meeting of the Association for Computational Linguistics, pages 284–
291, 1990. The CYK TAG parsing algorithm of Vijay-Shankar and Joshi [806] is improved by
requiring the grammar to be in a more strict form, closer to Chomsky normal form, and by storing
additional information in each CYK entry. The time complexity is claimed to be O(n 4 lnn) worst
case, and O(n3 ) in practice, but no proof is given.
Note: the actual time complexity is O(n5 ) (private communication).

821. König, Esther. The complexity of parsing with extended categorial grammars. In 13th
International Conference on Computational Linguistics, pages 233–238, 1990. CYK
parsing of same, complexity O(n2 n!).

822. Schabes, Yves and Vijay-Shankar, K. Deterministic left to right parsing of tree adjoining languages. In 28th Meeting of the Association for Computational Linguistics, pages
276–283. Association for Computational Linguistics, 1990. Since production using a TAG
can be based on a stack of stacks (see Vijay-Shankar and Joshi [806]), the same model is used to
graft LR parsing on. Basically, the stacks on the stack represent the reductions of the portion left
of the foot in each adjoined tree; the stack itself represents the spine of the entire tree recognized
so far. Dotted trees replace the usual dotted items; stack manipulation during the “Resume Right”
operation, basically a shift over a reduced tree root, is very complicated. See Nederhof [859].

823. Heilbrunner, S. and Schmitz, L. An efficient recognizer for the Boolean closure of
context-free languages. Theoret. Comput. Sci., 80:53–75, 1991. The CF grammars are
extended with two operators: negation (anything not produced by A) and intersection (anything
produced by both A and B). The non-terminals in the grammar have to obey a hierarchical order,
to prevent paradoxes: A →6 A would define an A which produces anything not produced by A. An
Earley parser in CYK formulation (Graham et al. [72]) is extended with inference (dot-movement)
rules for these operators, and a special computation order for the sets is introduced. This leads to
a “naive” (well. . . ) algorithm, to which various optimizations are applied, resulting in an efficient
O(n3 ) algorithm. A 10-page formal proof concludes the paper.

824. Koster, C. H. A. Affix grammars for programming languages. In Henk Alblas and
Bor̆ivoj Melichar, editors, Attribute Grammars, Applications and Systems, volume
545 of Lecture Notes in Computer Science, pages 358–373. Springer-Verlag, New
York, 1991. After a historical introduction, the three formalisms VW Grammar, Extended Attribute/Affix Grammar, and Attribute Grammar are compared by implementing a very simple language consisting of declarations and assignments in them. The comparison includes Prolog. The
conclusion finds far more similarities than differences; VW Grammars are the most descriptional,
Attribute Grammars the most operational, with EAGs in between.

825. Koster, C. H. A. Affix grammars for natural languages. In Henk Alblas and Bor̆ivoj
Melichar, editors, Attribute Grammars, Applications and Systems, volume 545 of
Lecture Notes in Computer Science, pages 469–484, New York, 1991. Springer Verlag.
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The domains of the affixes are restricted to finite lattices, on the grounds that this is convenient
in linguistics; lattices are explained in the text. This formally reduces the grammar to a CF one,
but the size can be spectacularly smaller. Inheritance and subsetting of the affixes is discussed, as
are parsing and left recursion. An example for English is given. Highly amusing account of the
interaction between linguist and computer scientist.

826. Krulee, Gilbert K. Computer Processing of Natural Language. Prentice-Hall, 1991.
Concentrates on those classes of grammars and features that are as applicable to English as to
Pascal (paraphrase of page 1). No overly soft linguistic talk, no overly harsh formalisms.
The book is based strongly on two-level grammars, but these are not the Van Wijngaarden type
in that no new non-terminals are produced. The metanotions produce strings of terminals and
non-terminals of the CF grammar rather than segments of names of non-terminals. When this
is done, the applied occurrences of metanotions in the CF grammar must be substituted using
some uniform substitution rule. An Earley parser for this kind of two-level grammars is sketched.
Parsers for ATN systems are also covered.

827. Roberts, George H. A note on modifiable grammars. ACM SIGPLAN Notices,
26(3):18, March 1991. Expounds the (not unexpected) problems with dynamic grammars
when context-defining constructs may be preceded by constructs that use that context (“use before definition”).

828. Schabes, Yves and Joshi, Aravind K. Parsing with lexicalized tree adjoining grammars.
In Masaru Tomita, editor, Current Issues in Parsing Technology, pages 25–47. Kluwer
Academic Publ., Boston, 1991. A grammar is “lexicalized” if each right-hand side in it
contains at least one terminal, called its “anchor”. Such grammars cannot be infinitely ambiguous.
In parsing a sentence from a lexicalized grammar, one can first select the rules that can play a
role in parsing, based on the terminals they contain, and restrict the parser to these. In very large
grammars this helps.
Various parser variants for this structure are described: CYK, top-down, Earley and even LR.
Feature-based tree adjoining grammars are tree adjoining grammars with attributes and unification
rules attached to each node. Although recognition for feature-based tree adjoining grammars is
undecidable, an adapted Earley algorithm is given that will parse a restricted set of feature-based
lexicalized tree adjoining grammars.

829. Seki, Hiroyuki, Matsumura, Takashi, Fuji, Mamoru, and Kasami, Tadao. On multiple
context-free grammars. Theoret. Comput. Sci., 88:191–229, 1991. Each non-terminal in
a multiple context-free grammar (MCFG) produces a fixed number of strings rather than just one
string; so it has a fixed number of right-hand sides. Each right-hand side is composed of terminals
and components of other non-terminals, under the condition that if a component of a non-terminal
A occurs in the right-hand side of a non-terminal B all components of A must be used. Several
varieties are covered in the paper, each with slightly different restrictions.
MCFGs are stronger than CFGs: for example, S → (aS1 , bS2 , cS3 )|(ε, ε, ε), where S1 , S2 , and S3
are the components of S, produces the language an bn cn . But even the strongest variety is weaker
than CS.
Properties of this type of grammars are derived and proved; the grammars themselves are written in a mathematical notation. An O(ne ) recognition algorithm is given, where e is a grammardependent constant. The algorithm is a variant of CYK, in that it constructs bottom-up sets of
components of increasing length, until that length is equal to the length of the input. Parsing (the
recovery of the derivation tree) is not discussed.

830. Tomita, Masaru. Parsing 2-dimensional language. In Masaru Tomita, editor, Current
Issues in Parsing Technology, pages 277–289. Kluwer Academic Publ., Boston, 1991.
In a two-dimensional context-free (2D-CF) grammar, each non-terminal produces rectangular
blocks of terminal symbols. There are two kinds of production rules, horizontal and vertical. In
hor

a rule P → ABC · · · , it is required that the terminal productions of A, B, C, . . . all have the same
vert
height in order to be combined horizontally; likewise, in Q → DEF · · · , the terminal productions
of D, E, F, . . . are required to have the same width in order to be stacked vertically. This additional
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combination constraint makes 2D-CF grammars more powerful than 1D-CF grammars.
The author shows that existing 1D-CF parsing techniques like Earley and LR can be extended
with minimum effort to the 2-dimensional case.

831. Vijay-Shankar, K. and Weir, David J. Polynomial parsing of extensions of contextfree grammars. In Masaru Tomita, editor, Current Issues in Parsing Technology, pages
191–206. Kluwer Academic Publishers, Dordrecht, 1991. Based on the (weak) equivalence
of Linear Indexed Grammars, Combinatory Categorial Grammars, Head Grammars, and Tree Adjoining Grammars, the authors produce CYK-like recognizers for Linear Indexed Grammars and
Combinatory Categorial Grammars. They then show how the recognizer for Combinatory Categorial Grammars can be derived from that for Linear Indexed Grammars. Finally a recognizer for
Tree Adjoining Grammars is derived using the same technique.

832. Cabasino, S., Paolucci, P. S., and Todesco, G. M. Dynamic parsers and evolving
grammars. ACM SIGPLAN Notices, 27(11):39–48, Nov. 1992. Theory of dynamic grammars.

833. Fisher, Anthony J. A “yo-yo” parsing algorithm for a large class of van Wijngaarden grammars. Acta Inform., 29(5):461–481, 1992. High-content paper describing a topdown parser which tries to reconstruct the production process that led to the input string, using
an Earley-style parser to construct metanotions bottom-up where needed; it does not involve a
skeleton grammar. It can handle a class of VW grammars characterized roughly by the following
conditions: the cross-reference problem must be solvable by LL(1) parsing of the hypernotions;
certain mixes of “left-bound” and “right-bound” (see Wegner [794]) do not occur; and the VW
grammar is not left-recursive. The time requirement is O(n3 f 3 (n)), where f (n) depends on the
growth rate of the fully developed hypernotions (“protonotions”) as a function of the length of the
input. For “decent” grammars, f (n) = n, and the time complexity is O(n6 ).

834. Grune, Dick. Two-level grammars are more expressive than Type 0 grammars — or
are they?. ACM SIGPLAN Notices, 28(8):43–45, Aug. 1993. VW grammars can construct
names of non-terminals, but they can equally easily construct names of terminals, thus allowing
the grammar to create new terminal symbols. This feat cannot be imitated by Type 0 grammars,
so in a sense VW grammars are more powerful. The paper gives two views of this situation, one
in which the statement in the title is true, and one in which it is undefined.

835. Pitsch, Gisela. LL(k)-coupled-context-free grammars. Elektronische Informationsverarbeitung und Kybernetik, 29(6):389–413, 1993.
836. Pitsch, Gisela. Analyse von Klammergrammatiken. PhD thesis, Universität des Saarlandes, Saarbrücken, 1993, (in German).
837. Hotz, Günter and Pitsch, Gisela. Fast uniform analysis of coupled-context-free
languages. In Serge Abiteboul and Eli Shamir, editors, 21st International Colloquium
on Automata, Languages and Programming, volume 820 of Lecture Notes in Computer
Science, pages 412–423. Springer-Verlag, July 1994.
838. Pitsch, Gisela. LL(k) parsing of coupled context-free grammars. Computational
Intelligence, 10(4):563–578, 1994. LL parsing requires the prediction of a production
A → A1 , A2 , . . . , An , based on look-ahead, and in CCFG we need the look-ahead at n positions
in the input. Although we know which position in the input corresponds to A1 , we do not know
which positions match A2 , . . . , An , and we cannot obtain the required look-aheads. We therefore
restrict ourselves to strong LL, based on the FIRST set of A1 and the FOLLOW sets of A1 , . . . ,
An . Producing the parse tables is complex, but parsing itself is simple, and linear-time.

839. Pitsch, Gisela. LR(k)-parsing of coupled-context-free grammars. In 15th International
Conference on Computational Linguistics COLING-94, pages 401–405, 1994.
840. Satta, Giorgio. Tree adjoining grammar parsing and boolean matrix multiplication.
Computational Linguistics, 20(2):173–192, 1994. Proves that if we can do tree parsing
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in O(n p ), we can do Boolean matrix multiplication in O(n2+p/6 ), which for p = 6 amounts to
the standard complexities for both processes. Since Boolean matrix multiplication under O(n 3 ) is
very difficult, it is probable that tree parsing under O(n6 ) is also very difficult.

841. Tucci, Maurizio, Vitiello, Giuliana, and Costagliola, Gennaro. Parsing nonlinear
languages. IEEE Trans. Softw. Eng., 20(9):720–739, 1994. The tokens of the token sets
generated by a relational grammar are not consecutive, but have “relations” defined on them.
These relations are usually spatial (t1 is to the left of t3 , t2 is above t3 ) but can be anything. Rules
in a relational grammar are constrained by relations on their symbols, and produce their own
relations. Formalism, properties, parsers, and many examples given.

842. Breveglieri, L., Cherubini, A., and Crespi-Reghizzi, S. Deterministic parsing for augmented context-free grammars. In Mathematical Foundations of Computer Science
1995, volume 969 of Lecture Notes in Computer Science, pages 326–336, 1995. The
breadth-first CF grammars (Allevi, [809]) are extended (“augmented”) as follows. Rather than
splitting the right-hand side in a terminal part, which is produced depth-first and a non-terminal
part, which is produced breadth-first, the right-hand side is divided into a number of segments;
each segment carries a tag telling its production method: breadth-first or depth-first. These “augmented CF” grammars are easier to use and to parse than the BCFs. An LL(k) parser for them is
defined.

843. Gramatovici, Radu. Introducing the operatorial parser. In Developments in Language
Theory II, pages 466–471, Singapore, 1995. World Scientific. Highly mathematical (algebraic) paper in which languages are defined in three layers: lexical, operatorial and parentheses.
The lexical level consists of words consisting of characters; criteria for unique left-to-right analyzability are given. The operatorial level consists of very general operators of arbitrary arity and
structure; an equally general operator precedence parser is defined for them. The set of operators
in the operatorial layer may cause conflicts, and a method for adding parentheses to solve the
conflict is given, thus creating the third layer.

844. Pitsch, Gisela. LR(k)-coupled-context-free grammars. Inform. Process. Lett.,
55(6):349–358, Sept. 1995. The coupling between the components of the coupled nonterminals is implemented by adding information about the reduction of a component X1 to a list
called “future”, which runs parallel to the reduction stack. This list is used to control the LR
automaton so that only proper reduces of the further components Xn of X will occur.

845. Boullier, Pierre. Another facet of LIG parsing. In Arivind Joshi and Martha
Palmer, editors, Thirty-Fourth Annual Meeting of the Association for Computational
Linguistics, pages 87–94. Association for Computational Linguistics, Morgan Kaufmann Publishers, 1996.
846. Boullier, Pierre. Yet another O(n6 ) recognition algorithm for mildly context-sensitive
languages. Technical Report RR-2730, INRIA, 1996. Parses LIGs by first doing CF parsing
and then weeding out those trees that do not fulfill the LIG requirements. Simple but effective.

847. Hotz, Günter and Pitsch, Gisela. On parsing coupled-context-free languages. Theoret.
Comput. Sci., 161(1-2):205–233, 1996. General parsing with CCF grammars, mainly based
on the CYK algorithm. Full algorithms, extensive examples.

848. Joshi, Aravind K. and Schabes, Yves. Tree-adjoining grammars. In G. Rozenberg and
A. Salomaa, editors, Handbook of Formal Languages and Automata, pages 69–124.
Springer-Verlag, Berlin, 1996. Summary of the state of the art 1996, examples, proofs, etc.
849. Kulkarni, Sulekha R. and Shankar, Priti. Linear time parsers for classes of non context
free languages. Theoret. Comput. Sci., 165(2):355–390, 1996. The non-context-free languages are generated by two-level grammars as follows. The rules of the base grammar are numbered and one member of each RHS is marked as distinguished; the start symbol is unmarked. So
from each unmarked non-terminal in the parse tree one can follow a path downward by following
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marked non-terminals, until one reaches a terminal symbol. A parse tree is acceptable only if the
sequence of numbers of the rules on each such path is generated by the control grammar.
LL(1) and LR(1) parsers for such grammars, using stacks of stacks, are described extensively.

850. Rajasekaran, Sanguthevar. Tree-adjoining language parsing in o(n 6 ) time. SIAM J.
Computing, 25(4):862–873, 1996. Part of the work involved in CYK parsing of TAGs (VijayShankar and Joshi [806]) is done by matrix multiplication, resulting in a time requirement slightly
better than O(n6 ) (hence the small o in the title!).

851. Hotz, Günter and Pitsch, Gisela. On using semi-dyck sets to analyse coupled-contextfree languages. Fundamenta Informaticae, 29(1-2):1–26, 1997.
852. Marcus, S. Contextual grammars and natural language. In A. Salomaa G. Rozenberg,
editor, Handbook of Formal Languages, volume 2, pages 215–235. Springer Verlag,
1997.
853. Rußmann, A. Dynamic LL(k) parsing. Acta Inform., 34(4):267–290, 1997. Theory of
LL(1) parsing of dynamic grammars.

854. Boullier, P. A generalization of mildly context-sensitive formalisms. In TAG Workshop,
Philadelphia, page 4, 1998.
855. Diaz, V. J., Carrillo, V., and Toro, M. A review of Earley-based parser for TIG. In
Methodology and Tools in Knowledge-Based Systems, volume 1415 of Lecture Notes
in Computer Science, pages 732–738. Springer Verlag, 1998.
856. Gramatovici, Radu. An efficient parser for a class of contextual languages.
Fundamenta Informaticae, 33(3):211–238, 1998.
857. Laud, Peeter. Üldistatud kontekstivabad grammatikad / Generalized context-free
grammars. PhD thesis, Tartu University, Mathematics, Tartu, May 1998, (in Estonian).
Generalized context-free grammars are a linearized form of tree grammars.

858. Nederhof, Mark-Jan. Linear indexed automata and tabulation of TAG parsing. In
E. Villemonte de la Clergerie, editor, Tabulation in Parsing and Deduction, pages 1–9.
CNAM, 1998.
859. Nederhof, Mark-Jan. An alternative LR algorithm for TAGs. In 36th Annual Meeting
of the Association for Computational Linguistics, pages 946–952. ACL, 1998. The traditional LR parsing algorithm is extended in a fairly straightforward way to parsing TAGs. It uses
the traditional LR stack containing states and symbols alternately, although the symbols are sometimes more complicated. The author shows that Schabes and Vijay-Shankar’s algorithm [822] is
incorrect, and recognizes incorrect strings.
Upon implementation, it turned out that the LR transition tables were “prohibitively large”
(46MB) for a reasonable TAG for English. But the author represents the table as a set of Prolog clauses (!) and does not consider table compression.

860. Boullier, Pierre. A cubic time extension of context-free grammars. Technical Report
RR-3611, Inria, Institut National de Recherche en Informatique et en Automatique,
Jan. 1999.
861. Flasińsky, M. and Jurek, Janusz. Dynamically programmed automata for quasi-context
sensitive languages as a tool for inference support in pattern recognition-based control
expert systems. Pattern Recognition, 32(4):671–690, 1999. A dynamically programmed
grammar is a programmed grammar (Rosenkrantz [755]) in which the success and failure labels
are computed dynamically, from the state of the derivation. The computation is expressed in tape
automata, mini Turing machines. Dynamically programmed grammars are powerful enough to
express real time event sequences occurring, for example, in ECGs and EEGs, and are used in the
analysis of these. The LL(k) variant is manageable, and an O(n2 ) parsing algorithm is described.
Information on how to write an dynamically programmed grammar is also given.
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862. Harbusch, Karin. A polynomial parser for Contextual Grammars with linear, regular
and context-free selectors. In Sixth Meeting on Mathematics of Language, pages 323–
335. University of Florida, 1999. There are three kinds of contextual grammars. An Earleytype parser is described that can handle all three, with time complexities of O(n 6 ) for one and
O(n9 ) for the others.

863. Laski, Ziemowit. Ordered context-free grammars. Technical Report 99 18, University
of California Irvine, Irvine, CA, 1999.
864. Nederhof, Mark-Jan. Efficient generation of random sentences. In An Encyclopedia
of Computer Science and Technology, volume 41, pages 45–65. Marcel Dekker Verlag,
1999. Random sentences are generated from an AGFL grammar as follows. The grammar is
analysed to determine which non-terminals can be productive with which sets of attributes; since
these sets can be awkward, special data structures are offered. A depth-first production process is
then used, in which at each moment a random non-terminal is picked for further production that
is allowed by the attribute sets, to a depth of k, a run-time parameter.

865. Abeillé, Anne and Rambow, Owen. Tree Adjoining Grammars: Formalisms, Linguistic
Analysis and Processing, volume 107 of CSLI Lecture Notes. Stanford University,
2000.
866. Alonso Pardo, M. A., Clergerie, E. de la, Graña Gil, J., and Vilares Ferro, M. New
tabular algorithms for LIG parsing. In Sixth Int. Workshop on Parsing Technologies
(IWPT’2000), pages 29–40, Trento, Italy, 2000. ACL/SIGPARSE.
867. Jurek, Janusz. On the linear computational complexity of the parser for quasi-context
sensitive languages. Pattern Recognition Letters, 21(2):179–187, 2000. After explaining
briefly the DPLL(k) parsing technique from Flasińsky and Jurek [861], which is O(n2 ) due to
simulated queue operations, the authors give a similar algorithm in which the queuing is done in
O(n), thus making the algorithm feasible for real-time applications. Such an application is briefly
described.

868. Martín-Vide, Carlos and Mitrana, Victor. Uniquely parsable accepting grammar
systems. J. Universal Computer Science, 6(9):850–860, 2000. Formal languages. Authors’ abstract: We extend the restrictions which induce unique parsability in Chomsky grammars to accepting grammar systems. It is shown that the accepting power of global RC-uniquely
parsable accepting grammar systems equals the computational power of deterministic pushdown
automata. More computational power, keeping the parsability without backtracking, is observed
for local accepting grammar systems satisfying the prefix condition. We discuss a simple recognition algorithm for these systems.

869. Nederhof, Mark-Jan and Satta, Giorgio. Left-to-right parsing and bilexical context-free
grammars. In Sergei Nirenburg et al., editor, 6th Applied Natural Language Processing Conference ANLP-NAACL’00, pages 272–279, Seattle, Washington, USA, 2000.
Association for Computational Linguistics. Formal language arguments suggesting that efficient parsing of bilexical CF grammars requires abandoning the correct-prefix property.

870. Prolo, Carlos A. An efficient LR parser generator for tree adjoining grammars. In 6th
Int. Workshop on Parsing Technologies (IWPT 2000), pages 207–218, 2000. Well-argued
exposition of the problems inherent in LR parsing of TAGs. Presents an LR parser generator which
produces tables that are one or two orders of magnitude smaller than Nederhof’s [859], making
LR parsing of tree adjoining grammars more feasible.

871. Okhotin, Alexander.
Conjunctive grammars.
J. Automata, Languages and
Combinatorics, 6(4):519–535, 2001. A conjunctive grammar is a CF grammar with an additional intersection operation. Many properties of conjunctive grammars are shown and proven,
and many examples are provided. For example, the conjunctive grammars are stronger than the in-
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tersection of a finite number of CF languages. They lead to parse dags. Tabular parsing is possible
in time O(n3 ).

872. Seutter, M. Informal introduction to the Extended Affix Grammar formalism and
its compiler. Technical report, University of Nijmegen, 2001. Extensive explanation of
extended affix grammars (EAGs) with many examples, plus tutorial to the University of Nijmegen
EAG compiler.

873. Cherubini, Alessandra, Crespi-Reghizzi, Stefano, and San Pietro, Pierluigi. Associative language descriptions. Theoret. Comput. Sci., 270(1-2):463–491, 2002.
874. Ford, Bryan. Packrat parsing: Simple, powerful, lazy, linear time. ACM SIGPLAN
Notices, 37(9):36–47, Sept. 2002. A straightforward backtracking top-down parser in Haskell
is supplied with memoization (see Section 17.3.4), which removes the need for repeated backtracking and achieves unbounded look-ahead. Linear-time parsing is achieved by always matching the largest possible segment; this makes the result of a recognition unique, and the parsing
unambiguous. Left recursion has to be removed by the user, but code is supplied to produce the
correct parse tree nevertheless. Since the memoized functions remember only one result and then
stick to that, Packrat parsing cannot handle all CF languages; a delineation of the set of suitable
languages is not given. See, however, Ford [881]. Implementation of the parser using monads is
discussed.

875. Ford, B. Packrat parsing: A practical linear-time algorithm with backtracking. Master’s
thesis, M.I.T., Cambridge, Mass., Sept. 2002. Masters’ thesis describing the development of
parsing grammars, Packrat parsing, an implementation in Haskell, and efficiency measurements.

876. Koster, Cornelis H. A. and Verbruggen, Erik. The AGFL grammar work lab. In 2002
USENIX Annual Technical Conference, page 7. USENIX, 2002. Describes the “English
Phrases for Information Retrieval” (EP4IR) grammar, implemented in AGFL.

877. Okhotin, Alexander. Top-down parsing of conjunctive languages. Grammars, 5(1):21–
40, 2002. The operations of a top-down parser are extended to cover the intersection component in conjunctive grammars; adding k-token look-ahead and requiring determinism yields the
&SLL(k) grammars. It turns out that FIRSTk and FOLLOWk are incomputable and &SLL(k)
membership is undecidable. This is solved by defining a computable extension of the FIRSTk and
FOLLOWk sets. The resulting parser works with a tree-structured stack.

878. Okhotin, Alexander. LR parsing for conjunctive grammars. Grammars, 5(2):81–124,
2002. GLR parsing for conjunctive grammars. See Okhotin [888].
879. Jackson, Quinn Tyler. Efficient formalism-only parsing of XML/HTML using the
§-calculus. ACM SIGPLAN Notices, 38(2):29–35, Feb. 2003. The §-calculus is a CF
grammar in which new values can be dynamically assigned to non-terminals in the grammar
during parsing. Such values can be the value of a generic terminal (identifiers, etc.) found in the
input or a new CF production rule, somewhat similar to the Prolog assert feature. This allows
context-sensitive restrictions to be incorporated in the grammar. This system is used to write a
concise grammar capable of handling both XML and HTML documents. It is then run on Meta-S,
a backtracking LL(k) recursive descent parser for the §-calculus.

880. Okhotin, A. An overview of conjunctive grammars. Bull. EATCS, 79:145–166, Feb.
2003. A conjunctive grammar is a CF grammar with an additional intersection operation. A linear
conjunctive grammar is a conjunctive grammar in which each conjunct (part to be intersected)
contains at most one non-terminal. Many examples are provided. An extensive set of properties
of these grammars are proven either directly or by literature reference. The author gives a CYK
recognizer for conjunctive grammars and a trellis automaton recognizer for the linear variety.

881. Ford, Bryan.
Parsing expression grammars: A recognition-based syntactic
foundation. In 31st ACM SIGACT/SIGPLAN Symposium on Principles of Programming Languages, pages 111–122. ACM, Jan. 2004. A PEG (Parsing Expression Grammar)
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describes a language by being a recognition algorithm. It is basically an EBNF grammar whose
meaning is determined by a top-down interpreter, similar to those described by Birman and Ullman [762]. The interpreter works left-to-right top-to-bottom and always consumes the longest
possible input: an expression e1 e2 · · · /e3 · · · means if e1 andif e2 andif · · · then succeed
else e3 andif · · · fi. If an expression succeeds it consumes what it has recognized; if an expression fails, it consumes nothing, even if subsections of it have recognized some input. This
requires backtracking. PEGs have two additional operators, &A, which tests for the presence of
an A but consumes nothing, and !A, which tests for the absence of an A and consumes nothing.
PEGs have to be “well-formed”, which basically means “not left-recursive”.
PEGs have several advantages over CF grammars: PEGs are unambiguous; PEG languages are
closed under intersection and negation; PEGs can recognize some non-CF languages; and parsing
with PEGs can be done in linear time.
These and several other properties — static analysis, well-formedness, algebraic equalities, relation to Birman and Ullman’s TS and gTS — are proved in the paper, with short common-sense
proofs.

882. Grimm, Robert. Practical packrat parsing. Technical Report TR2004-854, Dept. of
Computer Science, New York University, New York, March 2004. Describes an objectoriented implementation of Packrat parsing in Java, called Rats"!. It allows the attachment of
semantics to rules.

883. Jackson, Quinn Tyler. Efficient context-sensitive parsing using the §-calculus. Preliminary note, June 9, 2004.,
884. Okhotin, Alexander. Boolean grammars. Information and Computation, 194(1):19–
48, 2004. Boolean grammars are CF grammars extended with intersection and negation. The
languages they define are not described by a substitution mechanism, but in one of two ways: as
the solution of a set of equations, and as the partial fixed point of a function. It is not necessary for
both of them to exist, but it is shown that if both exist, they define the same language. If neither
solution exists, the grammar is not well-formed. Many properties of Boolean grammars are shown
and proven; a binary form is defined; and the corresponding CYK algorithm is presented, yielding
a parse dag. This allows parsing in O(n3 ). Remarkably they can be recognized in O(n) space, but
that takes some doing.
Linear Boolean grammars are Boolean grammars in which each conjunct contains at most one
non-terminal. They are proven to be equivalent to trellis automata. Useful tables of comparisons
of grammars and languages complete the paper.

885. Carroll, Gabriel D. Formal properties of categorial grammars. Master’s thesis, Harvard
University, Harvard, May 2005.
886. Koster, Cornelis H. A. Constructing a parser for latin. In Alexander F. Gelbukh,
editor, 6th International Conference on Computational Linguistics and Intelligent Text
Processing, CICLing’05, volume 3406 of Lecture Notes in Computer Science, pages
48–59. Springer, 2005. Use of AGFL (Koster [825]) for the construction, testing and use of a
formal grammar of Latin.

887. Okhotin, Alexander. On the existence of a Boolean grammar for a simple procedural language. In 11th International Conference on Automata and Formal Languages:
AFL’05, 2005. A paradigm for using Boolean grammars for the formal specification of programming languages is being developed. The method involves a sublanguage C = IΣ ∗ I, where
both occurrences of I represent the same identifier and Σ∗ can be anything as long as it sets itself
off against the two identifiers. The CF part of the Boolean grammar is then used to assure CF compliance of the program text, and repeated intersection with C is used to insure that all identifiers
are declared and intersection with ¬C to catch multiple declarations. Once C has been defined
the rest of the Boolean grammar is quite readable; it completely specifies and checks all context
conditions. Experiments show that the time complexity is about O(n2 ). A critical analysis closes
the paper.
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888. Okhotin, Alexander. LR parsing for boolean grammars. In International Conference
on Developments in Language Theory (DLT), volume 9, pages 362–373, 2005. GLR
parsing is extended with two operations, a “conjunctive reduce”, which is almost the same as
the traditional reduce, except that for X → ABC&DEF it reduces only if both ABC and DEF are
present, and an invalidate, which removes clusters of branches from the GSS in response to finding
an X where the grammar calls for ¬X. Complete algorithms are given. The time complexity is
O(n4 ), which can be reduced to O(n3 ) by further memoization. A short sketch of an LL(1) parser
for Boolean grammars is also given.

889. Jackson, Quinn Tyler. Adapting to Babel: Adaptivity and Context-Sensitivity in
Parsing. In Press, 2006. The §-calculus (pronounced “meta-ess calculus”) (Jackson [879])
is extended with a notation A-BNF, “Adaptive BNF”, which is BNF extended with several grammar and set manipulation functions, including intersection with a set generated by a subgrammar.
This allows full Turing power. A very simple example is a §-grammar (A-BNF) for palindromes:
S ::= $x(’[a-zA-Z]’) [S] x; this means: to accept an S, accept one token from the input if it intersects with the set of letters and assign it to the variable x, optionally accept an S, and
finally accept the token in variable x.
The implementation uses a pushdown automaton augmented with name-indexed tries (PDA-T)
reminiscent of a nested stack automaton, and zillions of optimizations. The time complexity is
unknown; in practice it is almost always less than O(n2 ) and always less than O(n3 ). Although
§-grammars may be seen as generating devices, the author makes a strong point for seeing them
as recognition devices.
All facets of the system are described extensively, with many examples.

18.2.7 Error Handling
890. Moulton, P. G. and Muller, M. E. DITRAN: A compiler emphasizing diagnostics.
Commun. ACM, 10(1):45–52, 1967. Makes a case for early error detection and implements
a student compiler accordingly. Does not address syntax error checking specifically, this being
Fortran.

891. LaFrance, J. E. Optimization of error-recovery in syntax-directed parsing algorithms.
ACM SIGPLAN Notices, 5(12):2–17, Dec. 1970. Floyd productions are divided into groups,
and each production in a group is tried in order. If all productions of a group fail, error recovery
takes place, depending on the type(s) of the rules in the group. Apart from local corrections, in
some cases all possible productions are traced three symbols ahead. The result is compared with
the next four input symbols, using a set of twenty patterns, each pattern modeling a particular
kind of error. If this fails, a FOLLOW-set recovery technique is applied. The implications of implementing this error recovery technique in a backtracking recursive descent parser are discussed.

892. Leinius, R. P. Error Detection and Recovery for Syntax Directed Compiler Systems.
PhD thesis, Univ. of Wisconsin, Madison, Wisc., 1970.
893. Smith, W. B. Error detection in formal languages. J. Comput. Syst. Sci., 4:385–405,
Oct. 1970. A formal paper that examines properties of recognizers that determine whether the
number of substitution errors that has occurred is bounded by some function. Different language
classes and different levels of numbers of errors are examined. It appears that there is little difference between languages under a constant maximum number of errors and under a constant
maximum number of errors per block.

894. Gries, D. Error Recovery, chapter 15, pages 315–326. John Wiley, New York, 1971.
895. LaFrance, J. E. Syntax-directed Error Recovery for Compilers. PhD thesis, Univ. of
Illinois, Urbana, Il., 1971.
896. Aho, A. V. and Peterson, T. G. A minimum-distance error-correcting parser for contextfree languages. SIAM J. Computing, 1(4):305–312, 1972. A CF grammar is extended with
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error productions so that it will produce Σ∗ ; this is effected by replacing each occurrence of a
terminal in a rule by a non-terminal that produces said terminal “with 0 errors” and any amount
of garbage, including ε, “with 1 or more errors”. The items in an Earley parser are extended with
a count, indicating how many errors were needed to create the item. An item with error count k is
added only if no similar item with a lower error count is present already.

897. Burgess, C. J. Compile-time error diagnostics in syntax-directed compilers. Computer
J., 15(4):302–307, 1972. This paper attempts to define error diagnostics formally by incorporating them as error productions in the grammar, and examines the extent to which the positioning
of these productions and messages in the grammar can be done automatically. For left-factored
grammars it appears to be easy.

898. James, L. R. A syntax directed error recovery method. Technical Report CSRG-13,
Computer Systems Research Group, University of Toronto, Toronto, 1972.
899. Peterson, Thomas G. Syntax Error Detection, Correction and Recovery in Parsers.
PhD thesis, Stevens Institute of Technology, Hoboken (N.J.), 1972.
900. Conway, R. W. and Wilcox, T. R. Design and implementation of a diagnostic compiler
for PL/I. Commun. ACM, 16(3):169–179, 1973. Describes a diagnostic PL/C compiler,
using a systematic method for finding places where repair is required, but the repair strategy for
each of these places is chosen by the implementor. The parser uses a separable transition diagram
technique (see Conway [1073]). The error messages detail the error found and the repair chosen.

901. Forney, Jr, G. David. The Viterbi algorithm. Proceedings of the IEEE, 61(3):268–278,
March 1973. A FS automaton with probabilities assigned to its transitions (a Markov process)
produces a sequence x0 , x1 , . . . . We observe this sequence through a memoryless noise source,
which for each transition xt−1 → xt produces a state zt with a probability P(zt |xt−1 → xt ). Note
that the chance for a given z depends on the transition rather than on the state produced by the FS
automaton. This setup can model a host of practical noisy communication problems, for example
OCR, speech recognition, syntax error correction, etc.
So each observed zt suggests a set of transitions with the probabilities that they happened between
times t − 1 and t. These sets of transitions, placed next to each other and connected for times 0 to
T , form a dag with its edges weighted with the probabilities. What we want is the most probable
path from 0 to T through this dag, since that shows the most probable transitions our Markov
source went through when we observe the sequence z. The probability of a path is the product of
the probabilities of its edges. By replacing the probabilities by their negative logarithms, this path
turns into the shortest path, which can easily be found.
The paper calls the algorithm “recursive”, but no recursion in CS sense is involved: the algorithm
computes a recurrency relation iteratively.

902. Graham, S. and Rhodes, S. Practical syntactic error recovery in compilers. In First
ACM Symposium on Principles of Programming Languages, pages 52–58. ACM, Oct.
1973.
903. James, E. G. and Partridge, D. P. Adaptive correction of program statements. Commun.
ACM, 16(1):27–37, Jan. 1973. Discusses an error correction technique that uses artificial
intelligence and approximate pattern matching techniques, basing corrections on built-in statistics,
which are adapted continuously.

904. Rhodes, S. P. Practical Syntactic Error Recovery for Programming Languages. PhD
thesis, Univ. of California, Berkeley, Ca., June 1973.
905. Teitelbaum, Ray. Context-free error analysis by evaluation of algebraic power series.
In Fifth Annual ACM Symposium on Theory of Computing, pages 196–199, Austin,
Texas, 1973. Shows that Lyon’s [907] and Aho and Peterson’s [896] error correction algorithm
for Earley and CYK parsers is a special case of computing an algebraic series over a commutative semi-ring R with identity. Does all the general computations in R, then gives R the numeric
operators + and min with + distributing over min, and so derives the above algorithms.
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906. Kershaw, J. An error-tolerant top down parser. Technical Report N 75-21048, N.T.I.S.,
U.S. Department of Commerce, Springfield, Vi., 1974.
907. Lyon, G. Syntax-directed least-errors analysis for context-free languages: a practical
approach. Commun. ACM, 17(1):3–14, Jan. 1974. Discusses a least-error analyser, based
on Earley’s parser without look-ahead. The Earley items are extended with an error count, and the
parser is started with items for the start of each rule, in each state set. Earley’s scanner is extended
as follows: for all items with the dot in front of a terminal, the item is added to the same state set
with an incremented error count and the dot after the terminal (this represents an insertion of the
terminal); if the terminal is not equal to the input symbol associated with the state set, add the item
to the next state set with an incremented error count and the dot after the terminal (this represents
a replacement); add the item as it is to the next state set, with an incremented error count (this
represents a deletion). The completer does its work as in the Earley parser, but also updates error
counts. Items with the lowest error counts are processed first, and when a state set contains an
item, the same item is only added if it has a lower error count.

908. Wagner, R. A. Order-n correction for regular languages. Commun. ACM, 17(5):265–
268, May 1974. Presents an O(n) algorithm which, given a string and a finite-state automaton,
can correct the string to an acceptable one with a minimum number of edit operations.

909. Wagner, R. A. and Fischer, M. J. The string-to-string correction problem. J. ACM,
21(1):168–173, 1974.
910. Ghezzi, C. LL(1) grammars supporting an efficient error handling. Inform. Process.
Lett., 3(6):174–176, July 1975. Faced with an erroneous token in an environment where empty
productions can occur, a strong-LL(1) parser will often do some ε-moves before reporting the error; this makes subsequent error recovery more difficult. This undesirable behavior can be avoided
by splitting each rule into a number of copies, one for each set of tokens it may be followed by.
An efficient algorithm for this transformation on the grammar is supplied. The resulting grammar
is of type CRLL(1).

911. Graham, Susan L. and Rhodes, Steven P. Practical syntactic error recovery. Commun.
ACM, 18(11):639–650, Nov. 1975. See Section 16.5 for a discussion of this error recovery
method.

912. Lévy, J.-P. Automatic correction of syntax errors in programming languages. Acta
Inform., 4:271–292, 1975. When a bottom-up parser encounters an error, part of the stack is
pushed back into the input stream (for example, until a beacon token is on the top of the stack).
Starting from the new state now uncovered on the stack, all possible parsings of the input allowing
at most n errors are constructed, using breadth-first search and Lyon’s scheme [907], until all
parsers are in the same state or all parsers need to assume an n + 1-st error. In the latter case the
input is rejected, otherwise one parse is chosen and parsing continues.

913. Wetherell, Charles Stanley.
Problems of Error Correction for Programming
Languages. PhD thesis, Cornell Univ., Ithaca, N.Y., 1975.
914. Ciesinger, J. Generating error recovery in a compiler generating system. In H.J. Schneider and M. Nagl, editors, GI-4 Fachtagung über Programmiersprachen,
volume 34 of Lecture Notes in Computer Science, pages 185–193, New York, 1976.
Springer-Verlag. Proposes an error recovery method using pairs of elements of the alphabet,
called “braces”, which are used to select part of the input that contains the error and select a goal
(non-terminal) to which this part must be reduced. Some conditions are derived which must be
fulfilled by the braces, and it is shown that the braces can be computed automatically, at parser
generation time.

915. Druseikis, Frederick C. and Ripley, G. David. Error recovery for simple LR(k) parsers.
In ACM Annual Conference ’76, pages 396–400. ACM, 1976. For each token v in the
grammar a private error recovery parser is constructed, called Mv . Mv results from applying the
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SLR(1) table construction process to the start state consisting of all items that can cause a shift on
v; this assures that Mv can at least accept v. Obviously these M∗ will Be full of inadequate states.
Upon an error on token v a marker is put on the stack and parser Mv is started, with several
possible results (it will accept v though). 1. A new error in the input is found, on token w: give
another error message and restart the process with Mw . 2. A reduce over the marker is required:
clear stack until marker and restart the process with the appropriate error parser. 3. M v gets into
an inadequate state: if there is a shift possibility, shift; if there is only one reduce with proper
look-ahead, reduce; otherwise start a new error parser. A detailed example is given.
Note that this method can almost qualify as “non-correcting” in the sense of Richter [988], since
it does not use the stack from before the error point (except for generating error messages).

916. Feyock, S. and Lazarus, P. Syntax-directed correction of syntax errors. Softw. Pract.
Exper., 6(2):207–219, 1976. When an error is detected, the following error correction strategy
is applied:
1. A set of correction strings is generated (delete current symbol, insert symbol, replace symbol,
interchange with next symbol).
2. This set is filtered (correction syntactically and semantically acceptable?).
3. If there is more than one element left, use a heuristic to determine the “best” one. If only one
is left, this is the one. If none are left, back up one input symbol, and go back to step 1.

917. Gries, David. Error recovery and correction. In F.L. Bauer and J. Eickel, editors, Compiler Construction, an Advanced Course, Second Edition, pages 627–638.
Springer-Verlag, New York, 1976. Mostly an annotated bibliography containing some 35
entries, not all on error handling.

918. Horning, James J. What the compiler should tell the user. In Friedrich L. Bauer
and Jürgen Eickel, editors, Compiler Construction, An Advanced Course, 2nd ed,
volume 21 of Lecture Notes in Computer Science, pages 525–548. Springer, 1976. Lots
of good advice on the subject, in narrative form. Covers the entire process, from lexical to run-time
errors, considering detection, reporting and possible correction. No implementation hints.

919. Meertens, Lambert G. L. T. and Vliet, J. C. van. Repairing the parenthesis skeleton of
ALGOL 68 programs: Proof of correctness. In G.E. Hedrick, editor, Proc. the 1975 International Conf. on ALGOL 68, pages 99–117. Oklahoma State University, Stillwater,
1976.
920. Boullier, Pierre. Automatic syntactic error recovery. In 5th Annual III Conference
on Implementation and Design of Algorithmic Languages, pages 348–361, Rennes,
France, 1977. IRIA. The tokens not yet read are designated a0 , a1 , a2 , . . . , with a0 the token on
which the error is found. The parser contains a list of error correction patterns consisting of *-s
(don’t-cares) and indices of input tokens.; e.g., a pattern * 1 2 means: insert an arbitrary token
and accept a1 and a2 . The patterns are tried in order and the first to succeed to the end is taken. If
all patterns fail, global error recovery is resorted to.

921. Dieterich, E.-W. Parsing and syntactic error recovery for context-free grammars by
means of coarse structures. In A. Salomaa and M. Steinby, editors, Automata, Languages and Programming, volume 52 of Lecture Notes in Computer Science, pages
492–503. Springer-Verlag, Berlin, 1977. Proposes a two-level parsing process that separates
the coarse structures from the rest of the grammar. These coarse structures consist of characteristic
brackets, for example begin and end. Error recovery can then also be applied to these two levels.

922. Fu, K.-S. Error-correcting parsing for syntactic pattern recognition. In A. Klinger et al.,
editor, Data Structure, Computer Graphics and Pattern Recognition, pages 449–492.
Academic Press, New York, 1977. Discusses the least-error analyser of Aho and Peterson
[896] in the context of stochastic grammars. Least-error then becomes maximum likelihood. Many
examples are given.
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923. Hartmann, Alfred C. A Concurrent Pascal Compiler for Minicomputers, volume 50
of Lecture Notes in Computer Science. Springer, 1977. [Parsing / error recovery part only:]
Each grammar rule is represented as a small graph; each graph is converted into a subroutine doing
top-down recursive descent. To aid error recovery, a set of “key” tokens is passed on, consisting of
the union of the FIRST sets (called “handles” in the text) of the symbols on the prediction stack,
the intuition being that each of these tokens could, in principle, start a prediction if all the previous
ones failed. This set is constructed and updated during parsing. Before predicting the alternative
for a non-terminal A, all input tokens not in the key set at this place are skipped, if any. If that
does not bring up a token from A’s FIRST set — and thus allow an alternative to be chosen — A
is discarded and the next prediction is tried.

924. Lu, S. Y. and Fu, K.-S. Stochastic error-correcting syntax analysis for recognition
of noisy patterns. IEEE Trans. Comput., 26(12):1268–1276, 1977. This paper models
deletion, insertion, and replacement errors into a stochastic disformation model: each error has
a probability associated with it. Then, the model is incorporated into the stochastic context-free
grammar, and an Earley parser is modified to look for the most likely error correction. This proves
to be inefficient, so a sequential classification algorithm (SCA) is used. This SCA uses a stopping
rule that tells when it has seen enough terminals to make a decision. The authors are interested in
pattern recognition rather than in parse trees.

925. Musinski, Jean E. Lookahead recall error recovery for LALR parsers. ACM SIGPLAN
Notices, 12(10):48–60, Oct. 1977. Shows how the error recovery of a specific LALR(1)
parser can be improved by what amounts to the restricted decomposition of symbols on the stack,
to increase the acceptable set.

926. Poonen, George. Error recovery for LR(k) parsers. In Bruce Gilchrist, editor, Inf.
Process. 77, pages 529–533, Amsterdam, Aug. 1977. IFIP, North Holland Publ. Co..
A special token, ERRORMARK, is added to the grammar, to represent any incorrect stretch of
input. When encountering an error in an LR(1) parser, scan the stack for states having a shift on
ERRORMARK, collect all shift tokens of these states into an acceptable-set, skip the input until
an acceptable token is found and unstack until the corresponding accepting state is uncovered.

927. Sippu, S. and Soisalon-Soininen, E. On defining error recovery in context-free parsing.
In A. Salomaa and M. Steinby, editors, Automata, Languages and Programming,
volume 52 of Lecture Notes in Computer Science, pages 492–503. Springer-Verlag,
Berlin, 1977. Uses a grammatical transformation that leads to an LR grammar that incorporate
certain replacement, deletion, or insertion errors.

928. Turner, D. A. Error diagnosis and recovery in one pass compilers. Inform. Process.
Lett., 6:113–115, 1977. Proposes an extremely simple(minded) error recovery method for
recursive descent parsers: when an error occurs, the parser enters a recovering state. While in this
recovering state, error messages are inhibited. Apart from that, the parser proceeds until it requires
a definite symbol. Then, symbols are skipped until this symbol is found or the end of the input is
reached. Because this method can result in a lot of skipping, some fine-tuning can be applied.

929. Wetherell, Charles. Why automatic error correctors fail. Comput. Lang., 2:179–186,
1977. Shows that there is no hope of building efficient automatic syntactic error correctors which
can handle large classes of errors perfectly. The author argues that parser writers should instead
study the error patterns and work for efficient correction of common errors. Language designers
must concentrate on ways to make languages less susceptible to common errors.

930. Yamasaki, S. and Tonomura, T. On a bottom-up least error correction algorithm for
context-free languages. J. Inform. Process. Soc. Japan, 18:781–788, 1977.
931. Ammann, U. Error recovery in recursive descent parsers.
compilation, pages 1–12. IRIA, Le Chesnay, France, 1978.

In Le point sur la
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932. Lewi, J., Vlaminck, K. de, Huens, J., and Huybrechts, M. The ELL(1) parser generator and the error-recovery mechanism. Acta Inform., 10:209–228, 1978. Presents a
detailed recursive descent parser generation scheme for ELL(1) grammars, and also presents an
error recovery method based on so-called synchronization triplets (a,b,A). a is a terminal from
FIRST(A), b is a terminal from LAST(A). The parser operates either in parsing mode or in error
mode. It starts in parsing mode, and proceeds until an error occurs. Then, in error mode, symbols
are skipped until either an end marker b is found where a is the last encountered corresponding
begin-marker, in which case parsing mode resumes, or a begin-marker a is found, in which case A
is invoked in parsing mode. As soon as A is accepted, error-mode is resumed. The success of the
method depends on careful selection of synchronization triplets.

933. Mickunas, M. Dennis and Modry, John A. Automatic error recovery for LR parsers.
Commun. ACM, 21(6):459–465, June 1978. When an error is encountered, a set of provisional parsings of the beginning of the rest of the input (so-called condensations) are constructed:
for each state a parsing is attempted and those that survive according to certain criteria are accepted. This yields a set of target states. Now the stack is “frayed” by partly or completely undoing
any reduces; this yields a set of source states. Attempts are made to connect a source state to a
target state by inserting or deleting tokens. Careful rules are given.

934. Pennello, Thomas J. and DeRemer, Frank L. A forward move algorithm for LR error
recovery. In Fifth ACM Symposium on Principles of Programming Languages, pages
241–254, Jan. 1978. Refer to Graham and Rhodes [911]. Backward moves are found to be detrimental to error recovery. The extent of the forward move is determined as follows. At the error,
an LALR(1) parser is started in a state including all possible items. The thus extended automaton
is run until it wants to reduce past the error detection point. The resulting right context is used in
error correction. An algorithm for the construction of a reasonably sized extended LALR(1) table
is given.

935. Ripley, G. David. A simple recovery-only procedure for simple precedence parsers.
Commun. ACM, 21(11):928–930, Nov. 1978. When an error (character-pair, reduction or
stackability) is encountered, the error is reported and the contents of the stack are replaced by the
one error symbol, which has the relation l to all other symbols. Then the parser is restarted. Subsequent attempts to reduce across the error symbol just result in a reduction to the error symbol;
no semantic routine is called.

936. Ripley, G. David and Druseikis, Frederick C. A statistical analysis of syntax errors.
Comput. Lang., 3:227–240, 1978.
937. Röhrich, J. Automatic Construction of Error-correcting Parsers. PhD thesis, [s.n.],
[S.l.], 1978.
938. Shields, T. E. Syntax Directed Error Analysis in Automatically Constructed Parsers.
PhD thesis, Rice University, Houston, Texas, 1978.
939. Tai, Kuo-Chung. Syntactic error correction in programming languages. IEEE Trans.
Softw. Eng., SE-4(5):414–425, 1978. Presents a technique for syntactic error correction called
pattern mapping. Patterns model the editing of the input string at the error detection point. These
patterns are constructed by the parser developer. The patterns are sorted by a criterion called
the minimum distance correction with k correct look-ahead symbols, and whenever correction is
required, the first matching pattern is used. If no such pattern is found, error correction fails and
another error recovery method must be applied.

940. Tanaka, Eiichi and Fu, King-Sun. Error-correcting parsers for formal languages. IEEE
Trans. Comput., C-27(7):605–616, July 1978. Starts from a CF CYK parser based on a 2form grammar. The entry for a recognized symbol A in the matrix contains 0, 1 or 2 pointers to
its children, plus an error weight; the entry with the lowest error weight is retained. Next, the
same error-correction mechanism is introduced in a context-sensitive CYK parser, for which see
[11]. Full algorithms are given. Finally some theorems are proven concerning these parsers, the
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main one being that the error-correcting properties under these algorithms depend on the language
only, not on the grammar used. High-threshold, notationally heavy paper, with extensive examples
though.

941. Backhouse, R. C. and Anderson, S. Least-cost repair of syntax errors. ACM SIGPLAN
Notices, 14(1):102–104, Jan. 1979.
942. Ciesinger, Joachim. A bibliography of error-handling. ACM SIGPLAN Notices,
14(1):16–26, Jan. 1979. Around 90 literature references from 1963-1978.
943. Fischer, C. N., Tai, K.-C., and Milton, D. R. Immediate error detection in strong LL(1)
parsers. Inform. Process. Lett., 8(5):261–266, June 1979. A strong-LL(1) parser will some-

times perform some incorrect parsing actions, connected with ε-matches, when confronted with
an erroneous input symbol, before signalling an error; this impedes subsequent error correction.
A subset of the LL(1) grammars is defined, the nullable LL(1) grammars, in which rules can only
produce ε directly, not indirectly. A special routine, called before an ε-match is done, hunts down
the stack to see if the input symbol will be matched or predicted by something deeper on the stack;
if not, an error is signaled immediately. An algorithm to convert any strong-LL(1) grammar into a
non-nullable strong-LL(1) grammar is given. (See also Mauney and Fischer [957]).

944. Graham, Susan L., Haley, Charles B., and Joy, William N. Practical LR error recovery.
ACM SIGPLAN Notices, 14(8):168–175, Aug. 1979. A considerable number of techniques
is integrated. First-level error recovery does forward-move, restricting the possibilities to one correction only, using a cost function. The backward move is controlled by error tokens in the grammar. The second level does panic mode error recovery using “beacon tokens”; disaster is prevented
by dividing the grammar into sections (like “declarations” or “statement”), which the error recovery will not leave.

945. Fischer, C. N. and Mauney, J. On the role of error productions in syntactic error
correction. Comput. Lang., 5:131–139, 1980. Presents a number of examples in a Pascal
parser illustrating the use of error productions in cases where an automatic error corrector would
not find the right continuation. Error productions can be added to the grammar regardless of the
error corrector.

946. Fischer, C. N., Milton, D. R., and Quiring, S. B. Efficient LL(1) error correction and
recovery using only insertions. Acta Inform., 13(2):141–154, 1980. See Section 16.6.4
for a discussion of this error recovery method.

947. Krawczyk, T. Error correction by mutational grammars. Inform. Process. Lett.,
11(1):9–15, 1980. Discusses an error correction method that automatically extends a grammar by adding certain mutations of grammar rules, so that input with separator and parenthesis
errors can be corrected, while retaining the LR(k) grammar class. The parser delivers the parsing
in the form of a list of grammar rules used; the mutated rules in this list are replaced by their
originals.

948. Pai, Ajit B. and Kieburtz, Richard B. Global context recovery: a new strategy for syntactic error recovery by table-driven parsers. ACM Trans. Prog. Lang. Syst., 2(1):18–41,
Jan. 1980. A fiducial symbol is a terminal symbol that has the property that if it occurs on the
top of the stack of an LL(1) parser, it will to a large degree determine the rest of the stack. Two
more explicit definitions are given, the most practical being: a terminal symbol that occurs only
once in the grammar, in a rule for a non-terminal that occurs only once in the grammar, etc. Now,
if an error occurs that cannot be repaired locally, the input is discarded until a fiducial symbol
z appears. Then the stack is popped until z, or a non-terminal N that produces z, appears. In the
latter case n is “developed” until z appears. Parsing can now continue. If the stack gets empty in
this process, the start symbol is pushed anew; it will produce z.
The paper starts with a very readable introduction to error recovery and a good local error correction algorithm.
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949. Pemberton, Steven. Comments on an error-recovery scheme by Hartmann. Softw.
Pract. Exper., 10(3):231–240, 1980. Extension of Hartmann’s error recovery scheme [923].
Error recovery in a recursive descent parser is done by passing to each parsing routine a set of
“acceptable” symbols. Upon encountering an error, the parsing routine will insert any directly
required terminals and then skip input until an acceptable symbol is found. Rules are given and
refined on what should be in the acceptable set for certain constructs in the grammar.

950. Röhrich, Johannes. Methods for the automatic construction of error correcting parsers.
Acta Inform., 13(2):115–139, Feb. 1980. See Section 16.6.3 for a discussion of this error
recovery method. The paper also discusses implementation of this method in LL(k) and LR(k)
parsers, using so-called deterministic continuable stack automata.

951. Sippu, Seppo and Soisalon-Soininen, Eljas. A scheme for LR(k) parsing with error
recovery, Part I: LR(k) parsing/Part II: Error recovery/Part III: Error correction. Intern.
J. Comput. Math., A8:27–42/107–119/189–206, 1980. A thorough mathematical theory of
non-deterministic and deterministic LR(k)-like parsers (which subsumes SLR(k) and LALR(k)) is
given. These parsers are then extended with error productions such that all errors that are at least
k tokens apart are corrected. The resulting parsers are almost certainly non-deterministic.

952. Tai, Kuo-Chung. Locally minimum-distance correction of syntax errors in programming languages. In ACM National Conf., pages 204–210, New York, NY, 1980. ACM.
953. Tai, Kuo-Chung. Predictors of context-free grammars. SIAM J. Computing, 9(3):653–
664, Aug. 1980. The author’s abstract says it all: “A predictor of a context-free grammar G is a
substring of a sentence in L (G) which determines unambiguously the contents of the parse stack
immediately before (in top-down parsing) or after (in bottom-up parsing) symbols of the predictor
are processed. Two types of predictors are defined, one for bottom-up parsers, one for top-down
parsers. Algorithms for finding predictors are given and the possible applications of predictors are
discussed.” Predictors are a great help in error recovery.

954. Anderson, Stuart O. and Backhouse, Roland C. Locally least-cost error recovery in
Earley’s algorithm. ACM Trans. Prog. Lang. Syst., 3(3):318–347, July 1981. Parsing
and error recovery are unified so that error-free parsing is zero-cost error recovery. The information already present in the Earley items is utilized cleverly to determine possible continuations.
From these and from the input, the locally least-cost error recovery can be computed, albeit at
considerable expense. Detailed algorithms are given.

955. Dwyer, Barry. A user-friendly algorithm. Commun. ACM, 24(9):556–561, Sept. 1981.
Skinner’s theory of operant conditioning applied to man/machine interaction: tell the user not
what is wrong but help him how to do better. In syntax errors this means showing what the parser
understood and what the pertinent syntax rules are.

956. Gonser, Peter. Behandlung syntaktischer Fehler unter Verwendung kurzer, fehlereinschließender Intervalle. PhD thesis, Technische Universität München, München, July
21, 1981, (in German). Defines a syntax error as a minimal substring of the input that cannot
be a substring of any correct input; if there are n such substrings, there are (at least) n errors.
Finding such substrings is too expensive, but if we are doing simple precedence parsing and have
.
a stack configuration b l A1 ¯ A2 ¯ · · · ¯ Ak and a next input token c, where ¯ is either l or =
and there is no precedence relation between Ak and c, then the substring from which bA1 A2 · · · Ak c
was reduced must contain at least one error. The reason is that precedence information does not
travel over terminals; only non-terminals can transmit information from left to right through the
stack, by the choice of the non-terminal. So if the c cannot be understood, the cause cannot lie to
the left of the b. This gives us an interval that is guaranteed to contain an error.
Several rules are given on how to turn the substring into an acceptable one; doing this successively for all error intervals turns the input into a syntactically correct one. Since hardly any grammar is simple precedence, several other precedence-like grammar forms are developed which are
stronger and in the end cover the deterministic languages. See [473] for these.
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957. Mauney, Jon and Fischer, Charles N. An improvement to immediate error detection
in strong LL(1) parsers. Inform. Process. Lett., 12(5):211–212, 1981. The technique of
Fischer, Tai and Milton [943] is extended to all LL(1) grammars by having the special routine
which is called before an ε-match is done do conversion to non-nullable on the fly. Linear time
dependency is preserved by setting a flag when the test succeeds, clearing it when a symbol is
matched and by not performing the test if the flag is set: this way the test will be done at most
once for each symbol.

958. Sippu, S. Syntax Error Handling in Compilers. PhD thesis, Report A-1981-1, Dept. of
Computer Science, University of Helsinki, Helsinki, 1981.
959. Anderson, S. O. and Backhouse, R. C. An alternative implementation of an insertiononly recovery technique. Acta Inform., 18:289–298, 1982. Argues that the FMQ error
corrector of Fischer, Milton and Quiring [946] does not have to compute a complete insertion. It
is sufficient to compute the first symbol. If w = w1 w2 · · · wn is an optimal insertion for the error a
following prefix u, then w2 · · · wn is an optimal insertion for the error a following prefix uw1 . Also,
immediate error detection is not necessary. Instead, the error corrector is called for every symbol,
and returns an empty insertion if the symbol is correct.

960. Barnard, D. T. and Holt, R. C. Hierarchic syntax error repair for LR grammars. Intern.
J. Comput. Inform. Sci., 11(4):231–258, 1982.
961. Brown, P. J. “My system gives excellent error messages” — or does it?. Softw. Pract.
Exper., 12(1):91–94, 1982. The reactions of several Pascal compilers to a simple program with
1(!) syntax error are presented, and make hilarious reading. Systems designers are disqualified as
judges of error message quality. Many compilers are egotistic, presenting everything in their terms
rather than in the user’s. No cure given.

962. Dion, B. A. Locally Least-Cost Error Correctors for Context-Free and ContextSensitive Parsers. PhD thesis, Univ. of Wisconsin at Madison, Ann Arbor, 1982.
963. Jalili, F. and Gallier, J. H. Building friendly parsers. In Ninth ACM Symposium on
Principles of Programming Languages, pages 196–206, New York, 1982. ACM. An
interactive LALR(1) parser is described that uses forward move error recovery to better prompt
the user with possible corrections. The interactions of the interactive parsing and the forward move
algorithm are described in fairly great detail.

964. Mauney, Jon and Fischer, Charles N. A forward-move algorithm for LL and LR
parsers. ACM SIGPLAN Notices, 17(6):79–87, June 1982. Upon finding an error, a Graham, Harrison and Ruzzo general CF parser [72] is started to do a forward move analysis using
cost functions. The general CF parser is run over a restricted piece of the input, allowing regional
least-cost error correction.

965. Richter, Helmut. Syntaxfehlerbehandlung ohne Korrekturversuche. PhD thesis, Report
LRZ-Bericht 8204/1, Univ. Munich, Munich, 1982, (in German).
966. Sippu, S. and Soisalon-Soininen, E. Practical error recovery in LR parsing. In Ninth
Annual ACM Symposium on Principles of Programming Languages, pages 177–184.
ACM, Jan. 1982.
967. Tanaka, Eiichi and Fu, King-Sun. Correction to “error-correcting parsers for formal
languages”. IEEE Trans. Comput., C-31(4):327–328, 1982. A loop can occur in the CS
parser described by Tanaka and Fu [11]. This very terse paper supplies a routine to detect such a
loop; it does not, however, state if the loop can be avoided.

968. Topor, Rodney W. A note on error recovery in recursive descent parsers. ACM
SIGPLAN Notices, 17(2):37–40, Feb. 1982. Followset error recovery is implemented in
a recursive-descent parser by having one parse-and-error-recovery routine which is passed the actual routine for a rule, its FIRST set and its FOLLOWS set. This reduces the size of the parser
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considerably and prevents clerical errors in hand-written parsers. Also see subsequent letter by
C.B. Boyd, 17(8):101-103.

969. Anderson, S. O., Backhouse, R. C., Bugge, E. H., and Stirling, C. P. An assessment of
locally least-cost error recovery. Computer J., 26(1):15–24, 1983. Locally least-cost error
recovery consists of a mechanism for editing the next input symbol at least cost, where the cost
of each edit operation is determined by the parser developer. The method is compared to Wirth’s
followset method (see Stirling [990]) and compares favorably.

970. Brown, P. J. Error messages: The neglected area of the man/machine interface?.
Commun. ACM, 26(4):246–249, 1983. After showing some appalling examples of error
messages, the author suggests several improvements: 1. the use of windows to display the program text, mark the error, and show the pertinent manual page; 2. the use of a syntax-directed
editor to write the program; 3. have the parser suggest corrections, rather than just error messages.
Unfortunately 1 and 3 seem to require information of a quality that parsers that produce appalling
error messages just cannot provide.

971. Burke, M. G. A Practical Method for LR and LL Syntactic Error Diagnosis and
Recovery. PhD thesis, New York Univ., New York, 1983.
972. Mauney, J. Least-Cost Error Repair Using Extended Right Context. PhD thesis, Univ.
of Wisconsin at Madison, Madison, 1983.
973. Norman, D. A. Design rules based on analyses of human error. Commun. ACM,
26(4):255–258, 1983.
974. Sippu, Seppo and Soisalon-Soininen, Eljas. A syntax-error-handling technique and its
experimental analysis. ACM Trans. Prog. Lang. Syst., 5(4):656–679, Oct. 1983. Phrase
level error recovery replaces the top m elements from the stack and the next n input tokens by a
single non-terminal such that parsing can continue. The authors explore various search sequences
to determine the values of m and n. Local error recovery can be incorporated by introducing for
each terminal t a new production rule Term.t --> Empty t, and having a production rule
Empty-->ε. This allows both the correction of a phrase (n = 0, m = 0) to Term.t (i.e. insertion
of t) and of a phrase (n, m) to Empty (i.e. deletion of (n, m)). Experimental results are given.

975. Backhouse, R. C. Global data flow analysis problems arising in locally least-cost error
recovery. ACM Trans. Prog. Lang. Syst., 6(2):192–214, 1984.
976. Boullier, Pierre. Syntax analysis and error recovery. In Methods and Tools for Compiler Construction, pages 7–44. Cambridge University Press, 1984.
977. Boullier, Pierre. Contribution à la construction automatique d’analyseurs lexicographiques et syntaxiques. PhD thesis, Université d’Orléans, Orléans, France, 1984,
(in French).
978. Hammond, K. and Rayward-Smith, V. J. A survey on syntactic error recovery and
repair. Comput. Lang., 9(1):51–68, 1984. Divides the error recovery schemes into three
classes:
1. local recovery schemes, such as “panic mode”, the followset method, the FMQ error correction method (see Fischer, Milton and Quiring [946]), LaFrance’s pattern matching method
(see LaFrance [891]), and Backhouse’s locally least-cost method (see Anderson and Backhouse [959]);
2. regional error recovery schemes, such as forward/backward move (see for example Graham
and Rhodes [911]); and
3. global error recovery schemes, such as global minimum distance error recovery (see for example Aho and Peterson [896] and Lyon [907]), and mutational grammars (see for example
Krawczyk [947]).
The paper summarizes the advantages and disadvantages of each method.
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979. LaLonde, Wilf R. Comments on Soisalon-Soininen’s “inessential error entries”. ACM
Trans. Prog. Lang. Syst., 6(3):432–439, July 1984.
980. Mattern, F. An annotated bibliography on error handling in compilers. Technical Report 18/84, Fachbereich Informatik, Universitàt Kaiserslautern, Kaiserslautern, 1984.
981. Spenke, Michael, Mühlenbein, Heinz, Mevenkamp, Monika, Mattern, Friedemann,
and Beilken, Christian. A language-independent error recovery method for LL(1)
parsers. Softw. Pract. Exper., 14(11):1095–1107, Nov. 1984. Presents an error recovery method using deletions and insertions. The choice between different possible corrections is
made by comparing the cost of the insertion with the reliability of the symbol. A correction is
plausible if the reliability of the first non-skipped symbol is larger than the insert-cost of the insertion. The correction is selected among the plausible corrections, such that the fewest symbols
are skipped. Reliability and insert-cost of each symbol are tunable.

982. Tanaka, E. An improved error-correcting parser for a context-free language. Trans.
Inst. Electron. & Commun. Eng. Jpn., E-67(7):379–385, 1984.
983. Turba, Thomas N. An exception-based mechanism for syntactic error recovery. ACM
SIGPLAN Notices, 19(11):42–51, Nov. 1984.
984. Katwijk, J. van. Practical experiences with automatic repair of syntactical errors. ACM
SIGPLAN Notices, 19(9):37–48, Sept. 1984.
985. Corbett, R. P. Static semantics and compiler error recovery. Technical Report
UCB/CSD 85/251, Computer Science Division (EECS), University of California,
Berkeley, CA, 1985.
986. Dain, Julia. Error recovery for Yacc parsers. Technical Report 73, Dept. of Computer
Science, University of Warwick, Warwick, Coventry CV4 7AL, UK, Oct. 1985. The
error recovery of yacc is modified as follows. 1. Do local error recovery: a. insert a legal token; or
b. delete the next token; or c. replace next token by a legal one. Accept the first of these if it allows
the parser to accept the next 5 input tokens. 2. Do phrase-level error recovery. Find the item in the
top-of-stack state that was added last during LALR table construction, A → α•β. Pop α, push A,
and skip input until a legal token comes up. The technique performs much better than yacc’s own
error recovery.

987. Mili, A. Towards a theory of forward error recovery. IEEE Trans. Softw. Eng., SE11(8):735–748, 1985.
988. Richter, Helmut. Noncorrecting syntax error recovery. ACM Trans. Prog. Lang. Syst.,
7(3):478–489, July 1985. Extends Gonser’s method [956] by using suffix grammars and a
reverse scan, which yields provable properties of the error interval. See Section 16.7 for a discussion of this method. Bounded-context grammars are conjectured to yield deterministic suffix
grammars.

989. Srisuresh, Pyda and Eager, Michael J. A portable syntactic error recovery scheme for
LR(1) parsers. In W.D. Dominick, editor, 1985 ACM Comput. Sc. Conf., pages 390–
399, New Orleans, March 1985. ACM. Presents a detailed account of the implementation of
an error recovery scheme that works at four levels, each one of a more global nature. The first and
the second level are local, attempting to recover from the error by editing the symbol in front of
the error detection point and the error symbol itself. The third level uses error tokens, and the last
level is panic mode.

990. Stirling, Colin P. Follow set error recovery. Softw. Pract. Exper., 15(3):239–257,
March 1985. Describes the followset technique for error recovery: at all times there is a set of
symbols that depends on the parse stack and that will not be skipped, called the followset. When
an error occurs, symbols are skipped until one is found that is a member of this set. Then, symbols
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are inserted and/or the parser state is adapted until this symbol is legal. In fact there is a family of
error recovery (correction) methods that differ in the way the followset is determined. The paper
compares several of these methods.

991. Bălănescu, Tudor, Gavrilă, Serban, Gheorghe, Marian, Nicolescu, Radu, and Sofonea,
Liviu. On Hartmann’s error recovery scheme. ACM SIGPLAN Notices, 21(12):80–86,
Dec. 1986. More and tighter acceptable-sets for more grammar constructions; see Pemberton
[949].

992. Bumbulis, Peter. A Practical Non-Correcting Syntax Error Recovery Algorithm. PhD
thesis, University of Waterloo, Waterloo, Ontario, 1986. Gives algorithms to construct
(non-deterministic) PDAs for suffixes of languages, and proves properties of them. Applies the
automata to do non-correcting syntax error recovery using criteria similar to those of Druseikis
and Ripley [915], and shows that these produce a useful interval analysis, but not an optimal suffix
analysis, missing about 10% of the errors full suffix analysis would catch.

993. Choe, Kwang-Moo and Chang, Chun-Hyon. Efficient computation of the locally leastcost insertion string for the LR error repair. Inform. Process. Lett., 23(6):311–316,
1986. Refer to Anderson et al. [969] for locally least-cost error correction. The paper presents
an efficient implementation in LR parsers, using a formalism described by Park, Choe and Chang
[301].

994. Kantorowitz, E. and Laor, H. Automatic generation of useful syntax error messages.
Softw. Pract. Exper., 16(7):627–640, July 1986. Rules for useful syntax error messages: 1.
Indicate a correction only if it is the only possibility. 2. Otherwise show the full list of legal tokens
in the error position. 3. Mark skipped text.
To implement this the grammar is required to be LL(1) and each rule is represented internally
by a syntax diagram. In case 1 the recovery is easy: perform the correction. Case 2 relies on an
“acceptable set”, computed in two steps. First all paths in the present syntax diagram starting from
the error point are searched for terminals that do not occur in the FIRST sets of non-terminals in
the same syntax diagram. If that set is not empty it is the acceptable set. Otherwise the FOLLOW
set is constructed by consulting the stack, and used as the acceptable set. Explicit algorithms given.

995. Moura, A. V. Early error detection in syntax-driven parsers. IBM J. Research and
Development, 30(6):617–626, Nov. 1986.
996. Muchnick, T. G. On some extensions of syntactic error recovery technique based on
phrase markers. ACM SIGPLAN Notices, 21(2):37–39, Feb. 1986.
997. Boullier, P. and Jourdan, M. A new error repair and recovery scheme for lexical and
syntactic analysis. Sci. Comput. Progr., 9(3):271–286, 1987.
998. Burke, Michael G. and Fisher, Gerald A. A practical method for LL and LR syntactic error diagnosis and recovery. ACM Trans. Prog. Lang. Syst., 9(2):164–197, April
1987. Traditional error recovery assumes that all tokens up to the error symbol are correct. The
article investigates the option of allowing earlier tokens to be modified. To this end, parsing is
done with two parsers, one of which is a number of tokens ahead of the other. The first parser
does no actions and keeps enough administration to be rolled back, and the second performs the
semantic actions; the first parser will modify the input stream or stack so that the second parser
will never see an error. This device is combined with three error repair strategies: single token
recovery, scope recovery and secondary recovery. In single token recovery, the parser is rolled
back and single tokens are deleted, inserted or replaced by tokens specified by the parser writer.
In scope recovery, closers as specified by the parser writer are inserted before the error symbol.
In secondary recovery, sequences of tokens around the error symbol are discarded. In each case,
a recovery is accepted if it allows the parser to advance a specified number of tokens beyond
the error symbol. It is reported that this technique corrects three quarters of the normal errors in
Pascal programs in the same way a knowledgeable human would. The effects of fine-tuning are
discussed.
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999. Chytil, M. P. and Demner, J. Panic mode without panic. In Ottmann, editor, 14th
International Colloquium on Automata, Languages and Programming, volume 267 of
Lecture Notes in Computer Science, pages 260–268, Berlin, 1987. Springer-Verlag.
1000. Gray, Robert W. Automatic error recovery in a fast parser. In Summer 1987 USENIX
Conference, pages 337–346, Berkeley, CA, USA, 1987. USENIX.
1001. Ikeda, M., Tanaka, E., and Kasusho, O. An error-correcting parser for a context-free
language based on the context-dependent similarity. In Gabriel Ferraté et al., editor,
Syntactic and Structural Pattern Recognition, NATO ASI Series, F45, pages 19–32.
Springer Verlag, Berlin, 1988. The (context-independent) error cost function in Lyon’s errorcorrecting parser [907] is replaced by the following context-dependent one. For each pair of tokens
(α, β), which serve as the left and right context, and for each token ξ, costs are defined for: the
insertion of ξ between α and β; the deletion of ξ from between α and β; and for each token η the
substitution of η for ξ between α and β. The Earley items in the parser are extended with enough
information to compute the cost at each move of the parser. Full algorithms given.

1002. Koskimies, K., Nurmi, O., Paakki, J., and Sippu, S. The design of a language processor
generator. Softw. Pract. Exper., 18(2):107–135, 1988.
1003. Mauney, Jon and Fischer, Charles N. Determining the extent of lookahead in syntactic
error repair. ACM Trans. Prog. Lang. Syst., 10(3):456–469, July 1988. A correction of
an error can be validated by trying it and parsing on until a symbol is found with the so-called
Moderate Phrase Level Uniqueness. Once such a symbol is found, all minimal corrections of the
error are equivalent in the sense that after this MPLU symbol, the acceptable suffixes will be
identical. Measurements indicate that in Pascal the distance between two such symbols is fairly
short, for the most part.

1004. Saito, Hiroaki and Tomita, Masaru. Parsing noisy sentences. In 12th International
Conference on Computational Linguistics (COLING), pages 561–566, Budapest, 1988.
A generalized LR parser is extended with strong error correction features and is used to parse the
output of a voice recognition device, which is a rich source of errors. The device comes with a
“confusion matrix”, a table specifying the probabilities that certain phonemes are mistaken for
other phonemes; it includes probabilities of missing phonemes, but it excludes context. The table
is used to prune states in the generalized LR parser, which also handles spurious phonemes. The
extensions are straightforward, but would lead to infinitely many parsings. Several limiting rules
are in place: no two consecutive missing or spurious phonemes, pruning of improbably stack
states, etc.
The system, intended to handle doctor-patient interaction, found the correct parsing in 84% of the
cases, and assigned it the highest probability in 88% of those cases.

1005. Cormack, Gordon V. An LR substring parser for noncorrecting syntax error recovery.
ACM SIGPLAN Notices, 24(7):161–169, June 1989. Using the BC-SLR(1,1) substring
parser from the same paper ([649]) the author gives examples of interval analysis on incorrect
Pascal programs.

1006. Mellish, Chris S. Some chart-based techniques for parsing ill-formed input. In 27th Annual Meeting of the Association for Computational Linguistics, pages 102–109, 1989.
A non-directional chart parser is extended with inference rules for three kinds of errors: garbage,
missing non-terminal, and unknown word. A complicated penalty system is presented to find the
best application of the error rules.

1007. Dain, J. A. Automatic Error Recovery for LR Parsers in Theory and Practice. PhD
thesis, University of Warwick, Coventry, UK, 1990.
1008. Grosch, J. Efficient and comfortable error recovery in recursive descent parsers.
Structured Programming, 11:129–140, 1990.
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1009. Wilde, F. J. de. Error recovery in a natural-language parser. Master’s thesis, Vrije Universiteit, Amsterdam, March 1990. Applies Lyon’ technique of keeping least-error parsings
of substrings [907] to a CYK parser.

1010. Charles, Philippe. An LR(k) error diagnosis and recovery method. In Second International Workshop on Parsing Technologies, pages 89–99, Feb. 1991. Massive approach to
syntax error recovery, extending the work of Burke and Fisher [998], in four steps. 1. No information is lost in illegal reductions, as follows. During each reduction sequence, the reduce actions
are stored temporarily, and actually applied only when a successful shift action follows. Otherwise
the original stack is passed to the recovery module. 2. Primary (local) recovery: include merging
the error token with its successor; deleting the error token; inserting an appropriate terminal in
front of the error token; replacing the error token by a suitable terminal; inserting an appropriate
non-terminal in front of the error token; replacing the error token by a suitable non-terminal. All
this is controlled by weights, penalties and number of tokens that can be accepted after the modification. 3. Secondary (phrase-level) recovery: for a sequence of “important non-terminals” the
unfinished phrase is removed from the stack and a synchronization is made, until a good one is
found. Criteria for “important non-terminals” are given. 4. Scope recovery, in which nesting errors
are repaired: For each self-embedding rule A, nesting information is precomputed, in the form of
a scope prefix, a scope suffix, a look-ahead token, and a set of states. Upon error, these scopes
are tested to bridge a possible gap over missing closing elements. The system provided excellent
error recovery in a very large part of the cases tried.
Complete algorithms are given.

1011. Saito, Hiroaki and Tomita, Masaru. GLR parsing for noisy input. In M. Tomita, editor,
Generalized LR Parsing, pages 141–152. Kluwer Academic Publishers, Boston, 1991.
Although the paper is concerned with understanding spoken Japanese, the correction mechanisms
used are those of traditional error repair: substitution, insertion, and deletion. GLR parsing requires some limitations to be set on their application, to prevent an infinitely wide search.

1012. Dain, Julia. Minimum distance error recovery for LR parsers. Technical Report RR215,
Dept. of Computer Science, University of Warwick, Warwick, Coventry CV4 7AL,
UK, April 1992. When an error is encountered, all continuations of length sigma tokens are

constructed and the minimum editing distance to the sequence of the first τ tokens of the input (τ ≥
σ) is computed. Explicit algorithms for constructing the continuations from an LALR parser table
and for computing the minimum editing distance are given. Experience with an implementation
on top of yacc is described.

1013. Fischer, Charles N. and Mauney, Jon. A simple, fast, and effective LL(1) error repair
algorithm. Acta Inform., 29(2):109–120, 1992. The FMQ algorithm [946] is first extended
with deletions: zero or more input symbols are deleted (virtually) successively with costs, and the
insertion-only algorithm is called in each situation to find the optimum. This algorithm is then
combined with validation, a check to see if a certain number of symbols can be accepted. The
original FMQ algorithm used two precomputed tables for least-cost insertions, but these give the
least-cost insertion only. If validation fails, however, we need the second-best insertion/deletion,
etc. The paper shows how to compute these n-th best repairs on the fly, using only very small
tables.

1014. Grandchamp, Jean-Michel and Letellier, S. Predictions in deterministic parsing: A
framework for lexical correction. In European Conference on Artificial Intelligence,
pages 518–522, 1992.
1015. Steegmans, Eric, Lewi, Johan, and Horebeek, Ivo van. Generation of interactive
parsers with error handling. IEEE Trans. Softw. Eng., 18(5):357–367, 1992.
1016. Bosch, Peter N. van den. A bibliography on syntax error handling in context-free
languages. ACM SIGPLAN Notices, 27(4):77–86, April 1992.
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1017. Deudekom, A. van and Kooiman, P. Top-down non-correcting error recovery in LLgen.
Technical Report IR 338, Vrije Universiteit, Faculteit Wiskunde en Informatica, Amsterdam, Oct. 1993. Describes the addition of a Richter-style [988] error recovery mechanism
to LLgen, an LL(1) parser generator, using a Generalized LL parser. The suffix grammar used by
the mechanism is generated on the fly, and pitfalls concerning left recursion (a general problem
in LL parsing), right recursion (a specific problem in error recovery), and ε-rules are pointed out
and solved.
LLgen allows liberties with the LL(1) concept; these may interfere with automated error recovery.
The conflict resolvers turned out to be no problem, but LLgen allows subparsers to be called from
semantic actions, thus extending the accepted language, and syntax error messages to be given
from semantic actions, thus restricting the accepted language. The error recovery grammar, however, has to represent the accepted language precisely; this necessitated two new parser generator
directives.
Examples of error recovery and efficiency measurements are provided.
See also [590] for the Generalized LL parsing part.

1018. Yun, In-Sig, Choe, Kwang-Moo, and Han, Taisook. Syntactic error repair using repair
patterns. Inform. Process. Lett., 47(4):189–196, 1993.
1019. Dain, J. A practical minimum distance method for syntax error handling. Comput.
Lang., 20(4):239–252, Nov. 1994. Explains minimum-distance error recovery, with code.
Compares it to about 10 other methods and finds that Burke and Fisher’s method [998] is best.

1020. Degano, P. and Priami, C. Comparison of syntactic error handling in LR parsers. Softw.
Pract. Exper., 25(6):657–680, 1995.
1021. McKenzie, Bruce J., Yeatman, Corey, and De Vere, Lorraine. Error repair in shiftreduce parsers. ACM Trans. Prog. Lang. Syst., 17(4):672–689, July 1995. The two-stage
technique described uses breadth-first search to obtain a series of feasible repairs, each of which
is then validated. The first feasible validated repair is accepted.
To obtain feasible repairs, a priority queue of parser states each containing a stack, a representation
of the rest of the input, a string of insert tokens, a string of deleted tokens and a cost is created in
breadth-first fashion, ordered by cost. The top parser state in the queue is considered, a new state
is created for each possible shift, with its implied inserted token, and a new state for the deletion
of one token from the input, each of them with its cost. If one of these new states allows the parser
to continue, it is deemed feasible and examined for validity.
The repair is valid if it allows the parser to accept the next N input tokens. If it is invalid, more
parser states are created in the priority queue. If the queue gets exhausted, no error recovery is
possible.
The paper contains much sound advice about implementing such a scheme. To reduce the number
of parser states that have to be examined, a very effective pruning heuristic is given, which reduces
the number by two or three orders of magnitude. In rare cases, however, the heuristic causes some
cheaper repairs to be missed. See also Bertsch and Nederhof [1030].

1022. Amengual, J. C. and Vidal, E. Two different approaches for cost-efficient Viterbi
parsing with error correction. In Advances in Structural and Syntactical Pattern
Recognition, volume 1121 of Lecture Notes in Computer Science, pages 30–39, 1996.
1023. Bertsch, Eberhard. An observation on suffix redundancy in LL(1) error repair. Acta
Inform., 33(7):631–639, 1996. The prediction stack of an LL(1) parser conforms to a regular
grammar. When doing Fischer and Mauney error recovery [1013], sets of such stacks grammars
have to be examined for certain properties. Since the languages of these grammars overlap, much
work is duplicated. Using middle-most derivations and ingenious reasoning, the author derives an
algorithm to find and remove the overlapping part.
A middle-most derivation is defined as a sequence of steps of the form α1 · · · αk Ak βk · · · β1 →
α1 · · · αk αk+1 Ak+1 βk+1 βk · · · β1 . Here each α and each β can be empty.
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1024. Swierstra, S. Doaitse and Duponcheel, Luc. Deterministic, error-correcting combinator parsers. In 2nd Int. Summer School on Advanced Functional Programming
Techniques, volume 1129 of Lecture Notes in Computer Science, pages 184–207,
Berlin, 1996. Springer Verlag.
1025. Amengual, Juan C. and Vidal, Enrique. Efficient error-correcting Viterbi parsing.
IEEE Trans. Pattern Analysis & Machine Intelligence, 20(10):1109–1116, 1998.
1026. Degano, Pierpaolo and Priami, Corrado. LR techniques for handling syntax errors.
Comput. Lang., 24(2):73–98, 1998. Surveys the subject in considerable breadth but limited
depth, in that the algorithms are briefly sketched but not explained in any detail; no examples. The
error handling techniques are arranged in two family trees. Compares and evaluates 7 techniques.

1027. Hermeler, J. C. C. Error recovery and correction in a LL(1) parser. Master’s thesis,
Eindhoven University of Technology, Eindhoven, the Ntherlands, Dec. 1998.
1028. Ruckert, Martin. Generating efficient substring parsers for BRC grammars. Technical
Report 98-105, State University of New York at New Paltz, New Paltz, NY 12561, July
1998. Error reporting and recovery using a BRC-based substring parser. For the parser see [655].
1029. Tuovinen, Antti-Pekka. Error recovery in parsing relational languages. In 1998 IEEE
Symposium on Visual Languages, pages 6–13. IEEE, 1998.
1030. Bertsch, Eberhard and Nederhof, Mark-Jan. On failure of the pruning technique in
“error repair in shift-reduce parsers”. ACM Trans. Prog. Lang. Syst., 21(1):1–10, Jan.
1999. The authors analyse the pruning heuristic presented in McKenzie et al. [1021], and show
that it can even cause the repair process to fail. A safe pruning heuristic is given, but it is so weak,
and the failing cases are so rare, that the authors recommend to use the original but slightly faulty
heuristic anyway.

1031. Ruckert, Martin. Continuous grammars. In 26th ACM SIGPLAN-SIGACT Symposium
on Principles of Programming Languages, pages 303–310. ACM, 1999. Gives an example of a situation in which an error in the first token of the input can only be detected almost
at the end of the input, invalidating almost all parsing done so far. To avoid such disasters, the
author defines “continuous grammars”, in which changing one token in the input can effect only
limited changes in the parse tree: the mapping from string to parse tree is “continuous” rather
than “discontinuous”. This goal is achieved by imposing a metric for the distance between two
nodes on a BCP grammar, and requiring that this distance is bounded by a constant for any singletoken change in the input. It turns out that all bounded-context grammars are continuous; those
bounded-context parsable are not, but can often be doctored.

1032. Cerecke, Carl. Repairing syntax errors in LR-based parsers. New Zealand J.
Computing, 8(3):3–13, June 2001. Improves McKenzie et al.’s algorithm [1021] by limiting
the lengths of circular search paths in the LR automaton. Left-recursive rules do not create cycles;
right-recursive rules create cycles that have to be followed only once; and self-embedding rules
create cycles that have to be followed until l symbols have been inserted, where l is the verification
length. The improved parser solved 25% of the errors not solved by the original algorithm.

1033. Kim, I.-S. and Choe, K.-M. Error repair with validation in LR-based parsing. ACM
Trans. Prog. Lang. Syst., 23(4):451–471, 2001. The combinations explored dynamically in
McKenzie et al.’s algorithm [1021] are computed statically during LR table generation, using a
shortest-path search through the right-context graph.

1034. Corchuelo, Rafael, Pérez, José A., Ruiz, Antonio, and Toro, Miguel. Repairing syntax
errors in LR parsers. ACM Trans. Prog. Lang. Syst., 24(6):698–710, Nov. 2002. The four
LR parse action shift, reduce, accept, and reject are formalized as operators on a pair (stack, rest
of input). The error repair actions of an LR parser, insert, delete and forward move are described
in the same formalism. (“Forward move” performs a limited number of LR parse actions, to see if
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there is another error ahead.)
The three error repair operators generate a search space, which is bounded by the depth of the
forward move (N), the number of input tokens considered (Nt ), and the maximum number of
insertions (Ni ) and deletions (Nd ). The search space is searched breadth-first, with or without an
error cost function; if the search space is found not to contain a solution, the system reverts to
panic mode. The breadth-first search is implemented by a queue.
The system produces quite good but not superb error repair, is fast, and can easily be added to
existing parsers, since it does not require additional tables and uses existing parsing actions only.
With N = 3, Nt = 10, Ni = 4, and Nd = 3, the system almost always finds a solution; the solution
is acceptable in about 85% of the cases. These results are compared to an extensive array of other
error repair techniques.

1035. Shishibori, Masami, Lee, Samuel Sangkon, Oono, Masaki, and Aoe, Jun-Ichi. Improvement of the LR parsing table and its application to grammatical error correction.
Inform. Sci., 148(1):11–26, 2002. A “descendant-set” table is introduced, which lists the
states obtained after shifts over the results of reduce actions. This table is used to rank proposed
corrections to erroneous input. The system was tested on 1050 Japanese sentences typed by people, which turned out to contain 413 errors, of which 308 (73%) replacement errors. Using the DS
table reduced the number of corrections investigated by orders of magnitude, with a very small
loss in accuracy. Full algorithms given.

1036. Jeffery, Clinton L. Generating LR syntax error messages from examples. ACM Trans.
Prog. Lang. Syst., 25(5):631–640, Sept. 2003. The parser generator is provided with a list
of error situations (pieces of incorrect code) with their desired error messages. The system then
generates a provisional LR parser, runs it on each of the error situations, records in which state the
parser ends up on which input token, and notes the triple (LR state, error token, error message)
in a list. This list is then incorporated in the definitive parser, which will produce the proper error
message belonging to the state and the input token, when it detects an error.

1037. Spek, Peter van der, Plat, Nico, and Pronk, Cornelis. Syntax error repair for a Javabased parser generator. ACM SIGPLAN Notices, 40(4):47–50, 2005. Implements error
recovery in JavaCC, an LL(k) parser generator. It is based on misspelling, insertion, deletion, and
panic mode, in that order.

18.2.8 Incremental Parsing
1038. Lindstrom, Gary. The design of parsers for incremental language processors. In
Second Annual ACM Symposium on Theory of Computing, pages 81–91. ACM, 1970.
The input is conceptually divided into “fragments” (substrings) by appointing by hand a set C of
terminals that act as fragment terminators. Good candidates are separators like end, else, and
;. Now for each non-terminal A in the grammar we create three new non-terminals: −
< A, which
produces all prefixes of L (A) that end in a token in C, A>
− for all suffixes, and −
< A>
− for all infixes;
rules for these are constructed. The input is then parsed by an LR parsing using these rules. The
resulting fragments are saved and reused when the input is modified.
The parser does not know its starting state, and works essentially like the substring parser of Bates
and Lavie [652], but the paper does not discuss the time complexity.

1039. Celentano, A. Incremental LR parsers. Acta Inform., 10:307–321, 1978. Very clear
exposition of how the Ghezzi and Mandrioli algorithm [1040] can be made to work on parse
sequences rather than on parse trees, thus improving efficiency.

1040. Ghezzi, Carlo and Mandrioli, Dino. Incremental parsing. ACM Trans. Prog. Lang.
Syst., 1(1):58–70, July 1979. The authors observe that when a grammar allows bottom-up
parsing using some technique T and is at the same time RL(k) for any k, then any modification to
the input text can only affect nodes that produce the modified part. By keeping the entire parse tree

704

18 Annotated Bibliography
in a both leftmost and rightmost threaded form, these nodes can be located and updated quickly.
The case LR(1) ∧ RL(1) is treated in full.

1041. Fischer, Georg. Incremental LR(1) Parser Construction as an Aid to Syntactical
Extensibility. PhD thesis, Report 102, Abteilung Informatik, Universität Dortmund,
1980.
1042. Ghezzi, Carlo and Mandrioli, Dino. Augmenting parsers to support incrementality. J.
ACM, 27(3):564–579, 1980. The algorithm of Ghezzi and Mandrioli [1040] is extended to all
LR(k) grammars.

1043. Agrawal, Rakesh and Detro, Keith D. An efficient incremental LR parser for grammars
with epsilon productions. Acta Inform., 19(4):369–376, 1983. A linear time and space
implementation of Celentano’s algorithm [1039] is described, which can also handle ε-rules.

1044. Yeh, Dashing. On incremental shift-reduce parsing. BIT, 23(1):36–48, 1983. The input
tokens to an LR parser are stored in a linked list; each node in this list also holds a pointer to a
stack pertinent for the token in the node. These stacks can be merged and are in fact also stored in
the nodes. This arrangement greatly simplifies incremental parsing. Very clear explanation.

1045. Degano, Pierpaolo, Mannucci, Stefano, and Mojana, Bruno. Efficient incremental LR
parsing for syntax-directed editors. ACM Trans. Prog. Lang. Syst., 10(3):345–373,
July 1988. The non-terminals of a grammar are partitioned by hand into sets of “incrementally
compatible” non-terminals, meaning that replacement of one non-terminal by an incrementally
compatible one is considered a minor structural change. Like in Korenjak’s method [211], for a
partitioning in n sets n + 1 parse tables are constructed, one for each set and one for the grammar
that represents the connection between the sets. The parser user is allowed interactively to move or
copy the string produced by a given non-terminal to a position where an incrementally compatible
one is required. This approach keeps the text (i.e. the program text) reasonably correct most of the
time and uses rather small tables.

1046. Yeh, Dashing and Kastens, Uwe. Automatic construction of incremental LR(1) parsers.
ACM SIGPLAN Notices, 23(3):33–42, March 1988. Detailed algorithms for an incremental
LR(1) parser that allows multiple modifications and ε-rules.

1047. Murching, Arvind M., Prasad, Y. V., and Srikant, Y. N. Incremental recursive descent
parsing. Comput. Lang., 15(4):193–204, 1990.
1048. Wirén, Mats. Studies in Incremental Natural-Language Analysis. PhD thesis,
Linköping University, Department of Computer and Information Science, 1992.
1049. Shilling, John J. Incremental LL(1) parsing in language-based editors. IEEE Trans.
Softw. Eng., 19(9):935–940, 1993.
1050. Wirén, M. Bounded incremental parsing. In K. Sikkel and A. Nijholt, editors, Sixth
Twente Workshop on Language Technology, pages 145–156. University of Twente,
1993.
1051. Yang, W. An incremental LL(1) parsing algorithm. Inform. Process. Lett., 48(2):67–
72, 1993.
1052. Vilares Ferro, M. and Dion, B. A. Efficient incremental parsing for context-free
languages. In 1994 International Conference on Computer Languages, pages 241–
252. IEEE Computer Society Press, May 1994. Suppose the GSS of a GLR parsing for a
string w is available, and a substring wi··· j is replaced by a string u, possibly of different length.
Two algorithms are supplied to update the GSS. In “total recovery” the smallest position k ≥ j
is found such that all arcs (pops) from k reach back over i; the section i · · · k is then reparsed.
Much technical detail is needed to make this work. “Partial recovery” preserves only those arcs
that are completely to the right of the affected region. Extensive examples are given and many
experimental results reported.
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1053. Larchevêque, J.-M. Optimal incremental parsing. ACM Trans. Prog. Lang. Syst.,
17(1):1–15, 1995.
1054. Li, W. X. A simple and efficient incremental LL(1) parsing. In SOFSEM ’95: Theory
and Practice of Informatics, volume 1012 of Lecture Notes in Computer Science, pages
399–404, 1995.
1055. Vilares Ferro, M. and Alonso Pardo, M. A. Exploring incremental chart parsing.
Procesamiento del Lenguaje Natural, 17:158–172, 1995. The techniques for total and
partial recovery of [1052] are applied to chart parsing in a linguistic setting, with much technical
detail and many examples.

1056. Li, Warren X. Building efficient incremental LL parsers by augmenting LL tables and
threading parse trees. Comput. Lang., 22(4):225–, 1996.
1057. Sarkar, Anoop. Incremental parser generation for tree adjoining grammars. In Annual
Meeting of the Association for Computational Linguistics, pages 375–377, 1996.
1058. Wirén, Mats and Rönnquist, Ralph. Fully incremental parsing. In Harry Bunt and
Masaru Tomita, editors, Recent Advances in Parsing Technology, pages 11–34. Kluwer
Academic Publishers, Dordrecht, 1996. The chart of a chart parser is supplemented by a
dependency graph which records which arc in the chart is dependent on which input token and
which other arc(s). When a token is deleted or inserted the dependency graph is consulted about
what to change in the chart, and the changes are inserted in the agenda, to be processed in the
usual fashion. Good bibliography on incremental parsing.

1059. Wagner, Tim A. and Graham, Susan L. Efficient and flexible incremental parsing.
ACM Trans. Prog. Lang. Syst., 20(5):980–1013, 1998.

18.2.9 Probabilistic Grammars
1060. Salomaa, A. Probabilistic and weighted grammars. Inform. Control, 15(6):529–544,
1969.
1061. Fu, K. S. and Huang, T. Stochastic grammars and languages. Intern. J. Comput. Inform.
Sci., 1(2):135–170, June 1972.
1062. Santos, E. S. Probabilistic grammars and automata. Inform. Control, 21(1):27–47,
1972.
1063. Agafonov, V. N. Generalized probabilistic grammars. In J. Gruska, editor,
Mathematical Foundations of Computer Science, volume 53 of Lecture Notes in Computer Science, pages 213–221. Springer-Verlag, Berlin, 1977.
1064. Wetherell, C. S. Probabilistic languages: A review and some open questions. ACM
Comput. Surv., 12(4):361–380, Dec. 1980. Basically, a probabilistic grammar is a grammar
with production probabilities attached to the production rules. Two main problems arise: it is
often not possible to find rule probabilities that will result in given (reasonable) probabilities for
the strings in the language; and for many rule probability combinations the production process has
a good chance of not terminating. These and other problems are discussed.

1065. Wright, J. LR parsing of probabilistic grammars with input uncertainty for speech
recognition. Computer Speech and Language, 4:297–323, 1990.
1066. Fujisaki, T., Jelinek, F., Cocke, J., Black, E., and Nishino, T. A probabilistic parsing
method for sentence disambiguation. In Masaru Tomita, editor, Current Issues in Parsing Technology, pages 139–152. Kluwer Academic Publ., Boston, 1991. An algorithm is
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given to estimate the probabilities of rules in a context-free grammar from a (large) set of observed
sentences, using Bayes’ rule. This process is called “training the grammar”. The algorithm is then
successfully applied to English sentences and to Japanese compound nouns.

1067. Stolke, Andraes. An efficient probabilistic context-free parsing algorithm that computes prefix probabilities. Computational Linguistics, 21(2):165–202, 1995.

18.3 Parsers and Applications
18.3.1 Parser Writing
1068. Grau, A. A. Recursive processes and ALGOL translation. Commun. ACM, 4(1):10–
15, Jan. 1961. Describes the principles of a compiler for ALGOL 60, in which each entity in the
language corresponds to a subroutine. Since ALGOL 60 is recursive in that blocks may contain
blocks, etc., the compiler routines must be recursive (called “self-enslaving” in the paper); but the
author has no compiler that supports recursive subroutines, so code segments for its implementation (routine entry, exit, stack manipulation, etc.) are provided. Which routine is called when
is determined by the combination of the next input symbol and a state which is maintained by
the parser. This suggests that the method is a variant of recursive ascent rather than of recursive
descent.
The technique is demonstrated for a representative subset of ALGOL. In this demo version there
are 13 states, determined by hand, and 17 token classes. The complete 13 × 17 matrix is provided;
the contents of each entry is designed by considering exactly what must be done in that particular
case.

1069. Lucas, P. Die Strukturanalyse von Formelnübersetzern. Elektronische Rechenanlagen,
3(11.4):159–167, 1961, (in German). First explicit description of recursive descent. For
details see [140].

1070. Barnett, M. P. and Futrelle, R. P. Syntactic analysis by digital computer. Commun.
ACM, 5(10):515–526, Oct. 1962. Concerns the construction of parse trees. Describes the
use of a routine which accepts a context-free grammar, a start symbol and a string as input and
produces a parse tree in the form of a table of triplets of the form (A, i, j). A triplet (A, i, j) means
that the non-terminal A in the parse tree spans the tokens ti · · ·t j in the input. The grammar is given
in an EBNF-like notation called the Shadow language. Parsing is not considered but apparently
done by Irons’ parser [19].

1071. Yngve, Victor. Random generation of English sentences. In 1961 International Conference on Machine Translation of Languages and Applied Language Analysis, pages
66–80, London, 1962. Her Majesty’s Stationery Office. National Physical Laboratory.,
The extended CF device of Yngve [1274] is used to generate short sentences from a children’s
book. The generating mechanism is found to be very useful for testing language hypotheses and
for debugging the grammar.

1072. Brooker, R. A., MacCallum, I. R., Morris, D., and Rohl, J. S. The compiler-compiler.
Ann. Rev. Automatic Programming, 3:229–275, 1963. One of the first extensive descriptions
of a compiler-compiler. Parsing is done by a backtracking non-exhaustive top-down parser using
a transduction-like grammar. This grammar is kept in an integrated form and modifications can be
made to it while parsing.

1073. Conway, Melvin E. Design of a separable transition-diagram compiler. Commun.
ACM, 6(7):396–408, July 1963. The first to introduce coroutines and to apply them to structure
a compiler. The parser is Irons’ [19], made deterministic by a No-Loop Condition and a NoBackup Condition. It follows transition diagrams rather than grammar rules.
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1074. Cohen, D. J. and Gotlieb, C. C. A list structure form of grammars for syntactic analysis.
ACM Comput. Surv., 2(1):65–82, 1970. CF rules are represented as linked lists of alternatives,
which themselves are linked lists of members. The trick is that both lists end in different null
pointers. This representation is very amenable to various backtracking and non-backtracking topdown and bottom-up parsing methods (by interpreting the grammar). Several practical parsers are
given in flowchart form. An algorithm is given to “invert” a grammar, i.e. the linked lists, to create
a data structure that will efficiently guide a bottom-up parser.

1075. Earley, Jay and Caizergues, Paul. A method for incrementally compiling languages
with nested statement structure. Commun. ACM, 15(12):1040–1044, 1972. Description
of the VERS editor. A line-oriented structure is imposed on the language, so that each line corresponds to a non-terminal (but a line may appear physically on more then one line); step-by-step
instructions are given on how to do this. The closer of a nested multi-line structure is always on a
separate line. This setup allows nesting structure to be maintained separate from parsing structure,
which allows east decisions on what to recompile.

1076. Purdom, P. A sentence generator for testing parsers. BIT, 12(3):366–375, 1972. Nontrivial program for producing all shortest sentences from a grammar in which each production rule
is used at least once. Excellent for debugging purposes, both of grammars and parsers.

1077. Tarjan, R. E. Depth first search and linear graph algorithms. SIAM J. Computing,
1(2):146–160, 1972. The power of depth-first search is demonstrated by two linear graph
algorithms: a biconnectivity test and finding strongly connected components.
An undirected graph is biconnected if for any three nodes p, q, and r, you can go from p to
q while avoiding r. The depth-first search on the undirected graph imposes a numbering on the
nodes, which gives rise to beautiful palm trees.
A strongly connected component is a subset of the nodes of a directed graph such that for any
three nodes p, q, and r in that subset, you can go from p to q while going through r.

1078. Aho, A. V., Johnson, S. C., and Ullman, J. D. Deterministic parsing of ambiguous
grammars. Commun. ACM, 18(8):441–452, 1975. Demonstrates how LL and LR parsers
can be constructed for certain classes of ambiguous grammars, using simple disambiguating rules,
such as operator-precedence.

1079. Cohen, Jacques. Experience with a conversational parser generation system. Softw.
Pract. Exper., 5:169–180, 1975. Realistic description of the construction of a professional
interactive parser generator.

1080. Horowitz, Steven L. A syntactic algorithm for peak detection in waveforms with application to cardiography. Commun. ACM, 18(5):281–285, May 1975. The cardiogram
is broken into line segments by some approximation procedure, and each line segment is represented by a token with one attribute. There are four tokens, “rising”, “falling”, “flat”, and “no
input”; there are 6 attribute values, describing the positions of the end points with respect to a base
line. A left-regular grammar (called context-free) for sequences of these 24 token/attribute combinations is given. Although the parsing technique is described as LR(1), the program presented
just uses the token pair (ti ,ti + 1) to index a 4 × 4 table, to find a list of primitive actions of the
type “Detect Left Edge” or “End Peak”. These primitive actions use the attributes of t i and ti + 1
to collect global state to report positions and amplitudes of peak extrema, etc.

1081. Král, Jaroslav. Top down versus bottom up syntax analysis revised. In 3rd Symposium
on Mathematical Foundations of Computer Science, volume 28 of Lecture Notes in
Computer Science, pages 256–273. Springer Verlag, 1975. The usefulness of a deterministic grammar + parsing method combination is determined by the places in the grammar where
semantic routines need to be called, and which of them differ from the others. The worst case is a
grammar in which actions, all different, have to be taken at all points. LL grammars are ideal in
this respect and have a high “top-downness”. An algorithm is given which determines which actions have to be the same to which other actions for a given parsing technique to work, mainly by
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analyzing the resulting conflicts. The fewer the conflicts, the higher the top-downness. Examples
and some considerations show that semi-top-down parsing is a convenient compromise.

1082. Lawson, Jr, Harold W. and Doucette, David R. A translation machine with automated
top-down parsing. ACM SIGPLAN Notices, 11(2):20–29, Feb. 1976. A variant of EBNF,
TBNF, is defined in a different notation, featuring: two operators on one grammar expression G:
“zero or one occurrence of G” and “between m and n repetitions of G”; one operator on a list of
grammar expressions L: “one or more occurrences of expressions from L in arbitrary order”; one
operator on a grammar expression G and a terminal symbol T : “a list of occurrences of expressions
from L separated by T s”; and two operators without operands: “integer” and “constant”.
The parsing method is not described explicitly, but seems to be non-predictive recursive descent.

1083. Shyamasundar, R. K. An efficient LL(1) parser-generating system. J. Comput. Soc.
India, 8(1):17–21, 1977. How to implement an LL(1) parser generator.
1084. Glanville, R. Steven and Graham, Susan L. A new method for compiler code generation (extended abstract). In Fifth Annual ACM Symposium on Principles of Programming Languages, pages 231–240, 1978. SLR(1) parsing is used to structure the intermediate
code instruction stream originating from a compiler front end. The templates of the target machine
instructions form the grammar for the structuring; this grammar is almost always ambiguous and
certainly not SLR(1). The parser actions are accompanied by actions that record semantic restrictions and costs. SLR(1) conflicts are resolved in 2 ways: upon shift/reduce conflicts the parser
shifts; upon reduce/reduce conflicts the reduction with the longest reduce with the lowest cost
which is compatible with the semantic restrictions is used. The parser cannot get stuck provided
the grammar is “uniform”. Conditions for a uniform grammar are given and full algorithms are
supplied.

1085. Gonzales, R. C. and Thomason, M. G. Syntactic Pattern Recognition. Addison-Wesley,
Reading, Mass., 1978. This book provides numerous examples of syntactic descriptions of objects not normally considered subject to a syntax. Examples range from simple segmented closed
curves, trees and shapes of letters, via bubble chamber events, electronic networks, and structural
formulas of rubber molecules to snow flakes, ECGs, and fingerprints. Special attention is paid
to grammars for non-linear objects, for example web grammars, plex grammars and shape grammars. A considerable amount of formal language theory is covered. All serious parsing is done
using the CYK algorithm; Earley, LL(k) and LR(k) are not mentioned. Operator-precedence, simple precedence and finite automata are occasionally used. The authors are wrong in claiming that
an all-empty row in the CYK recognition matrix signals an error in the input.
Interesting chapters about stochastic grammars, i.e. grammars with probabilities attached to the
production rules, and about grammatical inference, i.e. methods to derive a reasonable grammar
that will produce all sentences in a representative set R+ and will not produce the sentences in a
counterexample set R− .

1086. Lecarme, O. Parsing and parser generators. In Le point sur la compilation, pages 191–
246, Le Chesnay, France, 1978. IRIA. A 22-page survey of the title subject in a compiler
design context, followed by 33 pages of literature references.

1087. Milton, D. R., Kirchhoff, L. W., and Rowland, B. R. An ALL(1) compiler generator.
ACM SIGPLAN Notices, 14(8):152–157, Aug. 1979. Presents an LL(1) parser generator
and attribute evaluator which allows LL(1) conflicts to be solved by examining attribute values;
the generated parsers use the error correction algorithm of Fischer, Milton and Quiring [946].

1088. Pleban, Uwe F. The use of transition matrices in a recursive-descent compiler. In
SIGPLAN ’79 Symposium on Compiler Construction, pages 144–151, Aug. 1979. A
transition matrix based on LL(1) information is constructed for each non-terminal, and during
parsing these are linked so that the stack at a given moment “is reflected in the sequence of
suspended transition matrices that prevails at that point”. Code is generated in PL/85, a structured
assembler which has transition matrices and their control built in. Very compact code is obtained.
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1089. Tai, Kuo-Chung. On the implementation of parsing tables. ACM SIGPLAN Notices,
14(1):100–101, Jan. 1979. How to implement parsing tables using hashing.
1090. Tarjan, Robert Endre and Yao, Andrew Chi-Chih. Storing a sparse table. Commun.
ACM, 22(11):606–611, Nov. 1979. Two methods of storing sparse tables are presented and
analysed: trie structure and double displacement.

1091. Samet, Hanan. A coroutine approach to parsing. ACM Trans. Prog. Lang. Syst.,
2(3):290–306, July 1980. Some inputs consist of interleaved chunks of text conforming to different grammars. An example is programming text interrupted at unpredictable points by macroprocessor directives. This situation can be handled by having separate parsers for each grammar,
cooperating in coroutine fashion.

1092. Davie, A. J. T. and Morisson, R. Recursive Descent Compiling. Ellis Horwood Ltd.,
Chichester, 1981. Well-balanced description of the design considerations that go into a recursive
descent compiler; uses the St. Andrews University S-algol compiler as a running example.

1093. Meertens, L. G. L. T. and Vliet, J. C. van. On top-down parsing of Algol 68+. Technical Report 182, Stichting Mathematisch Centrum, Amsterdam, 1981.
1094. Barnard, David T. Recursive descent parsing using implementation languages requiring definition before use. Inform. Process. Lett., 17(5):255–258, 1983. Considers the
problem of generating a recursive descent parser in a language which requires definition before
use but allows nested procedures. Mutually recursive non-terminals can be implemented as a set of
nested routines, but such a set can have only one external name, i.e., one entry point; this restricts
the set of grammars for which a recursive descent parser in such a language is possible.

1095. Katwijk, J. van. A preprocessor for YACC: A poor man’s approach to parsing attributed grammars. ACM SIGPLAN Notices, 18(10):12–15, 1983. Exactly that.
1096. Russell, S. and Amin, A. An error-correcting LL(1) parser generator. Australian Comput. Sci. Commun., 5(1):163–165, Feb. 1983. Describes the construction of a recursive
descent parser for Modula-2.

1097. Dencker, Peter, Dürre, Karl, and Heuft, Johannes. Optimization of parser tables for
portable compilers. ACM Trans. Prog. Lang. Syst., 6(4):546–572, Oct. 1984. Given an
n × m parser table, an n × m bit table is used to indicate which entries are error entries; this table
is significantly smaller than the original table and the remaining table is now sparse (typically 9098% don’t-care entries). The remaining table is compressed row-wise (column-wise) by setting
up an interference graph in which each node corresponds to a row (column) and in which there
is an edge between any two nodes the rows (columns) of which occupy an element in the same
position. A (pseudo-)optimal partitioning is found by a minimal graph-coloring heuristic.

1098. Fredman, Michael L., Komlós, János, and Szemerédi, Endre. Storing a sparse table
with O(1) worst case access time. J. ACM, 31(3):538–544, 1984.
1099. Partsch, H. Structuring transformational developments: A case study based on Earley’s
recognizer. Sci. Comput. Progr., 4:17–44, 1984.
1100. Uehara, Kuniaki, Ochitani, Ryo, Mikami, Osamu, and Toyoda, Jun-Ichi. Steps toward
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for every non-circular attribute grammar.

1113. Warmer, Jos and Egmond, Sylvia van. The implementation of the Amsterdam SGML
parser. Electronic Publishing, 2(2):65–90, July 1989. The DTD is converted into LLgen
input, which yields a parser for the markup language defined by the DTD. A style sheet, here
called “replacement file”, can specify the output generated for each syntactic construct.
Entity substitution, short reference substitution and capacity points are trivial to implement. There
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LLgen does an LL(1) check, SGML requires an ambiguity check as described in the manual; these
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The difficulty of handling multiple empty productions is pointed out, but as far as I can see,
no solution is described.
Start-tag omission is determined statically by allowing all SGML-omittable tags to be omitted
one by one and check the grammar for SGML unambiguity. It is not clear to me that the order
in which you omit the tags is immaterial.
Since end-tag omission is defined in terms of the document contents, it cannot be determined
statically. It is implemented by keeping the end-tags in the LLgen grammar; if one is omitted,
this causes a parsing error, which in LLgen causes a user-defined error handling routine to be
called. This routine checks the conditions, and repairs the input.
Exclusions are kept out of the LLgen grammar and are implemented by keeping a stack of
excluded elements.
Inclusions cannot be incorporated into the LLgen grammar due to problems with having
several of them, some of which may produce empty. They are again implemented through the
error recovery routine.
The &-connector too causes problems when more than one of the components can produce
empty, but clever use of the LLgen conflict resolvers allow it to be incorporated into the
LLgen grammar.

1114. Grass, Judith E., Kintala, C., and Sethi, Ravi. Object-oriented redesign using C++:
Experience with parser generators. In C++ Conference, pages 75–86, 1990.
1115. Koskimies, Kai. Lazy recursive descent parsing for modular language implementation.
Softw. Pract. Exper., 20(8):749–772, Aug. 1990. Actually, it is lazy predictive recursive descent parsing for LL(1) grammars done such that each grammar rule translates into an independent
module which knows nothing of the other rules. But prediction requires tables and tables are not
modular. So the module for a rule A provides a routine STA(A) for creating at parse time the “start
tree” of A; this is a tree with A at the top and the tokens in FIRST(A) as leaves (but of course
FIRST(A) is unknown). STA(A) may call STA routines for other non-terminals to complete the
tree, but in an LL(1) grammar this process will terminate; special actions are required if any of
these non-terminals produces ε.
When during parsing A is predicted and a is the input token, a is looked up in the leaves of the
start tree of A, and the path from that leaf to the top is used to expand A (and possibly its children)
to produce A. This technique is in between non-predictive recursive descent and LL(1). Full code
and several optimization are given.

1116. Pagan, Frank G. Comparative efficiency of general and residual parsers. ACM SIGPLAN Notices, 25(4):59–68, April 1990. The switch from table-driven LL(1) to recursive
descent or from table-driven LR(1) to recursive ascent is viewed as an example of partial computation. Underlying theory and examples are given.

1117. Waddle, Vance E. Production trees: a compact representation of parsed programs.
ACM Trans. Prog. Lang. Syst., 12(1):61–83, Jan. 1990. Redundant items are removed from
a traditional parse tree through a number of techniques: unit productions are contracted, terminals
symbols are removed, structure information in links is replaced by a rule number, etc. Each node in
the resulting parse tree corresponds to one right-hand side and contains the rule number and a list
of pointer to the nodes for the non-terminals in the right-hand side. A space saving of a factor 20
is achieved on the average. A grammar form that corresponds more closely to this representation
is defined.

1118. Adams, Stephen R. Modular Attribute Grammars for Programming Language
Prototyping. PhD thesis, University of Southampton, Southampton, UK, 1991. Useful
info on multiple start symbols, language shifts, parametric grammars, all in an attribute grammar
setting.

1119. Baker, Henry G. Pragmatic parsing in Common Lisp. ACM Lisp Pointers, IV(2):3–15,
April-June 1991. Implements a tiny regular expression language META in Lisp, and then uses
the recursion of Lisp to create context-free parsers. Much practical advice.
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1120. Norvig, P. Techniques for automatic memoization with applications to context-free
parsing. Computational Linguistics, 17(1):91–98, March 1991. Shows a general topdown parser in Common Lisp, which is based on a function which accepts a non-terminal N and
a sequence of tokens I as inputs and produces a list of the suffixes of I that remain after prefixes
that are produced by N have been removed. The resulting parser has exponential complexity, and
the author shows that by memoizing the function (and some others) the normal O(n3 ) complexity
can be achieved, supplying working examples. But the generation process loops on left-recursive
grammar rules.
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J., 35(4):376–389, 1992. Introduces 4 combinators for parsing and processing of input described by an attribute grammar. Emphasis is on attribute evaluation rather than on parsing.
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2(3):323–343, 1992. By having the concatenation (invisible) and the alternation (vertical bar)
from the standard grammar notation as higher-order functions, parsers can be written that are very
close to the original grammar. Such higher-order functions — functions that take functions as parameters — are called combinators. The paper explains in detail how to define and use them, with
many examples The resulting parser does breadth-first recursive descent CF parsing, provided the
grammar is not left-recursive. The semantics of a recognized node is passed on as an additional
parameter.
The ideas are then used to implement a simple pocket calculator language. The tiny system consists of a layout analyser, a lexical analyser, a scanner, and a syntax analyser, each only a few
lines long; these are then combined into a parser in one line. Methods to restrict the search are
discussed.

1123. Klein, Eduard and Koskimies, Kai. How to pipeline parsing with parallel semantic
analysis. Structured Programming, 13(3):99–107, 1992.
1124. Leermakers, René, Augusteijn, Lex, and Kruseman Aretz, Frans E. J. A functional
LR parser. Theoret. Comput. Sci., 104:313–323, 1992. An efficient formulation of an LR
parser in the functional paradigm is given, with proof of correctness. It can do LR(0), LALR(1)
and GLR.

1125. Melichar, Bořivoj. Syntax directed translation with LR parsing. In U. Kastens
and P. Pfahler, editors, Compiler Construction, 4th International Conference, CC’92,
volume 641 of Lecture Notes in Computer Science, pages 30–36. Springer-Verlag, Oct.
1992. LR parsing requires semantic actions to occur only at the right ends of production rules.
It is, however, sometimes possible to attach semantic actions to shift operations; grammars that
allow this are called R-translation grammars. These grammars are studied and transformations
from non-R-translation grammars are discussed.

1126. Rauglaudre, Daniel de and Mauny, Michel. Parsers in ML. In LISP and Functional
Programming, pages 76–85, 1992.
1127. Rekers, J. Parser Generation for Interactive Environments. PhD thesis, Leiden University, Leiden, 1992. Discusses several aspects of incremental parser generation, GLR parsing,
grammar modularity, substring parsing, and SDF. Algorithms in Lisp provided.

1128. Brand, M. G. J. van den. PREGMATIC: A Generator for Incremental Programming
Environments. PhD thesis, Katholieke Universiteit Nijmegen, Nijmegen, the Netherlands, Nov. 1992. The incremental programming environment is based on EAGs.
Parsing is done through a full backtracking non-deterministic LC(0) parser which has been made
resistant to hidden left recursion by the following trick. Suppose we have a rule A → BCDEF,
in which B and C can produce empty. This rule is then replaced by three rules: A → BCDEF, (B
is the left corner), A → CB0 DEF, (C is the left corner, B0 must produce empty), A → DB0C0 EF,
(D is the left corner, B0 and C0 must produce empty). This transformation is implicit in the table
construction algorithm on page 52.
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1129. Bod, R. Using an annotated language corpus as a virtual stochastic grammar. In
Proceedings of the 11th National Conference on Artificial Intelligence, pages 778–
783, Washington, DC, 1993. AAAI Press. A CF language is specified by a (large) set of
annotated parse trees rather than by a CF grammar; this is realistic in many situations, including
natural language learning. Probabilities are then derived from the set of trees, and parsing of new
input strings is performed by weighted tree matching.

1130. Breuer, Peter T. and Bowen, Jonathan P. The PRECC compiler-compiler. In Elwyn
Davies and Andrew Findlay, editors, Proc. UKUUG/SUKUG Joint New Year 1993
Conference, pages 167–182, Buntingford, Herts., UK, Jan. 1993. UKUUG/SUKUG.
Practical description of the software of [1143].

1131. Conway, Alan. Page grammars and page parsing: A syntactic approach to document
layout recognition. In Second International Conference on Document Analysis and
Recognition, pages 761–764, Silver Spring, MD 20910, USA, 1993. IEEE Computer
Society Press. The TWIG system aims at the automation of the bibliographical indexing process.
The input consists of paper documents, the output a position in a hypertext network at which the
document is to be attached. The system starts by doing OCR, which yields a set of characters with
positions. These sets are then parsed using a page grammar and page parsing; the algorithm used
is a modified chart parser. In linear parsing, tokens have only one relation: directly following; in
page parsing they can have five relations: above, over, left of, left side, close to. Grammar rules
specify which relation they pertain to, for example:
TitlePage --> (*over* Title Author Organization Body)
which generates vertically the entities Title, Author, Organization and Body. Bottom-up graph
chart parsing is then done to parse the scanned pages. In principle this is exponential, but in
practice it is O(n3 ), as is the linear case. The algorithm is described in reasonable detail. The
result is a linear list of tagged text blocks.
The output of the page parser is then fed to a logical structure parser / transducer, which turns the
parse tree into SGML. This part of the project is not described in this paper.

1132. Frost, R. A. Guarded attribute grammars. Softw. Pract. Exper., 23(10):1139–1156,
Oct. 1993. The recognizers required to block loops in top-down parsers using left-recursive
rules suggested by the author in [200] are constructed automatically by removing the left recursion
from each non-terminal concerned. For a non-terminal A this yields a guarding non-left-recursive
recognizer A0 , which is called to find out if A can be safely called. The point is that in this way
the original grammar rules get called in the right moment and attributes can be passed on as in
any top-down parser. All formalism and all grammar manipulation is expressed in Miranda, which
makes the underlying algorithm somewhat hard to extract.

1133. Hall, IV, Philip W. Parsing with C++ constructors. ACM SIGPLAN Notices, 28(4):67–
68, April 1993. Raises the idea to rig the constructors of an OO language to do the parsing but
fails to tell what to do about choices and failure. The setup and example the author gives work for
LL(0) grammars only; lexical token choices are handled behind the screens and no test is made to
see if they succeed.

1134. LaLonde, Wilf and Pugh, John. Smalltalk: Implementing event-oriented parsers, part
1/2. J. Object-Oriented Programming, 6(3/4):58–61/70–74, 1993.
1135. Nederhof, M.-J. and Sarbo, J. J. Efficient decoration of parse forests. In H. Trost, editor, Feature Formalisms and Linguistic Ambiguity, pages 53–78. Ellis Horwood, 1993.
Concerns affix computation in AGFLs, of which the authors give a solid formal definition. Any
CF method is used to obtain a parse forest. Each node in the forest gets a set of tuples, each tuple
corresponding with one possible value set for its affixes. Expanding these sets of tuples would
generate huge parse forests, so we keep the original parse forest and set up propagation equations.
Sections (“cells”) of the parse forest are isolated somewhat similar to basic blocks. Inside these
cells, the equations are equalities; between the cells they are inclusions, somewhat similar to the

714

18 Annotated Bibliography
dataflow equations between basic blocks. Additional user information may be needed to achieve
uniqueness. Efficient implementations of the data structures are given.

1136. Odersky, Martin. Defining context-dependent syntax without using contexts. ACM
Trans. Prog. Lang. Syst., 15(3):535–562, July 1993.
1137. Carroll, Martin D. Faster parsing via prefix analysis. In USENIX Sixth C++ Technical
Conference, pages 73–84, 1994. Parsing of program source code in many programming
languages can be speeded up by recognizing that 1. programs are usually compiled many times,
with minor differences; 2. these differences are usually situated very much at the end of the file,
because the first 90% or so consists of included header files; 3. the input consists of a series of
fairly independent units (declarations and statements). During parsing of a program the text of
each unit and the corresponding parse tree is saved in compressed form in a data base. When
the same (or a different! program is parsed again, the text unit are compared to those in the data
base and their parse trees retrieved from it, until a difference in a text unit is found. From there
on normal parsing is resumed, and the new (text, parse tree) pairs are added to the data base.
Experiments show that parse time is reduced about 80%.

1138. Conway, Damian. Parsing with C++ classes. ACM SIGPLAN Notices, 29(1):46–52,
Jan. 1994. Unlike Hall, IV [1133], the author does not use the constructors to do the parsing
but rather redefines the | and the + as the disjunction and concatenation operators in grammars.
This allows the programmer to write grammar rules as expressions in C++; evaluating such an
expression will parse the corresponding part of the input stream and produce the parse tree.
The are several frills. A lazy lexical analyzer is described, which allows part of the input stream
to be reanalyzed if needed. The parser does naive backtracking (if one member in an alternative
fails, the alternative is rejected). It is suggested (in one sentence) to include grammar rules in the
lazy evaluation; this would reduce the parser from exponential to O(n3 ), but this is not pointed
out.

1139. Conway, Damian. Parsing with C++ deferred expressions. ACM SIGPLAN Notices,
29(9):9–16, Sept. 1994. Sequel to Conway [1138]. Expressions in actions are deferred by
redefining all operators to construct an expression tree rather than to evaluate immediately. These
expressions are then carried around and evaluated when needed, in lazy evaluation style. Examples
are given.

1140. Dyadkin, Lev J. Multibox parsers. ACM SIGPLAN Notices, 29(7):54–60, July 1994.
Also in: Software Engineering Notes, 19 (1994), (3), 23-29., The usual lex-yacc pipeline
is extended conceptually into a multi-box pipeline of parsers, each massaging the input to a better
parsable output. The parsers can be (indexed) FS or LL(1), and are attributed. They feature a
RESERVE/RESTORE mechanism which allows parser output to be stored in a buffer and to be
released at a later moment, to insert markers before syntactic constructs. A FORTRAN 90 parser
is described consisting of eight such boxes.
Indexed rules carry a single integer metanotion, which is used to create, at parser generation time,
instances of normal rules.

1141. Frost, R. A. Using memoization to achieve polynomial complexity of purely functional executable specifications of non-deterministic top-down parsers. ACM SIGPLAN
Notices, 29(4):23–30, April 1994. The idea of obtaining a polynomial-time parser by memoizing a general one (see Norvig [1120]) is combined with a technique to memoize functionallanguage functions, to obtain a polynomial-time parser in a functional language. A full example
of the technique is given.

1142. Noll, Thomas and Vogler, Heiko. Top-down parsing with simultaneous evaluation of
noncircular attribute grammars. Fundamenta Informaticae, 20(4):285–332, 1994. Very
precisely reasoned technique for on-the-fly attribute evaluation in an LL(1) parser. The evaluation
rule calls and the attribute transfers are incorporated into the PDA that is used for the parsing.

1143. Breuer, P. T. and Bowen, J. P. A PREttier Compiler-Compiler: Generating higher-order
parsers in c. Softw. Pract. Exper., 25(11):1263–1297, 1995. A yacc-like syntax is extended
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with EBNF syntax and parameters (attributes), to the extent that even grammar symbols may be
passed as parameters and subsequently used for parsing. This is the “higher-order parsers” from
the title, and allows the construction of meta-productions, for example

many1(separator, separated) =
separated {separator separated } *
so we can write many1(’,’,integer) for a comma-separated list of integers. Many other
features are available. The parser is almost always linear-time.
The grammar is converted internally to a functional-language form like described in Section
17.4.2, which is then expressed in C for portability; both transformations are described in detail.
The parser is a backtracking recursive descent parser (called an “auto-rewinding parser” here)
using “LL(∞) infinite-lookahead technology”. Memoization is not mentioned, but the purported
linearity would require it. Left recursion problems are not discussed. A parser for occam is presented.

1144. Derksen, Caspar. On the transformational derivation of an efficient recognizer for
Algol 68. Master’s thesis, Report 357, Catholic University of Nijmegen, Nijmegen,
Aug. 1995. Extensive description of a parser for ALGOL 68 in EAG.
1145. Fokker, Jeroen. Functional parsers. In J. Jeuring and E. Meijer, editors, Advanced
Functional Programming, volume 925 of Lecture Notes in Computer Science, pages
1–23, 1995.
1146. Helzerman, Randall A., Zoltowski, Carla B., Yeo, Boon-Lock, Chan, Yin, Stewart,
Todd, and Pellom, Bryan L. Implementation issues in the development of the PARSEC
parser. Softw. Pract. Exper., 25(8):831–862, 1995.
1147. Johnson, Mark. Memoization in top-down parsing. Computational Linguistics,
21(3):405–418, 1995. Avoids the problem of non-termination of the creation of a list of suffixes in Norvig [1120] by replacing the list by a function (a “continuation”) which will produce
the list when the times comes. Next the memoization is extended to the effect that a memo entry
is prepared before the computation is made rather than after it. The author shows that in this setup
left recursion is no longer a problem. Provides very clear code examples in Scheme.

1148. Kurapova, E. W. and Ryabko, B. Y. Using formal grammars for source coding.
Problems of Information Transmission, 31(1):28–32, 1995, (in Russian). The input to
be compressed is parsed using a hand-written grammar and codes indicating the positions visited
in the grammar are output; this stream is then compressed using Huffman coding. The process is
reversed for decompression. Application to texts of known and unknown statistics is described,
and the compression of a library of Basic programs using an LL(10) (!) character-level grammar
is reported. The achieved results show a 10-30% improvement over existing systems. No explicit
algorithms.

1149. Petrone, Luigi. Reusing batch parsers as incremental parsers. In Foundations of Software Technology and Theoretical Computer Science, pages 111–123, 1995.
1150. Schmeiser, James P. and Barnard, David T. Producing a top-down parse order with
bottom-up parsing. Inform. Process. Lett., 54(6):323–326, 1995. With each symbol A on
the stack a list of rule number is kept, which represents the top-down parse A. Upon a reduction
P → QR · · · , the rule number lists of Q, R, . . . , are concatenated and rule number of P → QR · · · is
prepended, to yield the rule number list of this P.

1151. Frost, Richard A. and Szydlowski, Barbara. Memoizing purely functional top-down
backtracking language processors. Sci. Comput. Progr., 27(3):263–288, Nov. 1996.
Using Hutton’s combinators [1122] yields a parser with exponential time requirements. This can
be remedied by using memoization, bringing back the time requirement to the usual O(n 3 ).

1152. Hill, Steve. Combinators for parsing expressions.
6(3):445–463, 1996.
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1153. Kornstaedt, Leif. Definition und Implementierung eines Front-End-Generators für Oz.
Master’s thesis, Fachbereich Informatik, Universität Kaiserslautern, Sept. 1996.
1154. Partridge, Andrew and Wright, David. Predictive parser combinators need four values
to report errors. J. Functional Programming, 6(2):355–364, 1996.
1155. Ahonen, Helena. Disambiguation of SGML content models. In Ch. Nicholas and
Derick Wood, editors, Principles of Document Processing, volume 1293 of Lecture
Notes in Computer Science, pages 27–38. Springer-Verlag, New York, 1997. After a
clear exposition of 1-unambiguity that is required for DTDs in SGML and the deterministic FS
automata to which they lead, the author shows how an arbitrary FS automaton A can be generalized
to a 1-unambiguous deterministic FS automaton A0 that accepts at least the same strings as A. The
generalization is heuristic and presumably minimal in some sense. A0 can then be converted back
into a DTD.

1156. Janoušek, J. and Melichar, B. The output-store formal translator directed by LR
parsing. In SOFSEM ’97: Theory and Practice of Informatics, volume 1338 of Lecture
Notes in Computer Science, pages 432–439, 1997. LR parsing tends to identify semantic actions in what the user often feels is reverse order. Judicious stacking of the actions before
they are output/performed can reverse this reverse order. Formal properties of this mechanism are
described.

1157. Kilpeläinen, Pekka and Wood, Derick. SGML and exceptions. In Ch. Nicholas and
Derick Wood, editors, Principles of Document Processing, volume 1293 of Lecture
Notes in Computer Science, pages 39–50. Springer-Verlag, New York, 1997. One of
the extensions SGML has made to CF grammars is “exceptions”, attached to production rules.
There are “inclusion exceptions”: +B attached to a production rule P for A means that any number
of terminal productions of B may be inserted between the tokens produced by P. And there are
“exclusion exceptions”: -B attached to a production rule P for A means that no production of P
may use B. Here B can be terminal or non-terminal. Inclusion and exclusion can be combined
freely. Note that exclusion is not CF intersection.
The paper shows that exceptions do not alter the CF nature of the grammar, since a new CF
grammar without exceptions can be created which generates the same language. To this end, for
each production rule A → B · · · , as many production rules [A + {I} − {E}] → B[· · · ] · · · are created
as needed, where I are the included symbols and E the excluded ones, for all combinations of I
and E. This may causes exponential explosion, which the authors conjecture is unavoidable.

1158. Matzen, R. W., George, K. M., and Hedrick, G. E. A formal language model for parsing
SGML. J. Systems Software, 36(2):147–166, 1997. The structure of SGML documents is
defined through a DTD which is roughly equivalent with a CF grammar in EBNF notation, with
some frills. To parse an SGML document, one has first to parse the DTD and then use it to parse
the document; both parsings are handled with the same mechanism in this paper. The authors
handle the regular expression part of the right-hand sides by having an FSA for each element
name (= non-terminal), which tracks how far we have got inside the right hand side. The paper
is rather formal and fairly difficult to read because of the conflicting terminology of SGML and
parsing.
After having introduced in Section 2 the basics of the grammatical part of SGML, the authors
introduce in Section 3 “systems of regular expressions”, actually CF grammars in EBNF notation.
This term is not mentioned, however, nor is there any indication to show that systems of regular
expressions are not regular but CF; I suppose the authors know, but they hide the fact remarkably
well. Next they define “systems of finite automata”, the usual 7-tuple, actually one pushdown
automaton. It has local moves inside the FSAs and pushdown moves between the FSAs. Section
3 closes with an algorithm to construct a system of finite automata from a system of regular
expressions. The construction does not seem to handle the & connector of SGML.
In Section 4 the authors define an LA(1) property on these systems of finite automata, which
corresponds to the LL(1) property of the CF grammar. An algorithm is given to construct a parser
from a system of finite automata which will also check the LA(1) property. Both algorithms are

18.3 Parsers and Applications

717

given in extensive pseudo-code.
Section 5 applies the above theory to create a parser for DTDs. It is given in 10 diagrams and 11
tables, the last of which contains a small parsing example. Two pages of pseudo-code demonstrate
part of the resulting implementation. Section 6, which is much shorter, discusses the construction
of similar parsers from DTDs.
The frills are removed by substitution in the grammar, and so are all regular operators except ∗:
for example, B+ is replaced by BB∗ . I suppose the authors intend tot do the same with the &
connector, although this may blow up the grammar exponentially.

1159. Paoli, Jean, Schach, David, Lovett, Chris, Layman, Andrew, and Cseri, Istvan. Building
XML parsers for Microsoft’s IE4. World Wide Web J., 2(4):187–195, 1997.
1160. Wagner, Tim A. and Graham, Susan L. Incremental analysis of real programming
languages. ACM SIGPLAN Notices, 32(5):31–43, May 1997.
1161. Bhamidipaty, A. and Proebsting, T. A. Very fast YACC-compatible parsers (for very
little effort). Softw. Pract. Exper., 28(2):181–190, 1998. Generate straightforward ANSI C
code for each state of the LALR(1) parse table using switch statements, and let the C compiler
worry over optimizations. The result is a yacc-compatible parser that is at most 30% larger, and
about 4 times faster.

1162. Brouwer, Klaus, Gellerich, Wolfgang, and Ploederer, Erhard. Myths and facts about
the efficient implementation of finite automata and lexical analysis. In Kai Koskimies,
editor, Compiler Construction (CC’98), volume 1383 of Lecture Notes in Computer
Science, pages 1–15, 1998.
1163. Clark, Chris. Overlapping token definitions. ACM SIGPLAN Notices, 33(12):20–25,
Dec. 1998. Coherent traditional exposition of how to get lex and its kind to handle overlapping
token definitions properly, including call-back from the parser.

1164. Durbin, R., Eddy, S., Krogh, A., and Mitchison, G. Biological Sequence Analysis.
Cambridge University Press, 1998. Chapter 9 (“Transformational Grammars”) describes the
uses of FSAs (for the FMR-1 triplet repeat region), CF grammars (for an RNA stem loop) and
stochastic grammars in biological sequence analysis.

1165. Hutton, Graham and Meijer, Erik.
Programming, 8(4):437–444, 1998.

Monadic parsing in Haskell.

J. Functional

1166. Khuri, Sami and Sugono, Yanti. Animating parsing algorithms. SIGCSE Bulletin,
30(1):232–236, March 1998.
1167. Okasaki, Chris. Functional Pearl: Even higher-order functions for parsing. J. Functional Programming, 8(2):195–199, 1998.
1168. Ramsey, Norman. Unparsing expressions with prefix and postfix operators. Softw.
Pract. Exper., 28(12):1327–1356, Oct. 1998.
1169. Reghizzi, Stefano Crespi and Psaila, Giuseppe. Grammar partitioning and modular
deterministic parsing. Comput. Lang., 24(4):197–227, 1998.
1170. Caballero, Rafael and López-Fraguas, Francisco Javier. A functional-logic perspective
on parsing. In Fuji International Symposium on Functional and Logic Programming,
pages 85–99, 1999.
1171. Cameron, Robert D. REX: XML shallow parsing with regular expressions. Markup
Languages, 1(3):61–88, 1999.
1172. Clark, Chris. What to do with a dangling else. ACM SIGPLAN Notices, 34(2):26–31,
1999.
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1173. Clark, C. Build a tree — save a parse. ACM SIGPLAN Notices, 34(4):19–24, April
1999. Explains the difference between processing the nodes recognized during parsing on the
fly and storing them as a tree. Obvious, but experience has shown that this has to be explained
repeatedly.

1174. Haruno, Masahiko, Shirai, Satoshi, and Ooyama, Yoshifumi. Using decision trees to
construct a practical parser. Machine Learning, 34(1-3):131–149, 1999. A data-oriented
parser for Japanese.

1175. Koopman, Pieter W. M. and Plasmeijer, Marinus J. Efficient combinator parsers. In
Kevin Hammond et al., editor, Implementation of Functional Languages, 10th International Workshop, IFL’98, volume 1595 of Lecture Notes in Computer Science, pages
120–136. Springer, 1999.
1176. Swierstra, S. Doaitse and Alcocer, Pablo R. Azero. Fast error correcting parser combinators: A short tutorial. In Jan Pavelka et al., editor, SOFSEM ’99, Theory and Practice
of Informatics, volume 1725 of Lecture Notes in Computer Science, pages 112–131.
Springer, 1999.
1177. Davis, Matthew S. An object oriented approach to constructing recursive descent
parsers. ACM SIGPLAN Notices, 35(2):29–35, 2000.
1178. Lake, J. M. Prediction by grammatical match. In Data Compression Conf., pages 153–
162. IEEE, March 2000. A combined left-corner/LR(0) automaton with conflict resolution, to
be used in grammar-based compression.

1179. Liang, Chuck. A deterministic shift-reduce parser generator for a logic programming
language. In John W. Lloyd et al., editor, Computational Logic: CL 2000, First International Conference, volume 1861 of Lecture Notes in Computer Science, pages 1315–
1329. Springer, 2000. Shows how to express a BRC(l,k) parser in inference rules. BRC(l,k) is
chosen since representing the full LR stack in Prolog is difficult, and most programming language
grammars are BRC(l,k) anyway. Some indication is given on how to express the inference rules
in λProlog.

1180. Sperber, Michael and Thiemann, Peter. Generation of LR parsers by partial evaluation.
ACM Trans. Prog. Lang. Syst., 22(2):224–264, 2000. The techniques of Leermakers [562]
are used to implement a recursive-ascent LR parser in Scheme. Constant propagation on the program text is then used to obtain a partial evaluation, yielding efficiencies that are comparable to
those of bison.

1181. Trabalka, Marek and Mieliková, Mária. Realization of syntactic parser for inflectional
language using XML and regular expressions. In International Conference on Text,
Speech and Dialogue, pages 63–68, 2000.
1182. Albert, Jürgen, Giammarresi, Dina, and Wood, Derick. Normal form algorithms for extended context-free grammars. Theoret. Comput. Sci., 267(1-2):35–47, 2001. Applying
standard grammar algorithms to regular right part grammars is not difficult but it is cumbersome; a
simplified normal form would help. The paper describes two such forms, corresponding to Chomsky normal form and Greibach normal form. Algorithms for achieving these forms, obtaining a
reduced form, a null-free form, and a unit-free form are given; much care is taken to avoid space
or time blow-ups.

1183. Clark, Chris. Practical parsing patterns: ASTs for optimizing compilers. ACM SIGPLAN Notices, 36(9):25–30, 2001.
1184. Cox, David. Parsing XML. Dr. Dobb’s J., 26(1):96, 2001.
1185. Glass, S., Ince, D., and Fergus, E. Llun: A high-level debugger for generated parsers.
Softw. Pract. Exper., 31(10):983–1002, 2001.

18.3 Parsers and Applications

719

1186. Metsker, Steven John. Building Parsers with Java. Addison Wesley, 2001. Actually
on how to implement “little languages” by using the toolkit package sjm.parse, supplied by
the author. The terminology is quite different from that used in parsing circles. Grammars and
non-terminals are hardly mentioned, but terminals are important. Each non-terminal corresponds
to a parsing object, called a “parser”, which is constructed from objects of class Repetition,
Sequence, Alternation and Word; these classes (and many more) are supplied in the toolkit
package. They represent the rule types A → B∗ , A → BC · · · , A → B|C| · · · , and A → t, resp. Since
each of these is implemented by calling the constructor of its components, B, C, . . . cannot call
A or a “parser class loop” would ensue; a special construction is required to avoid this problem
(p. 105-106). But most little languages are not self-embedding anyway, except for the expression
part, which is covered in depth.
The match method of a parser for A accepts a set of objects of class Assembly. An “assembly” contains a configuration (input string, position, and stack), plus an object representing the
semantics of the part already processed. The match method of A produces another set of assemblies, those that appear after A has been matched and its semantics processed; the classes in the
toolkit package just serve to lead these sets from one parser to the next. Assemblies that cannot be
matched drop out; if there are FIRST/FIRST conflicts or FIRST/FOLLOW conflicts, assemblies
are duplicated for each possibility. If at the end more than one assembly remains an error message
is given; if none remains another error message is given. This implements top-down breadth-first
parsing. It is interesting to see that this is an implementation of the 1962 “Multiple-Path Syntactic
Analyzer” of Kuno and Oettinger [23].
The embedding in a programming language allows the match methods to have parameters, so very
sophisticated context-sensitive matches can be programmed.
Chapters 1-9 explain how to build and test a parser; chapter 10 discusses some of the internal
workings of the supplied classes; chapters 11-16 give detailed examples of implemented little
languages, including a Prolog-like one, complete with unification; and chapter 17 gives further
directions.
Tons of practical advice at a very manageable pace, allowing the user to quickly construct flexible
parsers for little languages.

1187. Rocio, Vitor Jorge, Lopes, Gabriel Pereira, and Clergerie, Eric de la. Tabulation for
multi-purpose partial parsing. Grammars, 4(1):41–65, 2001. Implements partial parsing
on the DyALog system, an extensive DCG system, for Portuguese language processing. Uses the
tabulation and parsing properties of same.

1188. Kiselyov, Oleg. A better XML parser through functional programming. In Shriram
Krishnamurthi and C. R. Ramakrishnan, editors, Practical Aspects of Declarative Languages, PADL 2002, volume 2257 of Lecture Notes in Computer Science, pages 209–
224, 2002.
1189. Ljunglöf, Peter. Pure Functional Parsing: An Advanced Tutorial. PhD thesis, Report 6L, Chalmers University of Technology, Göteborg, April 2002. Consulted for its
description of the Kilbury Chart Parser in Haskell. Assume the grammar to be in Chomsky Normal Form. Kilbury (chart) parsing proceeds from left to right, building up arcs marked with zero
or more non-terminals A, which mean that A can produce the substring under the arc, and zero
or more non-terminal pairs B|C, which mean that if this arc is connected on the right to an arc
spanning C, both arcs together span a terminal production of B. For each token t, three actions
are performed: Scan, Predict and Combine. Scan adds an arc spanning t, marked with all nonterminals that produce t. For each arc ending at and including t and marked A, Predict adds a
mark B|C to that arc for each rule B → AC in the grammar. For each arc ending at and including
t, starting at position p, and marked A, Combine checks if there is an arc ending at p and marked
B|A, and if so, adds an arc marked B, spanning both arcs.
The technique can be extended for arbitrary CF grammars. Basically, the markers are items, with
the item A → α•β corresponding to the marker A|β.

1190. Frost, Richard A. Monadic memoization towards correctness-preserving reduction of
search. In Advances in Artificial Intelligence, AI 2003, volume 2671 of Lecture Notes
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in Computer Science, pages 66–80, Berlin, 2003. Springer-Verlag.

1191. Slivnik, Bostjan and Vilfan, Bostjan. Producing the left parse During bottom-up
parsing. Inform. Process. Lett., 96(6):220–224, 2005. A left parse prefix automaton is
defined, which for some LR states gives unique interpretations of some states that may precede
them on the stack. If a sequence of such interpretations leads from the top state to a state on the
stack for which the left parse has already been produced, a unique continuation of the left parse
has been found and can be produced. This process usually produces the left parse with much less
delay than that of Schmeiser and Barnard [1150]. Full algorithms given.

1192. Sperberg-McQueen, C. M. Applications of Brzozowski derivatives to XML schema
processing. In Extreme Markup Languages 2005, page 26, Internet, 2005. IDEAlliance.
Document descriptions in XML are based on “content models,” which are very similar to regular
expressions. It is important to find out if a content model C1 “subsumes” a content model C2 , i.e.,
if there is a mapping such that the language of C2 is included in the language of C1 . The paper
shows how Brzozowski derivatives [497] can be used profitably for answering this and related
questions.

1193. Frost, Richard A. and Hafiz, Rahmatullah. A new top-down parsing algorithm to accommodate ambiguity and left recursion in polynomial time. ACM SIGPLAN Notices,
41(5):46–54, May 2006. Left recursion is managed in a top-down parser in a functional language as follows. In A → Aα, the form α cannot produce ε or there would be a loop in the grammar.
So each successive prediction of A will extend the prediction for the rest of the input with the minimum production length of α; when this exceeds the actual input length, further left recursion is
pointless. The test is incorporated in the memoization mechanism.

1194. Frost, Richard A., Hafiz, Rahmatullah, and Callaghan, Paul. A general top-down parsing algorithm, accommodating ambiguity and left recursion in polynomial time. Technical Report TR 06-022, School of Computer Science, University of Windsor, Windsor,
Canada, 2006. Extended version of Frost and Hafiz [1193], covering indirect left recursion, with
proofs and emphasis on a compact parse tree representation.

1195. Pottier, François and Régis Gianas, Yann. Towards efficient, typed LR parsers. Electr.
Notes Theor. Comput. Sci., 148(2):155–180, 2006. Shows how to construct a fully typechecked LR parser in a functional language, including stack underflow checking, using generalized algebraic data types. What generalized algebraic data types are is not explained in the paper.

18.3.2 Parser-Generating Systems
1196. Lesk, M. E. and Schmidt, E. Lex: A Lexical Analyzer Generator. In UNIX Manuals,
page 13. Bell Laboratories, Murray Hill, New Jersey, 1975. The regular grammar is specified as a list of regular expressions, each associated with a semantic action, which can access the
segment of the input that matches the expression. Substantial look-ahead is performed if necessary. lex is a well-known and often-used lexical-analyser generator.

1197. Johnson, Stephen C. YACC: Yet Another Compiler-Compiler. Technical report, Bell
Laboratories, Murray Hill, New Jersey 07974, 1978. In spite of its title, yacc is one of the
most widely used parser generators. It generates LALR(1) parsers from a grammar with embedded
semantic actions and features a number of disambiguating and conflict-resolving mechanisms.

1198. Pyster, A. ZUSE: an LL(1) based translator writing system for Unix. ACM SIGPLAN
Notices, 16(3):6, March 1981. Is a letter announcing the availability of ZUSE.
1199. Kastens, U., Hutt, B., and Zimmermann, E. GAG: A Practical Compiler Generator.
Springer Verlag, Berlin, 1982. A Generator based on Attribute Grammars. Hence the name.
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1200. Mössenböck, H. Alex: A simple and efficient scanner generator. ACM SIGPLAN
Notices, 21(12):139–148, Dec. 1986. An FS recognizer generator with special input format;
generates Modula-2 code rather than a table plus driver.

1201. Voisin, F. CIGALE: A tool for interactive grammar construction and expression
parsing. Sci. Comput. Progr., 7(1):61–86, 1986.
1202. Horspool, R. Nigel and Levy, Michael R. Mkscan: An interactive scanner generator.
Softw. Pract. Exper., 17(6):369–379, June 1987.
1203. Grune, Dick and Jacobs, Ceriel J. H. A programmer-friendly LL(1) parser generator.
Softw. Pract. Exper., 18(1):29–38, Jan. 1988. Presents a practical ELL(1) parser generator,
called LLgen, which generates fast error correcting recursive descent parsers. In addition to the
error correction, LLgen features static as well as dynamic conflict resolvers and a separate compilation facility. The grammar can be viewed as a program, allowing for a natural positioning of
semantic actions.

1204. Roberts, G. H. OPG: An optimizing parser generator. ACM SIGPLAN Notices,
23(6):80–90, June 1988.
1205. Grosch, Josef. Generators for high-speed front-ends. In D. Hammer, editor, Compiler
Compilers and High-Speed Compilation, volume 371 of Lecture Notes in Computer
Science, pages 81–92. Springer-Verlag, Berlin, 1989. A coherent system of lexical scanner
generator, LALR(1) parser generator and LL(1) parser generator, using a uniform input syntax, is
presented. The scanner beats UNIX lex by a factor of 5, the LALR parser beats yacc by a factor
of 2.

1206. Klein, E. and Martin, M. The parser generating system PGS. Softw. Pract. Exper.,
19(11):1015–1028, 1989.
1207. Alblas, Henk and Schaap-Kruseman, Joos. An attributed ELL(1)-parser generator.
Technical report, Universiteit Twente, Department of Computer Science, Enschede,
1990.
1208. Grosch, J. Lalr: A generator for efficient parsers. Softw. Pract. Exper., 20(11):1115–
1135, Nov. 1990.
1209. Furuta, Richard, Stotts, P. David, and Ogata, Jefferson. Ytracc, a parse browser for
yacc grammars. Softw. Pract. Exper., 21(2):119–132, Feb. 1991.
1210. Kröger, Jörg and Schmitz, Lothar. IPG - an interactive parser generator. In
International Symposium on Theoretical Aspects of Computer Science, pages 543–544,
1991.
1211. Burshteyn, Boris. USSA: Universal Syntax and Semantics Analyzer. ACM SIGPLAN
Notices, 27(1):42–60, Jan. 1992.
1212. Levine, John R., Mason, Tony, and Brown, Doug. lex & yacc. O’Reilly and Associates,
2nd edition, 1992.
1213. Parr, T. J., Dietz, H. G., and Cohen, W. E. PCCTS reference manual version 1.00.
ACM SIGPLAN Notices, 27(2):88–165, Feb. 1992. Full 77-pages long manual of PCCTS
(Purdue Compiler-Construction Tool Set); most of the text is about how to use PCCTS rather than
on how it works. PCCTS is an LL(k) parser generator, in which k is determined as follows. For
each rule that cannot be parsed with LL(1), a separate parser is attempted with successively higher
values for k, “until either all ambiguities are resolved or the used-defined maximum k has been
reached”. Obviously, it will not handle left-recursive grammars. PCCTS uses a very simple variant
of Wirth’s follow set error recovery mechanism.
Further differences with LLgen are: 1. PCCTS includes a lexical analyser generator. 2. PCCTS
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rules can have result values. 3. Actions in PCCTS are demarcated with << and >>. 4. Rule
parameters in PCCTS are marked with a $; position-dependent yacc-like notations $1, $2, . . . are
also possible.
Also, in addition to the possibility of executing arbitrary code at arbitrary points in the grammar,
PCCTS can create abstract syntax trees automatically. A library is provided to manipulate these
ASTs.

1214. Kellomäki, Pertti. Taurus, a parser generator producing error recovering parsers in
Scheme. Describes an LL(1) parser generator in Scheme producing Scheme, with continuationbased error recovery.

1215. Parr, Terence J. and Quong, Russell W. Adding semantic and syntactic predicates to
LL(k): pred-LL(k). In Peter A. Fritzson, editor, Compiler Construction: 5th International Conference, CC’94, volume 786 of Lecture Notes in Computer Science, pages
263–277, New York, 1994. Springer-Verlag. Describes the principles of ANTLR (ANother
Tool for Language Recognition), a modern top-down parser generator. Like LLgen it is an LL
parser generator, featuring actions in all places and conflict resolvers, called “semantic predicates”. The main differences are:
•
ANTLR is LL(k), rather than LL(1).
•
Semantic predicates are “hoisted”: an alternative is chosen only if the input matches the
FIRST of the alternative or any of its sub-alternatives and, if there is a conflict, the semantic
predicate of the alternative returns true AND all semantic predicates found on the way to the
alternative that will eventually match the input return true. Also, semantic predicates have to
be side-effect-free; it is not clear if (and how) this is tested.
•
Syntactic predicates test for the presence of a complete syntactic construct, thus allowing
backtracking:

P: (A)? A B C | D
takes the first alternative only if a full A can be parsed. The test is done by recursively calling
the parser with the actions switched off; A is in essence parsed twice. Of course this can
interfere with semantic predicates, and it is stated that “during syntactic predicate evaluation,
the semantic predicates that are evaluated must be functions of values computed when actions
were enabled”. It is found that backtracking takes negligible time.

1216. Beaty, Steven J. ParsesraP: Using one grammar to specify both input and output. ACM
SIGPLAN Notices, 30(2):25–32, 1995. Using one grammar to either analyze input or produce
structured output. When doing input, the input is parsed, and a data structure is made from it. This
data structure can then, for example, be modified by a user routine, and upon doing output is
“unparsed” to generate output obeying the grammar. Several examples of data converters given.

1217. Parr, Terrence J. and Quong, Russell W. ANTLR: A predicated-LL(k) parser
generator. Softw. Pract. Exper., 25(7):789–810, July 1995. How to use ANTLR [1215].
1218. Sassa, M., Ishizuka, H., and Nakata, I. Rie, a compiler generator based on a one-passtype attribute grammar. Softw. Pract. Exper., 25(3):229–250, March 1995.
1219. Johnstone, Adrian and Scott, Elizabeth. rdp: An iterator-based recursive descent parser
generator with tree promotion operators. ACM SIGPLAN Notices, 33(9):87–94, Sept.
1998. Recursive descent parser generator with many add-ons: 1. A generalized BNF grammar
structure ( expression ) low @ high separator, which produces minimally low and maximally high
productions of expression, separated by separators. 2. Inlined extended ANSI-C code demarcated
by [* and *]. 3. Inherited attributes as input parameters to grammar rules, and 1 synthetic attribute per grammar rule. This requires a rule to return two values: the Boolean success or failure
value, and the synthetic attribute. An extended-code statement is provided for this. 4. Libraries for
symbol tables, graph handling, scanning, etc. 5. Parse tree constructors, which allow the result of
a sub-parse action to be attached to the parse tree in various places.
The parser is generalized recursive descent, for which see Johnstone and Scott [127].
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1220. Schröer, Friedrich Wilhelm. The ACCENT compiler-compiler: Introduction and
reference. Technical Report 101, German National Research Center for Information
Technologie, Bonn, 2000. A general CF parser generator.
1221. Peake, Ian D. Enabling Meta-Level Support for Language Design and Implementation
through Modular Parsers. PhD thesis, University of Queensland, Queensland, Australia, Jan. 2002. Design of LXWB, Language eXtension Work Bench, featuring an Earley-like
parser in a functional language, Refine, a dialect of LISP.

1222. Braband, C., Schwartzbach, M. I., and Vanggaard, M. The METAFRONT system:
Extensible parsing and transformation. Technical Report RS-03-7, BRICS, Aarhus,
Denmark, Feb. 2003.
1223. Parr, T. J. ANTLR reference manual, Jan. 2003. ANTLR
1224. Johnstone, Adrian, Scott, Elizabeth, and Economopoulos, Giorgios R. The GTB and
PAT tools. Electr. Notes Theor. Comput. Sci., 110:173–175, 2004. Very short introduction
to the Grammar Tool Box and Parsing Animation Tool [1225].

1225. Johnstone, Adrian, Scott, Elizabeth, and Economopoulos, Giorgios R. The grammar
tool box: A case study comparing GLR parsing algorithms. Electr. Notes Theor. Comput. Sci., 110:97–113, 2004. The Grammar Tool Box contains a programming language which
supports grammars, parse tables, parse trees, and parsing methods as built in features. For example, a statement my_nfa := nfa[my_grammar lr 0] sets my_nfa to the NFA table of
the LR(0) automaton for my_grammar. This allows extensive experimenting with combinations
of techniques, grammars, and input. Presented results confirm Lankhorst’s general conclusion that
SLR(1) is best for real-world grammars [579], although details differ. The data structures can be
visualized using the Parser Animation Tool PAT.

1226. McPeak, Scott and Necula, George C. Elkhound: A fast, practical GLR parser
generator. In Compiler Construction, 13th International Conference, CC’2004, volume
2985 of Lecture Notes in Computer Science, pages 73–88, 2004. Elkhound is an
GLR/LALR(1) hybrid that uses GLR only when necessary; it makes the decision on a tokenby-token basis. Multiple parsings are offered to the user through merge functions. A C++ parser
is presented as a case study. Typically the C++ parser generated by Elkhound is about 30% slower
than gcc and spends 2/3 of its time doing disambiguation.

18.3.3 Applications
1227. Ledley, Robert S. and Wilson, James B. Automatic-programming-language translation
through syntactical analysis. Commun. ACM, 5(3):145–155, March 1962. An Englishto-Korean (!) translation system is described in detail, in which parts of the Korean translation
are stored in attributes in the parse tree, to be reordered and interspersed with Korean syntactic
markers on output. The parser is Irons’ [19].

1228. Kernighan, B. W. and Cherry, L. L. A system for typesetting mathematics. Commun.
ACM, 18(3):151–157, March 1975. A good example of the use of an ambiguous grammar to
specify the preferred analysis of special cases.

1229. Lerdahl, F. and Jackendoff, R. A Generative Theory of Tonal Music. MIT Press,
Cambridge, Ma., 1983. In spite of the title, much attention is paid to the listener as a recognition
system. No explicit grammars are given, but the structuring is described in terms of boundary
.
markers that bear considerable relationship to the precedence operators l, m, and =. Resulting
parse trees are shown for a number of fully analysed themes.
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1230. Share, Michael. Resolving ambiguities in the parsing of translation grammars. ACM
SIGPLAN Notices, 23(8):103–109, Aug. 1988. The UNIX LALR parser generator yacc
is extended to accept LALR conflicts and to produce a parser that requests an interactive user
decision when a conflict occurs while parsing. The system is used in document conversion.

1231. Berent, Iris and Perfetti, Charles A. An on-line method in studying music parsing.
Cognition, 46(3):203–222, 1993. Experimental investigation into the parsing complexity of
music listening.

1232. Pulido, Estrella. STARBASE: A deductive system based on chart parsing. In Third
International Workshop on Advances in Databases and Information Systems, pages
153–159. Moscow Egineering Physical Institute, 1996.
1233. Stone, Roger G. and Kadoda, Gada F. Token-by-token syntax-directed editing (using
an LR parser). Softw. Pract. Exper., 26(11):1247–1260, 1996.
1234. Wallis, Sean and Nelson, Gerry. Syntactic parsing as a knowledge acquisition problem.
In European Workshop on Knowledge Acquisition, pages 285–300, 1997.
1235. Evans, William S. Compression via guided parsing. In Data Compression Conference
1998, pages 544–553. IEEE, 1998. To transmit text that conforms to a given grammar, the
movements of the parser are sent rather than the text itself. For a top-down parser they are the
rule numbers of the predicted rules; for bottom-up parsers they are the state transitions of the LR
automaton. The packing problem is solved by adaptive arithmetic coding. The results are roughly
20% better than gzip.

1236. Hahne, Anja and Friederici, Angela D. Language and music processing: Brain activity patterns suggest prosodic influences on syntactic parsing in the comprehension of
spoken sentences. Music Perception, 16(1):55–62, 1998.
1237. Harker, Brian. ‘Telling a Story’: Louis Armstrong and coherence in early Jazz.
Current Musicology, 63:46–83, 1999.
1238. Evans, William S. and Fraser, Christopher W. Bytecode compression via profiled
grammar rewriting. ACM SIGPLAN Notices, 36(5):148–155, May 2001. The paper
concerns the situation in which compressed bytecode is interpreted by on-the-fly decompression.
The bytecode compression/decompression technique is based on the following observations.
1. Bytecode is repetitive and conforms to a grammar, so it can be represented advantageously as
a parse tree in prefix form. Whenever the interpreter reaches a node representation, it knows the
non-terminal (N) the node conforms to, exactly as with expressions in prefix form. The first byte
of the node representation serves as a guiding byte and indicates which of the alternatives of the
grammar rule N applies. This allows the interpreter again to know which non-terminal the next
node conforms to, as required above.
2. Since non-terminals usually have few alternatives, most of the bits in the guiding bytes are
wasted, and it would be better if all non-terminals had exactly 256 alternatives. One way to
achieve this is to substitute some alternatives of some non-terminals in the alternatives of other
non-terminals, thereby creating alternatives of alternatives, etc. This increases the number of alternatives per non-terminals and allows a more efficient representation of those subtrees of the
parse tree that contain these alternatives of alternatives.
3. By choosing the substitutions so that the most frequent alternatives of alternatives are present in
the grammar, a — heuristically — optimal compression can be achieved. The heuristic algorithm
is simple: repeatedly substitute the most frequent non-terminal pair, unless the target non-terminal
would get more than 256 alternatives in the process.
A few minor problems still have to be solved. The resulting grammar (expanded specifically for
a given program) is ambiguous; an Earley parser is used to obtain the simplest — and most compact — parsing. Labels are dealt with as follows. All non-terminals that are ever a destination of a
jump are made alternatives of the start non-terminal and parsing starts anew at each label. Special
arrangements are made for linked-in code.
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In one sample, the bytecode size was reduced from 199kB to 58kB, whereas the interpreter grew
by 11kB, due to a larger grammar.

1239. Tarhio, Jorma. On compression of parse trees. In Symposium on String Processing
and Information Retrieval, pages 205–211, 2001.
1240. Bod, Rens. A general parsing model for music and language. In Music and Artificial Intelligence, volume 2445 of Lecture Notes in Artificial Intelligence, pages 5–
17, Berlin, 2002. Springer-Verlag. Since there are no grammars for music yet, parsing is
data-oriented rather than grammar-oriented. Data-oriented parsing starts with a corpus of treestructured data; subtrees of these structures are isolated as examples, and attempts are made to
match to them similar structures in the input to be parsed. Two criteria for isolating and matching
subtrees are simplicity and likelihood. It is shown that choosing “simplest out of n most probable”
is marginally better than “most probable out of n simplest”.

18.3.4 Parsing and Deduction
1241. Pereira, F. C. N. and Warren, D. H. D. Definite clause grammars for language analysis: A survey of the formalism and a comparison with augmented transition networks.
Artificial Intelligence, 13:231–278, 1980. Prolog is explained as a grammar system; this leads
directly to DCGs. These are explained extensively in a tutorial manner. “For the ATN-minded
reader,” the last 20 pages are dedicated to a method to convert an ATN to a DCG.

1242. Pereira, Fernando C. N. and Warren, David H. D. Parsing as deduction. In 21st Annual
Meeting of the Association for Computational Linguistics, pages 137–144, Cambridge,
Mass., 1983. The Prolog deduction mechanism is top-down depth-first. It can be exploited to
do parsing, using Definite Clause grammars. Parsing can be done more efficiently with Earley’s
technique. The corresponding Earley deduction mechanism is derived and analysed.

1243. Stabler, Jr, Edward P. Deterministic and bottom-up parsing in Prolog. In Conference
of the American Association for Artificial Intelligence, pages 383–386, 1983.
1244. Giannesini, F. and Cohen, J. Parser generation and grammar manipulations using
Prolog’s infinite trees. J. Logic Programming, pages 253–265, Oct. 1984.
1245. Miyoshi, Hideo and Furukawa, Koichi. Object-oriented parser in the logic programming language ESP. In Natural Language Understanding and Logic Programming
Workshop, pages 107–119, 1984.
1246. Uehara, Kuniaki, Ochitani, Ryo, Kakusho, Osamu, and Toyoda, Junichi. A bottomup parser based on predicate logic: A survey of the formalism and its implementation
technique. In 1984 International Symposium on Logic Programming, pages 220–227,
Feb. 1984. The authors describe a tabular (breadth-first) parser, PAMPS, which works with
a DCG-like grammar. The inference rules use prediction look-ahead, reduction look-ahead and
top-down filtering (left-corner prediction), and are described in detail. The system runs on an interpreter in Fortran, which also does the unification. Extensive measures are taken to keep the
various unifications of the arguments in the various breadth-first branches apart. The implementation is compared to those from [46], [59], and [1280], and a speed ratio of roughly 5:15:7:6, in
the above order. was obtained.

1247. Dietrich, S. W. Extension tables: memo relations in logic programming. In Symposium
on Logic Programming, pages 264–272, Aug. 1987.
1248. Matsumoto, Y. and Sugimura, R. A parsing system based on logic programming. In
Tenth International Joint Conference on Artificial Intelligence, pages 671–674, Aug.
1987.
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1249. Akama, Seiki and Ishikawa, Akira. Semantically constrained parsing and logic
programming. In Abramson and Rogers, editors, Meta-Programming in Logic
Programming, pages 157–168. MIT Press, 1988.
1250. Kreuger, Per. A higher order logic parser for natural language implemented in Lambda
Prolog. In T. O’Shea and V. Sgurev, editors, Third International Conference on Artificial Intelligence: Methodology, Systems, Applications, pages 299–306. North-Holland,
1988.
1251. Lang, B. Datalog automata. In C. Beeri, J.W. Schmidt, and U. Dayal, editors, 3rd
Internat. Conf. Data and Knowledge Bases, pages 389–404, Jerusalem, 1988. Morgan
Kaufmann. A Datalog Automaton is a (non-deterministic) PDA in which the stack elements and
the input symbols carry arguments, and in which the applicability of the transitions is decided
by the underlying database, on the basis of the symbols involved and their arguments. A GLRlike interpreter is described in which essentially the LR table has been replaced by the database.
Extensive complexity analysis is done on the result.

1252. Trehan, R. and Wilk, P. F. A parallel chart parser for the committed choice nondeterministic logic languages. In International Conference on Logic Programming,
pages 212–232, 1988.
1253. König, Esther. Parsing as natural deduction. In Annual Meeting of the Association
for Computational Linguistics, pages 272–279, 1989. Combining categorial grammars and
Lambek calculus.

1254. Simpkins, N. K. Chart parsing in Prolog. New Generation Computing, 8(2):113, 1990.
1255. Johnson, Mark. Techniques for deductive parsing. In Natural Language Understanding and Logic Programming Workshop, pages 27–42, 1991.
1256. Vilain, Marc.
Deduction as parsing: Tractable classification in the KL-ONE
framework. In National Conf. on Artificial Intelligence (AAAI-91), Vol. 1, pages 464–
470, 1991. The terms in the frame language KL-ONE are restricted as follows. The number of
possible instances of each logic variable must be finite, and the free (existential) terms must obey
a partial ordering. A tabular Earley parser is then sketched, which solves the “deductive recognition” in O(κ3α ), where κ is the number of constants in ground rules, and α is the maximum
number of terms in a rule.

1257. Barthélemy, F. and Clergerie, E. Villemonte de la. Subsumption-oriented pushdown
automata. In Programming Language Implementation and Logic Programming, 4th
International Symposium, volume 631 of Lecture Notes in Computer Science, pages
100–114. Springer-Verlag, Aug. 1992.
1258. Crocker, Matthew W. and Lewin, I. Parsing as deduction: Rules versus principles. In
European Conference on Artificial Intelligence, pages 508–512, 1992.
1259. Barthélemy, François. Outils pour l’analyse syntaxique contextuelle. PhD thesis,
University of Orléans, 1993, (in French).
1260. Davison, Andrew. Parsing with DCG-terms. In International Conference on Logic for
Programming, Artificial Intelligence and Reasoning, pages 98–109, 1993.
1261. Felty, Amy. Definite clause grammars for parsing higher-order syntax. In Logic Programming: International Symposium ILPS93, page 668, 1993.
1262. Rosenblueth, David A. An execution mechanism for nondeterministic, state-oriented
programs based on a chart parser. Inform. Process. Lett., 45(4):211–217, 1993. The
techniques described in Rosenblueth [1266] are used to implement non-deterministic programs.
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1263. Stabler, Jr, Edward P. Parsing as non-Horn deduction. Artificial Intelligence, 63(12):225–264, 1993.
1264. Barthélemy, Fran cois. A grammatical approach to DCG parsing. In International
Conference on Logic Programming, pages 632–646, 1994.
1265. Shieber, Stuart M., Schabes, Yves, and Pereira, Fernando C. N. Principles and implementation of deductive parsing. J. Logic Programming, 24(1&2):3–36, 1995. Thorough
work on deductive parsing, applying it to many techniques: CYK, top-down, bottom-up, Earley,
but also, using constraint programming, to categorial grammars and TAGs. Soundness, completeness, and efficiency of the implementation, a Prolog implementation, and alternative implementations are discussed in depth.

1266. Rosenblueth, David A. Chart parsers as inference systems for fixed-mode logic
programs. New Generation Computing, 14(4):429–458, 1996. Careful reasoning shows
that chart parsing can be used to implement fixed-mode logic programs, logic programs in which
the parameters can be divided into synthesized and inherited ones, as in attribute grammars. Good
explanation of chart parsers. See also Rosenblueth [1268].

1267. Vilares Ferro, Manuel, Alonso Pardo, Miguel A., and Cabrero Souto, David. An operational model for parsing definite clause grammars with infinite terms. In Logical
Aspects of Computational Linguistics LACL’97, volume 1582 of Lecture Notes in Computer Science, pages 212–230. Springer Verlag, 1997. Combines Lang’s logical pushdown
automaton [101] LPDA with LALR(1) parsing and unification, in the presence of cycles and some
forms of non-cyclic infinite terms. This results in a fast and robust implementation of DCGs.

1268. Rosenblueth, David A. and Peralta, Julio C. SLR inference: an inference system for
fixed-mode logic programs based on SLR parsing. J. Logic Programming, 34(3):227–
259, 1998. Uses parsing to implement a better Prolog. When a logic language clause is written
in the form of a difference list a(X0 , Xn ):-b1 (X0 , X1 ), b2 (X1 , X2 ), . . . , bn (Xn−1 , Xn ), it can be related
to a grammar rule A → B1 B2 · · · Bn , and SLR(1) techniques can be used to guide the search process. Detailed explanation of how to do this, with proofs. Lots of literature references. See also
Rosenblueth [1266].

1269. Vilares Ferro, Manuel and Alonso Pardo, Miguel A. An LALR extension for DCGs
in dynamic programming. In Carlos Martín Vide, editor, Mathematical and Computational Analysis of Natural Language, volume 45 of Studies in Functional and Structural
Linguistics, pages 267–278. John Benjamins, 1998. First a PDA is implemented in a logic
notation. Next a control structure based on dynamic programming is imposed on it, resulting in a
DCG implementation. The context-free backbone of this DCG is isolated, and an LALR(1) table
for it is constructed. This LALR(1) automaton is made to run simultaneously with the DCG interpreter, which it helps by pruning off paths. An explanation of the possible moves of the resulting
machine is provided.

1270. Vilares Ferro, Manuel, Alonso Pardo, M. A., Graña Gil, Jorge, and Cabrero Souto,
D. GALENA: Tabular DCG parsing for natural languages. In E. Villemonte de la
Clergerie, editor, Tabulation in Parsing and Deduction, pages 44–51. CNAM, 1998.
Rationale for the GALENA system described in [1267].

1271. Morawietz, Frank. Chart parsing and constraint programming. In 18th International
Conference on Computational Linguistics: COLING 2000, pages 551–557, Internet,
2000. ACL. The straight-forward application of constraint programming to chart parsing has the
inference rules of the latter as constraints. This results in a very obviously correct parser, but is
inefficient. Specific constraints for specific grammars are discussed.

1272. Klein, Dan and Manning, Christopher D. Parsing and hypergraphs. In Seventh International Workshop on Parsing Technologies. Tsinghua University Press, 2001.
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1273. Erk, Katrin and Kruijff, Geert-Jan M. A constraint-programming approach to parsing with resource-sensitive categorial grammar. In Natural Language Understanding
and Logic Programming (NLULP’02), pages 69–86, Roskilde, Denmark, July 2002.
Computer Science Department, Roskilde University. The parsing problem is reformulated
as a set of constraints over a set of trees, and an existing constraint resolver is used to effectuate
the parsing.

18.3.5 Parsing Issues in Natural Language Handling
1274. Yngve, Victor H. A model and an hypothesis for language structure. Proceedings
of the American Philosophical Society, 104(5):444–466, Oct. 1960. To accommodate
discontinuous constituents in natural languages, the Chomsky CF grammar is extended and the
language generation mechanism is modified as follows. 1. Rules can have the form A → α · · · β,
where the · · · is part of the notation. 2. Derivations are restricted to leftmost only. 3. A sentential
form φ1 •AXφ2 , where • indicates the position of the derivation front, leads to φ 1 A•αXβφ2 ; in
other words, the right-hand side surrounds the next symbol in the sentential form. 4. The A in 3
remains in the sentential form, to the left of the dot, so the result is a derivation tree in prefix form
rather than a sentence. 5. The length of the part of the sentential form after the dot is recorded in
the derivation tree with each non-terminal; it is relevant since it represents the amount of information the speaker needs to remember in order to create the sentence, the “depth” of the sentence.
Linguistic properties of this new device are examined.
The hypothesis is then that languages tend to use means to keep the depths of sentence to a minimum. Several linguistic phenomena are examined and found to support this hypothesis.

1275. Kugel, Peter. Sets of grammars between context-free and context-sensitive. In 1965
International Conference on Computational Linguistics, page 14, 1965. Paper No. 16.,
Based on the consideration that a speaker of natural language does so using “limited hardware”,
the author arrives at a three-layer construction for the human language generating system: a CF
grammar which produces sentential forms, a small CS grammar which can make limited modifications to the sentential form, and a dictionary which replaces abstract entities with word. Several
theorems about such systems are introduced, and proved in the second half of the paper.

1276. Kay, Martin. Experiments with a powerful parser. In Second International Conference
on Computational Linguistics, page Paper No. 10, Aug. 1967. The “powerful parser” is an
unnamed program, which rewrites sentential forms under the control of a set of reverse grammar
rules. These rules may have more than one symbol on both sides, so the grammar can be any
phrase structure grammar, and the system can be used both as a parser and as a generator.
The rewritten part (the right-hand side) can copy, duplicate or leave out symbols from the pattern
(the left-hand side). It can copy these symbols both at the sentential form level and/or as subtrees
hanging from symbols in the sentential form. The pattern may contain symbols that refer to earlier
symbols, in which case these symbols have to match, including their subtrees, for the pattern to
be applicable.
The program is not described in detail. It does all possible replacements, in the order in which
the rules are supplied. I suppose that the program works breadth-first, and that it has some way to
avoid copying the entire sentential form on each rewrite (both from page 19). Since the rewriting
is many-to-many, it cannot be a chart parser.
An example of a rewrite rule is NP.1 AUX.2 VB.3 = S(1 2 3), which means that any
sequence NP AUX VB is to be rewritten to the symbol S, which is then to have the NP, AUX, and
VB as children; in short, NP AUX VB is reduced to S. The notation has many more features.
The bulk of the paper concerns techniques and tricks required for producing the rewrite rules for a
given phrase structure grammar and its transformation rules (by compilation by hand). Some hints
for reading the paper (possibly obvious to linguists): “P-markers” (“phrase markers”) are (partial)
parse trees; “to dominate X” is to be the parent node of X; an optional symbol S is written (S) in
grammars and S$ in rewrite rules.
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1277. Dewar, Hamish P., Bratley, Paul, and Thorne, James P. A program for the syntactic
analysis of English sentences. Commun. ACM, 12(8):476–479, 1969. The authors argue
that the English language can be described by a regular grammar: most rules are regular already
and the others describe concatenations of regular sublanguages. The finite-state parser used constructs the state subsets on the fly, to avoid large tables. Features (attributes) are used to check
consistency and to weed out the state subsets.

1278. Woods, W. A. Transition network grammars for natural language analysis. Commun.
ACM, 13(10):591–606, Oct. 1970. A recursive descent parser guided by transition networks
rather than by grammar rules.

1279. Langendoen, D. Finite-state parsing of phrase-structure languages. Linguistic Inquiry,
6(4):533–554, 1975. A subset of the CF grammars that produces regular (FS) languages is
analysed and an algorithm is given to produce a FS parser for any grammar belonging to this
subset. Much attention is paid to the linguistic applicability of such grammars.

1280. Pratt, Vaughan R. LINGOL: A progress report. In 4th International Joint Conference
on Artificial Intelligence IJCAI, pages 422–428, 1975. LINGOL is a special-purpose language for writing natural-language front-ends. The parser is a CYK parser (written in Lisp) which
restricts its reductions in a given position in the input to non-terminals that occur in the “goal list”
for that position. This goal list is constructed by running a simplified Earley parser concurrent
with the CYK parser, to let it figure out top-down predictions. As a result, the CYK parser does
not waste time making reductions to non-terminals that could never be used in any continuation
of the input, and the Earley parser does not waste time predicting rules that can never materialize.
Adding the goal list mechanism reduced the number of nodes built by a factor of about 5. Highlevel code is given.
The author defends the use of context-free grammars in linguistics on fundamental but also on
pragmatic grounds: syntax helps considerably in reducing the number of possible interpretations
of a sentence.

1281. Frazier, Lyn and Fodor, Janet Dean. The sausage machine: A new two-stage parsing
model. Cognition, 6(4):291–325, 1978. Proposes a hypothesis about the structure and function of the human sentence parsing device. Arguments are given, illustrated with English examples
exclusively.

1282. Chester, Daniel. A parsing algorithm that extends phrases. Am. J. Computational
Linguistics, 6(2):87–96, April 1980. A variant of a backtracking left-corner parser is described that is particularly convenient for handling continuing phrases like: “the cat that caught
the rat that stole the cheese”.

1283. Weischedel, R. M. and Black, J. E. Responding intelligently to unparsable inputs. Am.
J. Computational Linguistics, 6(2):97–109, 1980. Ideas about the error handling in natural
language systems. 1. Relax the syntactic rules when the strict rules for the natural language give
a syntax error. 2. Reference to an item unknown to the system implies a presupposition on the
part of the user; point out the problem in terms of that presupposition. 3. Condition-action pairs
should be written for the arcs in the chart parser, establishing the partial semantics along the paths
followed. Upon an error these can then be used to provide error messages.

1284. Woods, William A. Cascaded ATN grammars. Am. J. Computational Linguistics,
6(1):1–12, Jan. 1980. The grammar (of a natural language) is decomposed into a number
of grammars, which are then cascaded; that is, the parser for grammar Gn obtains as input the
linearized parse tree produced by the parser for Gn−1 . Each grammar can then represent a linguistic hypothesis. Such a system is called an “Augmented Transition Network” (ATN). An efficient
implementation is given.

1285. Gazdar, Gerald. Unbounded dependencies and coordinate structure. Linguistic
Inquiry, 12(2):155–184, 1981. Defends the use of CF grammars for natural languages. Unbounded (single!) dependencies can be obtained in a CF framework as follows. At the step in the
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CF sentence production where the long-range information I is created, I is both used immediately
and is also attached, in the form of an appropriate non-terminal, to one of the constituents, to be
used in a production step later on. Since there are only a finite number of non-terminals, the result
is still a CF grammar, and traditional CF methods apply. Much of the paper is concerned with
defending this approach on linguistic grounds.

1286. Hayes, Philips J. and Mouradian, George V. Flexible parsing. Am. J. Computational
Linguistics, 7(4):232–242, Oct. 1981. A directional breadth-first bottom-up parser yields
some sets of partial parse trees for segments of the input text. Then several heuristics are used
to combine these into a “top-level hypothesis”. The purpose is to be able to parse fragmented or
ungrammatical natural language input.

1287. Slocum, Jonathan. A practical comparison of parsing strategies. In 19th Annual Meeting of the Association for Computational Linguistics, pages 1–6, 1981. Real-world Lisp
implementations of three linguistic parsers, — backtracking top-down, CYK, and CYK with topdown filtering — are compared using two different grammars, yielding many detailed but few
general results. One general result is that backtracking top-down is quite inefficient; a second is
that top-down filtering is worthwhile for longer sentences only, the break-even point lying around
7 words.

1288. Tennant, Harry. Natural Language Processing. Petrocelli Books, Inc., Princeton,
N.J., 1981. Easy-going introduction to natural language processing; covers syntax, semantics,
knowledge representation and dialog with many amusing examples. With glossary.

1289. Gawron, J. M. et al. Processing english with a generalized phrase structure grammar.
In 2Oth Annual Meeting of the Association for Computational Linguistics, pages 74–
81. ACL, 1982.
1290. Klenk, Ursula. Microcomputers in linguistic data processing: Context-free parsing.
Microprocess. Microprogram., 9(5):281–284, May 1982. Shows the feasibility of the implementation of four general CF parsers on a very small (48 kbytes) PC: breadth-first top-down,
backtracking top-down, bottom-up and Earley’s algorithm.

1291. Small, Steven, Cottrell, Garrison W., and Shastri, Lokendra. Toward connectionist
parsing. In Conference of the American Association for Artificial Intelligence, pages
247–250, 1982.
1292. Bachenko, J., Hindle, Donald, and Fitzpatrick, E. Constraining a deterministic parser.
In Conference of the American Association for Artificial Intelligence, pages 8–11, 1983.
1293. Carbonell, Jaime G. and Hayes, Philip J. Recovery strategies for parsing extragrammatical language. Am. J. Computational Linguistics, 9(3-4):123–146, 1983.
1294. Margaret King, editor. Parsing Natural Language. Academic Press, London/New
York, 1983. A compilation of twelve tutorials on aspects of parsing in a linguistic setting. Very
readable.

1295. Phillips, Brian. An object-oriented parser for text understanding. In International Joint
Conference on Artificial Intelligence, pages 690–692, 1983.
1296. Pulman, Stephen G. Generalized phrase structure grammar, Earley’s algorithm, and
the minimisation of recursion. In Karen Sparck-Jones and Yorick A. Wilks, editors,
Automatic Natural Language Parsing, pages 117–131. Ellis Horwood/Wiley, Chichester/New York, 1983. Extends Earley parsing with a number of heuristics to obtain a reasonably satisfactory model of human language parsing.
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1297. Sampson, G. R. Context-free parsing and the adequacy of context-free grammars. In
M. King, editor, Parsing Natural Language, pages 151–170. Academic Press, 1983.
Linguistic evaluation of the adequacy of context-free grammars.

1298. Shieber, Stuart M. Sentence disambiguation by a shift-reduce parsing technique. In
International Joint Conference on Artificial Intelligence, pages 699–703, 1983.
1299. Sparck Jones, K. and Wilks, Y. Automatic Natural Language Parsing. Ellis Horwood
Ltd., Chicester, 1983. Eighteen short chapters on the application of parsing in NL processing,
using CF grammars, Augmented Transition Networks, transducers, Generalized Phrase Structure
Grammars and otherwise. Many literature references.

1300. Berwick, Robert C. Bounded context parsing and easy learnability. In 22nd Annual
Meeting of the Association for Computational Linguistics, pages 20–23. ACL, 1984.
The notion of “bounded degree of error” (BDE) is introduced as a prerequisite property of a
language for a child to be able to learn it: if the child has concluded to an incorrect grammar there
must be sentences to show the error within certain bounds. These bounds are defined formally;
they define a family of grammars around the correct grammar. Next it is shown that if we have a
bounded-context parsable grammar, and we create certain alternative hypotheses about some rules,
we obtain a BDE family of grammars. The relevance of this for language learning is discussed.

1301. Dahl, Verónica. Hiding complexity from the casual writer of parsers. In Natural
Language Understanding and Natural Language Understanding Workshop, pages 1–
19, 1984.
1302. Matsumoto, Yuji, Kiyono, Masaki, and Tanaka, Hozumi. Facilities of the BUP parsing
system. In Natural Language Understanding and Logic Programming Workshop, pages
97–106, 1984.
1303. Nelimarkka, Esa, Jäppinen, Harri, and Lehtola, Aarno. Parsing an inflectional free
word order language with two-way finite automata. In European Conference on Artificial Intelligence, pages 325–334, 1984.
1304. Ritchie, Graeme and Thompson, Henry S. Natural language processing. In Tim
O’Shea and Marc Eisenstadt, editors, Artificial Intelligence: Tools, Techniques and
Applications, pages 358–388. Harper and Row, New York, 1984.
1305. Shieber, Stuart M. Direct parsing of ID/LP grammars. Linguistics and Philosophy,
7:135–154, 1984. In this very readable paper, the Earley parsing technique is extended in
a straightforward way to ID/LP grammars (Gazdar et al. [1314]). The items are still of the form
A → α•β, i, the main difference being that the β in an item is understood as the set of LP-acceptable
permutations of the elements of the β in the grammar rule. Practical algorithms are given.

1306. Thompson, Henry and Ritchie, Graeme. Implementing natural language parsers. In
T. O’Shea and M. Eisenstadt, editors, Artificial Intelligence: Tools, Techniques, and
Applications, pages 245–300. Harper & Row, New York, 1984.
1307. Barton, Jr, G. Edward. The computational difficulty of ID/LP parsing. In Annual
Meeting of the Association for Computational Linguistics, pages 76–81, 1985.
1308. Barton, Jr, G. Edward. On the complexity of ID/LP parsing. Computational
Linguistics, 11(4):205–218, 1985. Shieber [1305] claims that his ID/LP adaptation of the
Earley parser is much faster than using Earley on the expanded CF grammar, and still has the
same complexity as the original Earley parser. This paper shows that the first is true, but the second is not.
Shieber’s parser on an ID/LP grammar is faster than Earley on the expanded CF grammar because
parsing time depends on the square of the grammar size, and the grammar can easily blow up
exponentially during expansion to CF. But Shieber’s parser on an ID/LP grammar is slower than
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Earley on a CF grammar of equal size, because the ID component causes the number of items to
be exponential in the size of the right-hand sides rather than linear.
In fact, ID/LP recognition is NP-complete, because the Vertex Cover problem can be reduced to
it: given a graph G and a number k, an ID/LP grammar and an input string can be constructed,
such that recognition of the string by the grammar implies that there is a vertex cover of size k for
G. The construction is both ingenious and simple.

1309. Blank, Glenn D. A new kind of finite-state automaton: Register vector grammar. In
Ninth International Conference on Artificial Intelligence, pages 749–756. UCLA, Aug.
1985. In FS grammars, emphasis is on the states: for each state it is specified which tokens it
accepts and to which new state each token leads. In Register-Vector grammars (RV grammars)
emphasis is on the tokens: for each token it is specified which state it maps onto which new
state(s). The mapping is done through a special kind of function, as follows. The state is a (global)
vector (array) of registers (features, attributes). Each register can be on or off. For each token
there is a condition vector with elements which can be on, off or mask (= ignore); if the condition
matches the state, the token is allowed. For each token there is a result vector with elements which
can be on, off or mask (= copy); if the token is applied, the result-vector elements specify how to
construct the new state. ε-moves are incorporated by having tokens (called labels) which have ε
for their representation. Termination has to be programmed as a separate register.
RV grammars are claimed to be compact and efficient for describing the FS component of natural
languages. Examples are given. Embedding is handled by having a finite number of levels inside
the state.

1310. Crain, Stephen and Steedman, Mark J. On not being led up the garden path. In
David R. Dowty, Lauri Karttunen, and Arnold M. Zwicky, editors, Natural Language
Parsing, pages 320–358. Cambridge University Press, Cambridge, Mass., 1985.
1311. Dahl, Veronica and Saint-Dizier, Patrick. Natural Language Understanding and Logic
Programming. Elsevier Science Publ., Amsterdam, 1985. Seventeen papers on the application of various grammar types to natural languages.

1312. Dowty, David R., Karttunen, Lauri, and Zwicky, Arnold M. Natural Language Parsing.
Studies in Natural Language Parsing. Cambridge University Press, Cambridge, Mass.,
1985. Eleven papers about the role grammars (not necessarily Chomsky-like) and parsing may
play in natural language in the broadest sense: in acquisition, competence, understanding, etc.,
plus an introduction with summaries of the eleven papers.

1313. Evans, R. ProGram: A development tool for GPSG grammars. Linguistics, 23:213–
243, 1985.
1314. Gazdar, Gerald, Klein, Ewan, Pullum, Geoffrey, and Sag, Ivan. Generalized Phrase
Structure Grammar. Basil Blackwell Publisher, Ltd., Oxford, UK, 1985. The phrase
structure of natural languages is more easily and compactly described using Generalized Phrase
Structure Grammars (GPSGs) or Immediate Dominance/Linear Precedence grammars than using conventional CF grammars. Theoretical foundations of these grammars are given and the
results are used extensively in linguistic syntactic theory. GPSGs are not to be confused with general phrase structure grammars, aka Chomsky Type 0 grammars, which are called “unrestricted”
phrase structure grammars in this book.
The difference between GPSGs, ID/LP grammars and CF grammars is explained clearly. A GPSG
is a CF grammar, the non-terminals of which are not unstructured names but sets of features
with their values; such compound non-terminals are called categories. An example of a feature is
NOUN, which can have the values + or -; <NOUN,+> will be a constituent of the categories “noun
phrase”, “noun”, “noun subject”, etc.
ID/LP grammars differ from GPSGs in that the right-hand sides of production rules consist of
multisets of categories rather than of ordered sequences. Thus, production rules (Immediate Dominance rules) define vertical order in the production tree only. Horizontal order in each node is
restricted through (but not necessarily completely defined by) Linear Precedence rules. Each LP
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rule is considered to apply to every node; this is called the Exhaustive Constant Partial Ordering
property.

1315. Harris, Mary Dee. Natural Language Processing. Reston Publ. Comp, Prentice Hall,
Reston, Virg., 1985. A good and slow-paced introduction to natural language processing, with
a clear algorithmic view. Lexical analysis including look-up algorithms, phrase structure grammars (actually context-free) and semantic networks are explained and much attention is paid to
attaching semantics to the structures obtained.

1316. Joshi, Aravind K. Tree adjoining grammars: How much context sensitivity is required
to provide reasonable structural descriptions?. In David R. Dowty, Lauri Karttunen,
and Arnold M. Zwicky, editors, Natural Language Parsing, pages 206–250. Cambridge
University Press, Cambridge, Mass., 1985. In a tutorial introduction to tree adjoining grammars, the author shows that they are slightly more powerful than CF grammars, just enough to
describe some non-CF linguistic phenomena. To this end, the trees in the grammar are extended
with “links”, which link some node in the tree to another, under certain conditions. When the
production trees is enlarged by the adjoining process, these links “stretch”. It is shown that these
links can correctly represent wh-traces (as in “Who1 did John persuade Bill to invite ε1 ?”) and
cross-serial dependencies in Dutch (as in “Ik wist niet dat Jan1 Piet2 de kinderen3 zag1 helpen2
zwemmen3 ”). More properties of tree adjoining grammars (constant growth, polynomial parsing),
possibilities of constraints (left-right, which is like LP in GPSGs, and top-bottom, which is like
ID), and linguistic examples are given.

1317. Kilbury, James. A modification of the Earley-Shieber algorithm for direct parsing with
ID/LP grammars. In J. Laubsch, editor, GWAI-84: 8th German Workshop on Artificial
Intelligence, pages 39–48, Berlin, 1985. Springer-Verlag. The Earley predictor works topdown: it predicts B → •γ from A → α•Bβ. In natural languages this can be a disaster since B
may have thousands of alternatives (for example if B is Noun). The author replaces the top-down
Earley predictor by two bottom-up predictions: A → •aα if a is the look-ahead, and A → B•α if
B has just been recognized. This runs the risk that a parse tree for an A is going to be constructed
that cannot derive from the start symbol; so be it. Since the effect on the speed depends very much
on the grammar, no data are given.

1318. Pereira, F. C. N. A structure-sharing representation for unification-based grammar
formalisms. In 23rd Annual Meeting of the Association for Computational Linguistics,
pages 137–144, July 1985.
1319. Shieber, S. M. Using restriction to extend parsing algorithms for complex-featurebased formalisms. In 23rd Annual Meeting of the Association for Computational
Linguistics, pages 145–152, July 1985.
1320. Grosz, Barbara J., Sparck Jones, Karen, and Webber, Bonnie Lynn. Readings in Natural Language Processing. Morgan Kaufmann Publishers, Inc., Los Altos, Ca. 94022,
1986. Selected papers on NL processing, covering syntactic models, semantic interpretation,
discourse interpretation, language action and intention, NL generation and actual systems.

1321. Haugeneder, H. and Gehrke, M. A user friendly ATN programming environment
(APE). In 11th International Conference on Computational Linguistics, pages 399–
401. University of Bonn, Aug. 1986.
1322. Hausser, Roland.
Newcat: Parsing Natural Language using Left-Associative
Grammar, volume 231 of Lecture Notes on Computer Science. Springer-Verlag,
Berlin, 1986. Left-Associative Grammar is not a grammar, but a parsing technique for a
very loose version of categorial grammar. Each word W in the input is associated with one or
more categories. Each LAG category is a list of segments (atoms in Lisp), the first of which
indicates the category C of W in the traditional sense; the rest are “valencies”, categories possessed, accepted or required by W . For example, the word gave might have the category
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verb past subject object indirect-object.
The basic parsing strategy maintains a set of “sentence starts”, LAG categories of the input sentence processed thus far. When the next word N is read, the first segment of a sentence start S is combined with the first segment of the category of N, to yield a Lisp function name. This function is then called to do the combination of S and N into a new sentence start. These functions are part of the language implementation and have to be written by
hand. For example, after the input John gave and upon seeing the word the, a function like
FINITEVERB+DETERMINER would be called; the same function would be called after the input John gave the money to upon seeing the word his. As usual in categorial grammars
there are few different first segments (fewer than 10 for sentence starts, and likewise for words).
The procedure does not produce a parse tree, nor is there an explicit grammar. It does, however,
determine which words represent which parts of speech. All input strings are structured as leftassociative trees: abcd has the structure ((((a)b)c)d) regardless of the nature of a, b, c, or d; hence
the name of the technique.
The system accepts and analyses correctly even the weirdest German and English sentences, while
rejecting the clearly incorrect ones. Many examples given; the book consists of 220 pages of explanation and 320 pages of Lisp code.

1323. Kindermann, Jörg and Meier, Justus. An efficient parser for lexical functional
grammar. In German Workshop on Artificial Intelligence, pages 143–148, 1986.
1324. Ristad, Eric Sven. Computational complexity of current GPSG theory. In 24th Annual
Meeting of the Association for Computational Linguistics, pages 30–39. Association
for Computational Linguistics, 1986. Proves that determining whether a given string is produced by an arbitrary GPSG, is exponential-polynomial-time hard. As the authors says: “This
result puts GPSG-recognition in a complexity class occupied by few natural problems: GPSGrecognition is harder than the traveling salesman problem, context-sensitive language recognition,
or winning the game of Chess on an n × n board.” So the GPSG model cannot explain why people
parse natural language so efficiently.

1325. Stock, Oliviero. Dynamic unification in lexically based parsing. In European Conference on Artificial Intelligence, pages 449–458, 1986.
1326. Uszkoreit, Hans. Categorial unification grammars. In 11th International Conference
on Computational Linguistics COLING ’86, pages 187–194, 1986. Categorial grammars enforce restrictions by defining what can come on the left and/or on the right; unification
grammars enforce restrictions by requiring unification of arguments. The paper combines both by
implementing the categorial grammar restrictions in the arguments of a unification grammars, and
points out advantages. The arguments (DAGs) can become complicated.

1327. Appelo, L., Fellinger, C., and Landsbergen, J. Subgrammars, rule classes and control
in the Rosetta Translation System. In Third Conference of the European Chapter of the
Association for Computational Linguistics, pages 118–133, April 1987.
1328. Leonard Bolc, editor. Natural Language Parsing Systems. Springer-Verlag, Berlin,
1987. A collection of recent papers on parsing in a natural language environment. Among the
subjects are Earley and CYK parsers, assigning probabilities to ambiguous parsings, error recovery and, of course, attaching semantics to parsings.

1329. Briscoe, Ted. Deterministic parsing and unbounded dependencies. In Third Conference European Chapter Association for Computational Linguistics, pages 211–217.
Association for Computational Linguistics, 1987.
1330. Briscoe, T., Grover, C., Boguraev, B., and Carroll, J. A formalism and environment for
the development of a large grammar of English. In Tenth International Joint Conference
on Artificial Intelligence, pages 703–708, Aug. 1987.
1331. Goshawke, Walter, Kelly, Ian D. K., and Wigg, J. David. Computer Translation of
Natural Language. Sigma Press, Wilslow, UK, 1987. The book consists of three parts.
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1) Overview of progress in Machine Translation. 2) Description of the intermediate code SLUNT
(Spoken Languages Universal Numeric Translation), a stylized numeric language-independent
vehicle for semantics. 3) The International Communicator System, a set of programs to manipulate
SLUNT structures.

1332. Manaster-Ramer, Alexis. Mathematics of Language. John Benjamins, Amsterdam,
1987. Some 20 articles on GPSG, tree-adjoining grammars, etc., by famous names: D. Langendoen, Aravind K. Joshi, etc.

1333. Martin, W. A., Church, K. W., and Patil, R. S. Preliminary analysis of a breadthfirst parsing algorithm: Theoretical and experimental results. In Leonard Bolc, editor,
Natural Language Parsing Systems, pages 267–328. Springer-Verlag, Berlin, 1987.
1334. Reed, Jonathan H. An efficient context-free parsing algorithm based on register vector
grammars. In Third Annual IEEE Conference on Expert Systems in Government, pages
34–40, 1987. The principles of register-vector grammars (Blank [1309]) are applied to CF
grammars by having a separate RV grammar for each syntactic category, each allowing the names
of syntactic categories as tokens. The Earley parsing algorithm is then adapted to handle these
grammars. Measurements indicate that the parser is 1 to 3 times faster on small grammars and 5
to 10 times on large grammars.

1335. Stabler, Jr, Edward P. Parsing with explicit representations of syntactic constraints.
In Natural Language Understanding and Logic Programming Workshop, pages 15–27,
1987.
1336. Dahl, V. and Saint-Dizier, P. Natural Language Understanding and Logic Programming, II. Elsevier Science Publ., Amsterdam, 1988. Eighteen papers and two panel sessions
on programs for natural language understanding, mostly in Prolog.

1337. Eisele, A. and Dörre, J. Unification of disjunctive feature descriptions. In 26th Annual
Meeting of the Association for Computational Linguistics, pages 286–294, June 1988.
1338. Gazdar, Gerald. Applicability of indexed grammars to natural languages. In U. Reyle
and C. Rohrer, editors, Natural Language Parsing and Linguistic Theories, pages 69–
94. D. Reidel, Dordrecht, 1988. Indexed grammars (Aho [749]) explained for linguists, with
a touch of humour.

1339. Graham, P. A tiny ATN parser. Artificial Intelligence, 3(12):13–19, Dec. 1988.
1340. Reyle, U. and Rohrer, C. Natural Language Parsing and Linguistic Theories. Kluwer
Academic Publishers, Dordrecht, 1988.
1341. Sato, Paul T. A common parsing scheme for left- and right-branching languages.
Computational Linguistics, 14(1):20–30, 1988. Each word is associated with a set of attributes, called “lexical entries”; a verb form could for example have the attributes “supplies verb
in past tense, requires plural human subject, requires inanimate object”. Lexical entries are put on
a stack and various routines are trying to fulfill the requirements of an incoming lexical entry from
those already on the stack. A parsing has been found when the only lexical entry left on the stack
has all its requirements fulfilled and supplies a basic sentence form. This works for any incoming
order. The algorithm, which is not specified, is demonstrated in many examples.

1342. Tomita, M. Graph-structured stack and natural language parsing. In 26th Annual
Meeting of the Association for Computational Linguistics, pages 249–257, June 1988.
GLR parsers explained and compared to ATNs and chart parsers.

1343. Blank, Glenn D. A finite and real-time processor for natural language. Commun.
ACM, 32(10):1174–1189, Oct. 1989. Several aspects of the register-vector grammars of
Blank [1309] are treated and extended: notation, center-embedding (3 levels), non-determinism
through boundary-backtracking, efficient implementation.
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1344. Fisher, Anthony J. Practical parsing of generalized phrase structure grammar.
Computational Linguistics, 15(3):139–148, Sept. 1989. Claims Shieber [1305] is incorrect. The author addresses a restricted form of GPSG in which: feature-specific defaults are absent; ID/LP parsing is ignored; metarules (already unofficial anyway) are not allowed to reprocess
their own output; feature propagation is either node-to-parent or node-to-child for each feature;
and the feature co-occurrence restrictions have the form of Horn clauses. Under these restrictions
the metarules can be handled by a precompilation scan and the Predictor in an Earley parser can
be extended so as to perform node-to-child feature propagation. The resulting parse forest is then
processed to perform node-to-parent propagation and feature co-occurrence restrictions checking.
Given a good implementation of the feature sets (bit arrays) the time complexity of the algorithm
is p(n)K 2 G2 n3 , where p(n) is the degree of ambiguity of the sentence, K is the number of features, G is the size of the grammar and n is the length of the sentence. The algorithm is described
in reasonable detail.

1345. Gazdar, Gerald and Mellish, Chris. Natural Language Processing in Prolog: An Introduction to Computational Linguistics. Addison-Wesley Publishing Co., Reading,
Massachusetts, 1989.
1346. Haas, Andrew. A parsing algorithm for unification grammar. Computational
Linguistics, 15(4):219–232, 1989. In this very readable paper, the “Improved Context-free
Recognizer” of Graham, Harrison and Ruzzo [72] is extended for unification grammars. The resulting parsing algorithm works OK on depth-bounded unification grammars, but may loop on
other unification grammars. A grammar is “depth-bounded” if for every input length the depth of
all parses tree is bounded. Unfortunately, depth-boundedness is undecidable.

1347. Johnson, R. and Rosner, M. A rich environment for experimentation with unification grammars. In Fourth Conference of the European Chapter of the Association for
Computational Linguistics, pages 182–189, April 1989.
1348. Leermakers, R. How to cover a grammar. In 27th Annual Meeting of the Association
for Computational Linguistics, pages 135–142, June 1989.
1349. Sanders, Alton F. and Sanders, Ruth H. Syntactic parsing: a survey. Computers and
the Humanities, 23(1):13–30, Jan. 1989. Examines a number of grammar mechanisms for
their suitability for a German-language proofreader for student papers. Explains the corresponding
parsing techniques briefly but adequately. No conclusions.

1350. Covington, Michael A. Parsing discontinuous constituents in dependency grammar.
Computational Linguistics, 16(4):234–236, Dec. 1990. Additional links are kept in the
parser, connecting discontinuous constituents that may be dependent on each other, by searching
backwards in the sentences as constituents come in. Examples from Latin and Warlpiri are given.

1351. Dahl, Victoria and Popowich, F. Parsing and generation with static discontinuity
grammars. New Generation Computing, 8(3):245–274, 1990.
1352. Devos, Laurent and Gilloux, Michel. GPSG parsing, bidirectional charts, and connection graphs. In 13th International Conf. on Comput. Linguistics COLING’90, Vol. 2,
pages 151–155, 1990. High-threshold terse description of a head-driven bidirectional GPSG
parser that consistently and aggressively applies the constraints at the first possible moment.

1353. Green, T. R. G. and Borning, Andrea. The generalized unification parser: Modelling
the parsing of notations. In Dan Diaper et al., editor, Human-Computer Interaction,
IFIP INTERACT ’90, pages 951–957. North-Holland, 1990.
1354. Saito, H. Bi-directional LR parsing from an anchor word for speech recognition. In
13th International Conference on Computational Linguistics, pages 237–242, 1990.
1355. Abney, Steven P. and Johnson, Mark. Memory requirements and local ambiguities of
parsing strategies. J. Psycholing. Res., 20(3):233–250, 1991. Based on the fact that parse
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stack space in the human brain is severely limited and that left-corner parsing requires exactly 2
stack entries for left-branching constructs and exactly 3 for right-branching, the authors conclude
that neither top-down nor bottom-up parsing can be involved, but left-corner can.

1356. Berwick, Robert C., Abney, Steven P., and Tenny, Carol. Principle-Based Parsing: Computation and Psycholinguistics, volume 44 of Studies in Linguistics and
Philosiphy. Kluwer, Dordrecht, 1991. CF languages and grammars cannot play a fundamental role in natural languages, since they cannot reasonably describe non-nesting word orders,
as in free-order languages, wh-traces, split verbs, etc. (as in “Who do you think Mary brought for
dinner?”).
Principle-based parsing, as the name says, believes language generation and parsing to be based
on “principles”, as follows. (Note that “principle” is a technical term here.) The meaning of a
sentence originates in a “deep structure”, a D-structure, which is universal to all languages. This
D-structure is then passed through a series of “principles”, which come in two kinds: generators
and filters. The generators create possibilities, and the filters reject the unacceptable ones. After passing through a dozen or so principles, a surface structure called “S-structure” results. The
S-structure is then specialized into one of several forms, for example a phonetic structure, to be
spoken; or a thought, for further cognitive manipulation.
An example of a generator is X¯ theory, which generates left- and right-oriented syntactic structures. An example of a filter is the “Case principle”, which says that any noun in a sentence must
have a Case, where a Case is a generalization of the cases in some natural languages and includes
the subject and object of a sentence in English and preposition phrases like “in the rain”. There
is considerable agreement over which principles exist; there is less agreement over the order in
which they apply, or even if there is a universal fixed order.
D-structures and “principles” are believed to be psycholinguistically real, that is, to describe the
way people produce and process language. There is some experimental evidence for this belief: a
parser in which the Case filter has been switched off, produces and accepts sentences characteristic of 2-year old children.
Parsing under this regimen can be top-down, mimicking the above process, or bottom-up, rolling
back the process. Both techniques are beset by the same two problems: overgeneration and slow
search. In top-down parsing, the input sentence gives little information over which D-structure(s)
to choose as a starting point, and fan-out is large. In bottom-up parsing, there is little information
about the start D-structure we are working towards, and interpretability is large. Both result in
slow search. The actual CF parsing technique is almost irrelevant in this context (chart, Earley, or
ad hoc).
This computational complexity is fought by all known game tree search techniques: node ordering
and selection, partitioning, cashing previous results, etc.
The book contains an excellent 38-page introduction to the field, and 12 papers, each describing a
principle-based parsing system.

1357. Cowie, James R. A parallel parser generator for context-free languages. In Natural
Language Understanding and Logic Programming Workshop, pages 159–177, 1991.
1358. Erbach, Gregor. A flexible parser for a linguistic development environment. In Text
Understanding in LILOG, volume 546 of Lecture Notes in Computer Science, pages
74–87. Springer Verlag, 1991.
1359. Farkas, E., Koster, C. H. A., Köves, P., and Naszódi, M. Towards an affix grammar for
the Hungarian language. In Conference on Intelligent Systems, pages 223–236, Sept.
1991.
1360. Joshi, A. K. Natural language processing. Science, 253(5025):1242–1249, Sept. 1991.
1361. Leermakers, R. Non-deterministic recursive ascent parsing. In Fifth Conference of
the European Chapter of the Association for Computational Linguistics (Berlin), pages
63–68. Association for Computational Linguistics, 1991.
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1362. Noord, Gertjan van. Head corner parsing for discontinuous constituency. In Annual
Meeting of the Association for Computational Linguistics, pages 114–121, 1991.
1363. Perlin, M. LR recursive transition networks for Earley and Tomita parsing. In 29th
Annual Meeting of the Association for Computational Linguistics, pages 98–105, June
1991.
1364. Seifert, Roland. Chart-parsing of STUF grammars. In Text Understanding in LILOG,
volume 546 of Lecture Notes in Computer Science, pages 51–54. Springer Verlag,
1991.
1365. Seifert, Roland. Unification-ID/LP grammars: Formalization and parsing. In Text
Understanding in LILOG, volume 546 of Lecture Notes in Computer Science, pages
63–73. Springer Verlag, 1991.
1366. Thompson, H. S., Dixon, M., and Lamping, J. Compose-reduce parsing. In 29th
Annual Meeting of the Association for Computational Linguistics, pages 87–97, June
1991.
1367. Dymetman, M. A generalized Greibach normal form for definite clause grammars.
In Fifteenth International Conference on Computational Linguistics, pages 366–372,
Aug. 1992.
1368. Magerman, David M. and Weir, Carl. Efficiency, robustness and accuracy in picky
chart parsing. In Annual Meeting of the Association for Computational Linguistics,
pages 40–47, 1992.
1369. Nagata, M. An empirical study on rule granularity and unification interleaving toward
an efficient unification-based parsing system. In Fifteenth International Conference on
Computational Linguistics, pages 177–183, Aug. 1992.
1370. Resnik, Philip. Left-corner parsing and psychological plausibility. In 14th International Conference on Computational Linguistics, pages 191–197. Association for
Computational Linguistics, 1992. Argues that the moment of composition of semantics is
more important than the parsing technique; also in this respect a form of left-corner parsing is
compatible with human language processing.

1371. Shieber, Stuart M. Constraint-based grammar formalisms: Parsing and type inference
for natural and computer languages. MIT Press, Cambridge, Mass., 1992. The emphasis is on the second s in formalisms: a general theory of the field of constraint-based grammars is
developed, as follows.
A constraint-based grammar (Chapter 1) is an attribute grammar in which the attribute rules are
constraints rather than assignments. This makes them very useful, for example, in linguistics,
where the verb has to agree with the subject in number, gender, etc., in many languages. Such
agreements are then expressed as constraints. Having done that, even “grammatical” facts, for
example that the subject of a sentence must be either a noun or a pronoun, can be expressed as a
constraint. This leads to a very uniform and mathematically attractive structure.
The constraints are expressed in a “logic” (a formalism) which manipulates “models” (values in
that formalism) using “operations”, to keep things abstract. Chapter 2 determines the requirements such a logic must fulfill to allow the grammar to function as a production and parsing tool.
A possible logic could be Prolog-like, with the models being Prolog structures and one of the
operations being unification, but it could also be arithmetic, with integers for models, etc. Models need to support modular decomposition, some equality test, and partial specification (= may
contain unbound submodels). The most general models covered in the book are dags. The theory
developed by the author works for all these logics.
Production from such a grammar (Chapter 3) starts with a start production, which creates a model;
a model can be phrasal (= a non-terminal with constraints) or lexical (= a terminal with constraints). Note that the constraints include the syntax rules. As long as there is a phrasal model
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left, its unbound nodes can be satisfied by other models so that the constraints are fulfilled. When
no phrasal models are left, the lexical models spell the generated (context-sensitive) phrase.
Parsing is done with what is basically a generalized Earley parser, Prolog-style. It has Scanning,
Prediction and Completion, but with constraint checking in each step. Ten pages of math (pg. 6877) are needed to prove its correctness within the general logic scheme.
Correctness is not enough, however; termination is also required, and that is a problem. When arbitrary attributes are involved, the Prediction process can continue to predict more and more complicated attributes, without end, on the equivalent of left-recursive grammars. To stem this source,
the Prediction process is given a function ρ : M → M, which trims certain repetitive branches off
models when generating new predicted items, such that the Prediction process starts repeating
itself exactly. This is then detected and causes termination.
Termination of the Completion process is even more of a problem; in fact, it cannot be solved.
The cause is that recognition in constraint-based grammars is undecidable, and it is here that the
undecidability emerges. For some grammars, the Completion process can continue constructing
completed items infinitely. Several different restrictions can be put on the grammar to avoid the
problem, but all can be shown to be too strong. The author describes an “off-line parsable” property, which roughly says that the underlying CF grammar does not have derivations of the form
∗
A ⇒ A, with some conditions on the models involved in A.
Chapter 4 examines a number of acceptable logics, with their properties and problems. The last
chapter gives an implementation of type checking in programming languages in one of these,
L ≤L,C . An appendix with more proofs concludes the book.

1372. Andrews, Nicolas A. and Brown, John C. A high-speed natural language parser. AISB
Quarterly, 86:12–19, 1993.
1373. Bharati, Akshar and Sangal, Rajeev. Parsing free word order languages in the Paninian
framework. In Annual Meeting of the Association for Computational Linguistics, pages
105–111, 1993.
1374. Bouma, G. and Noord, G. van. Head-driven parsing for lexicalist grammars: Experimental results. In Sixth Conference of the European Chapter of the Association for
Computational Linguistics, pages 71–80, Utrecht, The Netherlands, April 1993.
1375. Carroll, John A. Practical Unification-Based Parsing of Natural Language. PhD
thesis, Report 314, University of Cambridge, Computer Laboratory, England, 1993.
1376. Roche, Emmanuel. Analyse syntaxique transformationelle du françcais par transducteurs et lexique-grammaire. PhD thesis, Université Paris 7, Paris, Jan. 1993.
1377. Samuelsson, Christer, Karlgren, Jussi, Gambäck, Björn, and Bretan, Ivan. Natural
language parsing in Prolog. Technical report, The Royal Institute of Technology and
Helsinki University, Stockholm University, 1993.
1378. Sikkel, K. and Nijholt, A. Natural language parsing: Methods and formalisms. In Sixth
Twente Workshop on Language Technology. University of Twente, 1993.
1379. Carroll, J. Relating complexity to practical performance in parsing with wide-coverage
unification grammars. In 32nd Annual Meeting of the Association for Computational
Linguistics, pages 287–294, June 1994.
1380. Den, Y. Generalized chart algorithm: an efficient procedure for cost-based abduction.
In 32nd Annual Meeting of the Association for Computational Linguistics, pages 218–
225, June 1994.
1381. Dowding, J., Moore, R., Andry, F., and Moran, D. Interleaving syntax and semantics in an efficient bottom-up parser. In 32nd Annual Meeting of the Association for
Computational Linguistics, pages 110–116, June 1994.
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1382. Johnson, Mark and Kay, Martin. Parsing and empty nodes. Computational Linguistics,
20(2):289–300, 1994. Each lexical token carries with it the maximum number of empty nodes
it will “sponsor”. This limits the number of empty nodes that can be generated during bottom-up
parsing, and thus insures parser termination.

1383. Jones, E. K. and Miller, L. M. L* parsing: A general framework for syntactic analysis
of natural language. In Twelfth National Conference on Artificial Intelligence, Seattle,
Washington, 1994.
1384. Lavie, A. An integrated heuristic scheme for partial parse evaluation. In 32nd Annual
Meeting of the Association for Computational Linguistics, pages 316–318, June 1994.
1385. Mahesh, Kavi. Building a parser that can afford to interact with semantics. In National
Conf. on Artificial Intelligence (AAAI-94), Vol. 2, page 1473, 1994.
1386. Maxwell, Michael. Parsing using linearly ordered phonological rules. In First Meeting
of the ACL Special Interest Group in Computational Phonology, pages 59–70. ACL,
July 1, 1994.
1387. Bod, Rens. Enriching Linguistics with Statistics - Performance Models of Natural
Language. PhD thesis, Report DS-95-14, Universiteit van Amstardam, Amsterdam,
Sept. 1995.
1388. Ciravegna, Fabio and Lavelli, Alberto. Controlling bidirectional parsing for efficient text analysis. Technical Report 9508-02, Istituto per la Ricerca Scientifica e
Tecnologica, Trento, Italy, 1995.
1389. Holan, T., Kubon, V., and Plátek, M. Parsing of free-word-order languages. In
SOFSEM ’95: Theory and Practice of Informatics, volume 1012 of Lecture Notes in
Computer Science, pages 379–384. Springer Verlag, 1995.
1390. Morawietz, Frank. Formalization and Parsing of Typed Unification-Based ID/LP
Grammars. Sprachtheoretische Grundlagen für die Computerlinguistiek. Universität
Stuttgart, Stuttgart, 1995.
1391. Gazdar, Gerald and Mellish, Chris. Natural Language Processing in POP11. Internet,
1996.
1392. Gorrell, P. and Dougherty, R. C. Syntax and parsing. Language: J. Linguistic Society
of America, 72(2):384–386, 1996.
1393. Kemke, Christel. A hybrid approach to natural language parsing. In Christoph von der
Malsburg et al., editor, Artificial Neural Networks: ICANN 96, volume 1112 of Lecture
Notes in Computer Science, pages 875–880. Springer, 1996.
1394. Rayner, Manny and Carter, David. Fast parsing using pruning and grammar
specialization. In Annual Meeting of the Association for Computational Linguistics,
pages 223–230, 1996.
1395. Satta, Giorgio and Brill, Eric. Efficient transformation-based parsing. In Annual Meeting of the Association for Computational Linguistics, pages 255–262, 1996.
1396. Dymetman, Marc. Charts, interaction-free grammars, and the compact representation
of ambiguity. In Fifteenth International Joint Conference on Artificial Intelligence,
pages 1002–1009, 1997.
1397. Joshi, Aravind. Parsing techniques. In R. Cole et al., editor, Survey of the State of the
Art in Human Language Technology, Studies in Natural Language Processing, pages
351–356. Cambridge University Press, 1997. Excellent survey of parsing techniques for the
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“mildly context-sensitive languages”. Extensive but very high-level, of the form (X exists; if you
want to know more about it, look in the following papers)+ .

1398. Al-Adhaileh, Mosleh Hmoud and Kong, Tang Enya. A flexible example-based parser
based on the SSTC. In 17th International Conf. on Comput. Linguistics COLING’98,
pages 687–693, 1998.
1399. Evans, Roger and Weir, David J. A structure-sharing parser for lexicalized grammars.
In 17th International Conf. on Comput. Linguistics COLING’98, pages 372–378, 1998.
1400. Kasper, Robert T., Calcagno, Mike, and Davis, Paul C. Know when to hold ’em: Shuffling deterministically in a parser for nonconcatenative grammars. In 17th International
Conf. on Comput. Linguistics COLING’98, pages 663–669, 1998.
1401. Marcus, Solomon, Martín-Vide, Carlos, and Păun, Gheorghe. Contextual grammars
as generative models of natural languages. Computational Linguistics, 24(2):245–274,
1998. Very formal treatment of properties of various classes of contextual grammars, and examination of the consequences of these properties for the use of contextual grammars as generative
models for natural languages.

1402. Rocio, Vitor and Lopes, José Gabriel. Partial parsing, deduction and tabling. In
E. Villemonte de la Clergerie, editor, Tabulation in Parsing and Deduction, pages 52–
61. CNAM, 1998. The input grammar of a chart parser is modified to allow indications that
a given rule should be recognized top-down, bottom-up, or head-corner. The deduction rules are
changed so that partial parses can be obtained, where some but not all structure is recognized in
the input text.

1403. Eisner, J. and Satta, G. Efficient parsing for bilexical context-free grammars and head
automaton grammars. In 37th Annual Meeting of the Association for Computational
Linguistics, pages 457–464. Association for Computational Linguistics, 1999.
1404. Clergerie, Eric Villemonte de la. Natural language tabular parsing. In Philippe
Codognet, editor, Logic Programming, 17th International Conference, ICLP 2001,
volume 2237 of Lecture Notes in Computer Science, page 8. Springer, 2001.
1405. Schmid, Helmut and Rooth, Mats. Parse forest computation of expected governors. In
39th Meeting of the Association for Computational Linguistics, pages 458–465. ACL,
2001.
1406. Blache, Philippe and Azulay, David-Olivier. Parsing ill-formed inputs with constraint
graphs. In CICLing 2002, volume 2276 of Lecture Notes in Computer Science, pages
220–229. Springer, 2002. Six kinds of constraints are formulated on the words in natural
language sentences, somewhat similar to the precedence rules in formal languages. An example
of a constraint is Uniqueness; an example of a Uniqueness constraint is “there can be at most
one article in a noun phrase in English”. These constraints lead to a constraint graph for each
non-terminal. These constraint graphs are incorporated in the proposed parse forest, effectively
weeding them out. If the sentence is ill-formed, not all constraints can be obeyed, and the least
offensive is chosen.

1407. Oflazer, Kemal.
Dependency parsing with an extended finite-state approach.
Computational Linguistics, 29(1):515–544, 2003.
1408. Strieglitz, Kristina et al. Algorithms for Computational Linguistics. Internet, 2005. Extensive explanations of formal language and parsing issues in a computational linguistics setting.
Includes FSAs, transducers, regular languages, dialog processing, CF grammars, general bottomup, top-down and left-corner parsing, passive and active chart parsing, and lambda calculus for
semantics. All with soft Prolog support.
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18.3.6 Is Natural Language Context-Free?
1409. Bresnan, Joan, Kaplan, Ronald M., Peters, Stanley, and Zaenen, Annie. Cross-serial
dependencies in Dutch. Linguistic Inquiry, 13(4):613–635, 1982. Shows that Dutch is not
strongly-context-free: there is no CF grammar that can assign the correct structure to Dutch crossdependency constructions. The authors reach this conclusion after analysis of many examples
and counterexamples that have appeared in the literature. They show that LFGs (lexico-functional
grammars) can correctly describe the phenomena, also in other languages, for example Warlpiri
and the Athapaskan languages.

1410. Higginbotham, James. English is not a Context-Free language. Linguistic Inquiry,
15(2):225–234, 1984. The proof is based in the English noun phrase (NP) “N such that NP1
VP NP2”, where N is a noun and VP is a verb phrase. The construct can nest arbitrarily deeply;
either NP1 or NP2 must refer back to N; and this back-reference can be hidden arbitrarily deeply.
This combination of properties can be used to construct arbitrary numbers of cross-dependencies.
All examples given are totally unnatural. Full formal-language style proofs given.

1411. Langendoen, D. Terence and Postal, Paul M. Comments on Pullum’s criticisms.
Computational Linguistics, 10(3-4):187–188, 1984.
1412. Postal, Paul M. and Langendoen, D. Terence. English and the class of context-free
languages. Computational Linguistics, 10(3-4):177–181, 1984.
1413. Pullum, Geoffrey K. On two recent attempts to show that English is not a CFL.
Computational Linguistics, 10(3-4):182–186, 1984.
1414. Shieber, S. M. Evidence against the context-freeness of natural language. In W. J.
Savitch, E. Bach, W. Marsh, and G. Safran-Naveh, editors, The Formal Complexity of
Natural Language, pages 320–334. Reidel, Dordrecht, 1987.

18.4 Support Material
18.4.1 Formal Languages
1415. Bar-Hillel, Y. A quasi-arithmetical notation for syntax description. Language, 29:47–
58, 1953. (Reprinted in Y. Bar-Hillel, Language and Information: Selected Essays on their
Theory and Application, Addison-Wesley, 1964, pp. 61-74.) First description of categorial grammar. Terminal symbols in a categorial grammar are endowed with categories, formulas with nonterminals (basic categories) as operands and / and \ as operators. There are usually very few
non-terminals, and terminals usually have several categories. Terminals can be combined into
“connexes” (in tree fashion) provided that their categories permit this, and so can connexes, leading to structure trees for sequences of terminal symbols. A connex with category A/B can be
combined with a connex with category B on its right, and the resulting connex has category A;
A\B combines with A on its left to yield a B. (This first paper uses the notations A/[B] for A/B
and A/(B) for B\A, later abandoned.)
The notation is very powerful: if we have basic categories n for “noun” and s for “sentence”, we
do not need categories for verbs of adjectives. English adjectives have the category n/n: put a connex with category n (i.e. a noun) on its right and they combine into a new noun (but most French
adjectives would have n\n). Intransitive verbs have n\s: put a noun on its left and you have a sentence. Many examples are given. (The untranslated Hebrew sentence in the paper means: “Moshe
knew that Pinchas is cleverer than his little sister.”)

1416. Chomsky, Noam. Three models for the description of language. IEEE Trans. Inform.
Theory, 2(3):113–124, 1956. In an attempt to delineate the set of correct English sentences,

18.4 Support Material

743

the author considers three mechanisms. Finite-state automata are rejected on the grounds that they
cannot cope with arbitrary nesting. Phrase structure grammars are considered probably applicable
but declared impractical due to their problems in expressing context conditions. Most of these
problems can be solved if we augment PS grammars with transformation rules, which specify the
rearrangement of parts of the derivation tree.

1417. Lambek, Joachim. The mathematics of sentence structure. American Mathematical
Monthly, 65(3):154–170, 1958. Mathematical underpinning of Bar-Hillel’s [1415] categorial
grammars.

1418. Chomsky, Noam. On certain formal properties of grammars. Inform. Control, 2:137–
167, 1959. This article discusses what later became known as the Chomsky hierarchy. Chomsky
defines type 1 grammars in the “context-sensitive” way. His motivation for this is that it permits
the construction of a tree as a structural description. Type 2 grammars exclude ε-rules, so in Chomsky’s system, type 2 grammars are a subset of type 1 grammars.
Next, the so called counter languages are discussed. A counter language is a language recognized by a finite automaton, extended with a finite number of counters, each of which can assume
infinitely many values. L1 = {an bn |n > 0} is a counter language, L2 = {xy|x, y∈{a, b}∗ , y is the
mirror image of x} is not, so there are type 2 languages that are not counter languages. The reverse
is not investigated.
The Chomsky Normal Form is introduced, but not under that name, and a bit different: Chomsky
calls a type 2 grammar regular if production rules have the form A → a or A → BC, with B 6= C,
and if A → αAβ and A → γAη then α = γ and β = η. A grammar is self-embedding if there is a
*
derivation A→αAβ
with α 6= ε and β 6= ε. The bulk of the paper is dedicated to the theorem that
the extra power of type 2 grammars over type 3 grammars lies in this self-embedding property.

1419. Bar-Hillel, Y. On categorial and phrase structure grammars. Bull. Research Council
Israel, 9F:1–16, 1960. (Reprinted in Y. Bar-Hillel, Language and Information: Selected Essays on their Theory and Application, Addison-Wesley, 1964, pp. 99-115.) Proves that categorial
grammars (Bar-Hillel [1415]) and CF grammars (Chomsky [1416]) are equivalent. It is trivial to
prove that there is a CF grammar for each categorial grammar, but proving that there is a categorial grammar for each CF grammar takes 7 pages. The equivalence also means that categorial
grammars exhibit the same limitations for describing natural language as CF grammars.

1420. Bar-Hillel, Y., Perles, M., and Shamir, E.
On formal properties of simple
phrase structure grammars.
Zeitschrift für Phonetik, Sprachwissenschaft und
Kommunikationsforschung, 14:143–172, 1961. (Reprinted in Y. Bar-Hillel, Language and
Information: Selected Essays on their Theory and Application, Addison-Wesley, 1964, pp. 116150.) Densely-packed paper on properties of context-free grammars, called simple phrase structure grammars, or SPGs here (this paper was written in 1961, two years after the introduction of
the Chomsky hierarchy). All proofs are constructive, which makes the paper very important to
implementers.
The main subjects are: any finite (one- and two-tape) automaton can be converted into a CF grammar; CF grammars are closed under reflection, union, product, and closure; CF grammars are not
closed under intersection or complementation; almost any CF grammar can be made ε-free; almost
any CF grammar can be made free of unit rules; it is decidable if a given CF grammar produces
a given (sub)string; it is undecidable if the intersection of two CF grammars is a CF grammar; it
is undecidable if the complement of a CF grammar is a CF grammar; it is undecidable if one CF
grammar produces a sublanguage of another CF grammar; it is undecidable if one CF grammar
produces the same language as another CF grammar; it is undecidable if a CF grammar produces
a regular language; a non-self-embedding CF grammar produces a regular language; the intersection of a CF grammar and a FS automaton is a CF grammar.
Some of the “algorithms” described in this paper are impractical. For example, the decidability
of parsing is proved by systematically producing all terminal productions up to the lengths of the
input string, which is an exponential process. On the other hand, the intersection of a CF grammar
and a FS automaton is constructed in a time O(nd + 1), where n is the number of states in the
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automaton, and d is the maximum length of the RHSs in the grammar. This is the normal time
complexity of general CF parsing. See also the same paper [658].

1421. Cantor, David G. On the ambiguity problem of Backus systems. J. ACM, 9(4):477–
479, Oct. 1962.
1422. Evey, R. J. The Theory and Applications of Pushdown Store Machines. PhD thesis,
Harvard University, May 1963.
1423. Ginsburg, S. and Rose, G. F. Operations which preserve definability in languages. J.
ACM, 10(2):175–195, April 1963.
1424. Greibach, Sheila A. The undecidability of the ambiguity problem for minimal linear
grammars. Inform. Control, 6(2):119–125, June 1963.
1425. Amar, V. and Putzolu, G. On a family of linear grammars. Inform. Control, 7(3):283–
291, Sept. 1964.
1426. Irons, E. T. Structural connections in formal languages. Commun. ACM, 7(2):67–72,
Feb. 1964. Classification of grammars.
1427. Kuroda, S.-Y. Classes of languages and linear-bounded automata. Inform. Control,
7:207–223, 1964.
1428. Landweber, Peter S. Decision problems of phrase-structure grammars. IEEE Trans.
Electronic Comput., EC-13(4):354–362, 1964. Gives an overview of decidable and undecidable problems in Chomsky grammars, mostly with proofs. Provides simpler proofs of many of
the theorems of Bar-Hillel et al. [1420].

1429. Pair, Claude. Trees, pushdown stores and compilation. RFTI — Chiffres, 7(3):199–
216, 1964. A calculus of trees is developed by carefully expression all fundamental properties of
trees in formulas. From this a calculus of stacks is derived, by considering them as paths in trees.
This in turn is used to derive two precedence parsing algorithms.

1430. Ross, D. T. On context and ambiguity in parsing. Commun. ACM, 7(2):131–133, Feb.
1964. Sequel to Irons [1426].
1431. Haines, L. H. Generation and Recognition of Formal Languages. PhD thesis, MIT,
Cambridge, Mass., 1965.
1432. Ginsburg, S. and Greibach, S. A. Mappings which preserve context-sensitive
languages. Inform. Control, 9:563–582, 1966. Theory, context-sensitive.
1433. Korenjak, A. J. and Hopcroft, J. E. Simple deterministic languages. In 7th Symposium
on Switching and Automata Theory, pages 36–46. IEEE, 1966. This paper discusses some
properties of s-languages, among others that they have the prefix property, which means that if
a non-terminal derives a string of terminal symbols w, it does not generate a proper prefix of w,
and that the equivalence problem is solvable. Other decision problems are also discussed: it is
decidable whether an s-language is regular, it is undecidable whether an arbitrary context-free
language is an s-language, and it is undecidable whether two arbitrary s-languages have an empty
intersection.

1434. Parikh, Rohit J. On context-free languages. J. ACM, 13(4):570–581, 1966. Some
theorems about the self-embedding property of CF languages.

1435. Brainerd, B. An analog of a theorem about context-free languages. Inform. Control,
11(5-6):561–567, 1967.
1436. Ginsburg, Seymour and Harrison, Michael A. Bracketed context-free languages. J.
Comput. Syst. Sci., 1(1):1–23, 1967. In a bracketed CF grammar, the first and last symbols
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in each right-hand side constitute a unique pair of brackets. Many questions are decidable for
bracketed CF grammars and languages that are undecidable for CF grammars and languages.

1437. Ginzburg, A. A procedure for checking equality of regular expressions. J. ACM,
14(2):355–362, April 1967. Very complicated.
1438. Kasami, Tadao. A note on computing time for recognition of languages generated by
linear grammars. Inform. Control, 10(2):209–214, Feb. 1967.
1439. Knuth, D. E. A characterization of parenthesis grammars. Inform. Control, 11(3):269–
289, Sept. 1967.
1440. McNaughton, Robert. Parenthesis grammars. J. ACM, 14(3):490–500, July 1967.
Decision procedure for the equivalence of two parenthesis grammars.

1441. Rosenberg, A. L. A machine realization of the linear context-free languages. Inform.
Control, 10(2):175–188, Feb. 1967.
1442. Stearns, R. E. A regularity test for pushdown machines. Inform. Control, 11(3):323–
340, 1967. Shows that if there is a FS automaton that recognizes the same language as a deterministic pushdown automaton with q states and t stack symbols, then there is such an FSA with
qq
less than t q states, an astonishingly large number for any non-trivial PDA but still finite. So, in
principle, we can enumerate all FSAs, and test each FSA for equality with our PDA, to determine
if the PDA recognizes a regular language. An FSA and a PDA can be tested for equality by taking the complement of the FSA, intersecting it with the PDA, and testing the resulting PDA for
emptiness, all of them hefty operations by themselves. Needless to say, the algorithm is totally
impractical.

1443. Thatcher, J. W. Characterizing derivation trees of context-free grammars through a
generalization of finite automata theory. J. Comput. Syst. Sci., 1(4):317–322, 1967.
Solid math; the title is a good abstract.

1444. Ullian, Joseph S. Partial algorithm problems for context free languages. Inform.
Control, 11(1/2):80–101, 1967. A partial algorithm is an algorithm that finds a solution if
there is one but which may fail miserably if there isn’t. For many questions about CF languages
(is it a regular set, etc.) it is proved that there is no partial algorithm, but for some there is.

1445. Aho, A. V., Hopcroft, J. E., and Ullman, J. D. Time and tape complexity of pushdown
automaton languages. Inform. Control, 13:186–206, 1968.
1446. Ogden, W. A helpful result for proving inherent ambiguity. Math. Syst. Theory, 2:191–
194, 1968.
1447. Paull, Marvin C. and Unger, Stephen H. Structural equivalence of context-free
grammars. J. Comput. Syst. Sci., 2(4):427–463, Dec. 1968. Two context-free grammars are
weakly-equivalent if they generate the same sentences and structurally-equivalent if they also do
so through parse trees that differ in the names of the nodes only. Weak equivalence is undecidable;
an algorithm for testing structural equivalence is given.

1448. Schkolnick, M. Two-type bracketed grammars. In 9th Ann. Symp. on Switching and
Automata Theory, pages 315–326, Oct. 1968.
1449. Brainerd, W. S. Tree generating regular systems. Inform. Control, 14:217–231, 1969.
1450. Gallaire, Hervé. Recognition time of context-free languages by on-line Turing
machines. Inform. Control, 15:288–295, 1969. Much theory about time bounds for parsing.
1451. Haines, Leonard H. On free monoids partially ordered by embedding. J. Combinatorial Theory, 6:94–98, 1969. Proves that for any (infinite) set of words L (= subset of Σ∗ ) the
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following holds: 1. any language consisting of all subsequences of words in L is regular; 2. any
language consisting of all words that contain subsequences of words in L is regular. This means
that subsequence and supersequence parsing reduce to regular parsing.

1452. Wegbreit, B. A generator of context-sensitive languages. J. Comput. Syst. Sci.,
3(3):456–461, 1969. There is a universal CS grammar such that any CS language can be
produced from it. The universal language represents all productions of all strings in all CS languages. A regular expression then filters out all productions for a specific language. An erasing
“generalized sequential machine” then erases the scaffolding, leaving the desired language.

1453. Thatcher, J. W. Generalized sequential machine maps. J. Comput. Syst. Sci., 4(4):339–
367, 1970. A generalized sequential machine (GSM) is a finite-state automaton that runs along
the input string while translating it. The translation depends at each moment on the state the FSA
is in, and can be any number of tokens long, including zero. Its theory is given.

1454. Cook, Steven A. Linear time simulation of deterministic two-way pushdown automata.
In IFIP Congress (1), pages 75–80, 1971. Source of “Cook’s Theorem”: “Every 2-way deterministic pushdown automaton (2DPDA) language can be recognized in linear time on a randomaccess machine”. A “proper arc” is a sequence of transitions of the 2DPDA for the given input
that starts by pushing a stack symbol X, ends by popping the same X, and none of the in-between
transitions pops the X. A “flat arc” is a single transition for the given input that neither pushes
nor pops. Arcs are an efficient way to move the head over long distances without depending on or
disturbing the stack underneath.
The algorithm starts by constructing all flat arcs, and from there builds all other arcs, until one
connects the initial state to one of the final states. Since |S| arcs can start at any point of the input,
where |S| is the number of transitions in the 2DPDA, and since each such arc has only one end
point because the automaton is deterministic, there are only |S|n arcs. The algorithm computes
them so that no arc gets computed twice, so the algorithm is linear.
The theorem has many unexpected applications; see for example Aho’s survey of algorithms for
finding patterns in strings [525].

1455. Fleck, A. C. On the combinatorial complexity of context-free grammars. In IFIP
Congress 71, pages 59–60, Amsterdam, 1971. North-Holland. Each terminal production
of a grammar G is produced by one or more sequences of rule applications. Such a sequence
is a string, for example of rule numbers. These strings form a language, properties of which are
examined. It is in general context-sensitive, but if it is a regular language, G has special properties.
No word about it being CF.

1456. Gruska, Jozef. Complexity and unambiguity of context-free grammars and languages.
Inform. Control, 18(5):502–519, June 1971.
1457. Meyer, A. R. and Fischer, M. J. Economy of description by automata, grammars,
and formal systems. In 12th Ann. Symp. on Switching and Automata Theory, pages
188–191, 1971.
1458. Harrison, M. A. and Havel, I. M. Real-time strict deterministic languages. SIAM J.
Computing, 1:333–349, 1972.
1459. Book, R. V. On the structure of context-sensitive grammars. Intern. J. Comput. Inform.
Sci., 2(2):129–139, 1973.
1460. Geller, Matthew M. and Harrison, Michael A. Strict deterministic versus LR(0)
parsing. In First ACM Symposium on Principles of Programming Languages, pages
22–32. ACM, Oct. 1973.
1461. Greibach, Sheila A. The hardest context-free language. SIAM J. Computing, 2(4):304–
310, Dec. 1973. The grammar is brought in Greibach Normal Form (Greibach [29]. Each rule
¯
A → aBCD is converted into a mapping a ⇒ ADCB,
which should be read as: “a can be replaced
by a cancellation of prediction A, followed by the predictions D, C, and B, that is, in back-to-front
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order.”
These mappings are used as follows. Suppose we have a grammar S-->aBC; B-->b; C-->c,
¯ b ⇒ B,
¯ Now the input abc maps to SCB
¯ B¯C,
¯ which
¯ and c ⇒ C.
which yields the maps a ⇒ SCB,
¯ B¯C.
¯ We see that when we view A and A¯as
is prefixed with the initial prediction S to form SSCB
matching parentheses, we have obtained a well-balanced parenthesis string (wbps), and in fact the
mapping of any correct input will be well balanced.
This makes parsing seem trivial, but in practice there will be more than one mapping for each
terminal, and we have to chose the right one to get a wbps. The alternatives for each terminal are
worked into the mapping by demarcating them with markers and separators, such that the mapping of any correct input maps to a conditionally well-balanced parenthesis string (cwbps), the
condition being that the right segments are matched. These cwbpses form a CF language which
depends on the symbols of the grammar only; the rules have been relegated to the mapping. (It is
not shown that the cwbpses are a CF set.)
The dependency on the symbols of the grammar is removed by expressing them in unary notation:
¯ etc. With this repreB, being the second non-terminal, is represented as [xx[, and B¯ as ]x¯x],
sentation, the cwbpses are not dependent on any grammar any more and any parsing problem can
be transformed into them in linear time. So if we can parse cwbpses in time O(n x ), we can parse
any CF language in time O(nx ), which makes cwbpses the hardest context-free language.

1462. Greibach, Sheila A. Jump PDAs, deterministic context-free languages, principal
AFDLs and polynomial time recognition. In 5th Annual ACM Symposium on Theory
of Computing, STOC’73, pages 20–28, New York, 1973. ACM Press.
1463. Gruska, J. Generalized context-free grammars. Acta Cybernetica, 2(1):35–37, 1973.
The title refers to regular right part grammars. Using RRP grammars, one can reduce the number
of non-terminals needed in the description of a language. The author proves that for any n there is
a CF language needing at least n non-terminals, and that there is no algorithm to determine n for
a given language.

1464. Harrison, M. A. and Havel, I. M. Strict deterministic grammars. J. Comput. Syst. Sci.,
7(3):237–277, 1973.
1465. Liu, Leonard Y. and Weiner, Peter. An infinite hierarchy of intersections of contextfree languages. Math. Syst. Theory, 7(2):185–192, May 1973. It is easy to see that
the language am bn c p · · · am bn c p · · · where there are k different a, b, c · · · s, can be generated as the
intersection of k CF languages: take for the first language am b∗ c∗ · · · am b∗ c∗ · · · , for the second
language a∗ bn c∗ · · · a∗ bn c∗ · · · , etc. The authors then give a 6-page proof showing that the same
cannot be achieved with k − 1 languages; this proves the existence of the subject in the title.

1466. Salomaa, Arto. Formal Languages. ACM Monographs. Academic Press, New York,
1973. A classic on formal languages, with tons of theorems and succinct but clear proofs. Not
much about parsing, though the book considers LR(k) grammars and their little cousins, the LL(k)
grammars. All non-terminals are X with some subscript, which may be confusing. Many exercises;
no answers.

1467. Wood, D. Some remarks on the KH algorithm for s-grammars. BIT, 13(4):476–489,
1973. Presents two variants of the Korenjak & Hopcroft equivalence algorithm for s-grammars.
1468. Baker, B. S. Non-context-free grammars generating context-free languages. Inform.
Control, 24:231–246, 1974.
1469. Bertsch, Eberhard. An observation on relative parsing time. J. ACM, 22(4):493–498,
Oct. 1975. Complexity theory.
1470. Cremers, A. and Ginsburg, S. Context-free grammar forms. J. Comput. Syst. Sci.,
11(1):86–117, 1975. A theory on the forms of grammar rules.
1471. Geller, Matthew M., Hunt, III, Harry B., Szymanski, Thomas G., and Ullman, Jeffrey D. Economy of descriptions by parsers, DPDAs, and PDAs. In 16th Annual
Symposium on Foundations of Computer Science, pages 122–127. IEEE, 1975.
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1472. Greibach, S. A. Erasable context-free languages. Inform. Control, 29:301–326, 1975.
Formal languages.

1473. Valiant, Leslie G. Regularity and related problems for deterministic pushdown
automata. J. ACM, 22(1):1–10, Jan. 1975. A better regularity test than Stearns’ [1442].
1474. Hunt, III, H. B. A complexity theory of grammar problems. In Third ACM Symposium
on Principles of Programming Languages, pages 12–18. ACM, Jan. 1976. Undecidability of most grammar problems cannot be circumvented by separability or grammar transformations.

1475. Leong, B. and Wotschke, D. The influence of productions on derivations and parsing.
In Third ACM Symposium on Principles of Programming Languages, pages 1–11.
ACM, Jan. 1976. Decidability of grammar problems.
1476. Mehlhorn, K. Bracket languages are recognizable in logarithmic space. Inform. Process. Lett., 5(6):169–170, Dec. 1976. This is about bracket languages with one pair of brackets only.

1477. Mickunas, M. Dennis. On the complete coverage problem for LR(k) grammars. J.
ACM, 23(1):17–30, Jan. 1976.
1478. Streinu, I. LL(k) languages are closed under union with finite languages. In A. Salomaa and M. Steinby, editors, Automata, Languages and Programming, volume 52
of Lecture Notes in Computer Science, pages 504–508. Springer-Verlag, Berlin, 1977.
Presents proof that the union or difference of an LL(k) language with a finite language is still
LL(k), for the same k.

1479. Wirth, Niklaus. What can we do about the unnecessary diversity of notation for syntactic definitions?. Commun. ACM, 20(11):822–823, Nov. 1977. Introduces Wirth’s
notation for extended CF grammars, using {...} for repetition, [...] for optionality, (...)
for grouping and "..." for quoting.

1480. Book, R. V. On the complexity of formal grammars. Acta Inform., 9(2):171–181, 1978.
1481. Crespi-Reghizzi, S., Guida, G., and Mandrioli, D.
Noncounting context-free
languages. J. ACM, 25(4):571–580, Oct. 1978. Designs and examines noncounting parenthesis grammars (McNaughton, [1440], intended for applications in grammatical inference.

1482. Harrison, Michael A. Introduction to Formal Language Theory. Addison-Wesley,
1978. Contains a wealth of interesting facts, ideas and theorems on formal languages, with considerable attention to parsing. Informative: puts roughly equal emphasis on ideas and formalisms.
Drawback: several proofs depend on earlier exercises, but no solutions to the exercises is given.

1483. Sudborough, I. H. On the tape complexity of deterministic context-free languages. J.
ACM, 25(3):405–414, July 1978. Includes the hardest tape context-free language.
1484. Hopcroft, John E. and Ullman, Jeffrey D. Introduction to Automata Theory, Languages, and Computation. Addison-Wesley, Reading, Massachussetts, 1979. No-frills
account of formal language theory and computational (im)possibilities. Covers CYK and LR
parsers, but as recognizers only.

1485. Inoue, Katsushi and Takanami, Itsuo. A note on cyclic closure operations. Inform.
Process. Lett., 8(1):15–16, Jan. 1979. The authors define the cyclic closure of a language L
as the set of all strings that are cyclic round shifts of strings in L. Next they prove for large classes
of languages that these languages are not closed under cyclic closure. Unfortunately, no examples
of languages that are closed under cyclic closure are given.
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1486. Nijholt, A. From left regular to Greibach normal form grammars. Inform. Process.
Lett., 9:51–55, 1979. Presents proof that for a left-regular grammar G we can obtain a rightregular grammar G0 such that leftmost parses of G0 can be mapped on rightmost parses of G, and
that we can obtain a Greibach normal form grammar G00 such that rightmost parses of G00 can be
mapped on rightmost parses of G.

1487. Gaifman, H. and Shamir, E. Roots of hardest context-free language and other
constructs. ACM SIGACT News, 12(3):45–51, Fall 1980. Derive Greibach’s hardest CF
language [1461] from earlier categorial grammars (Bar-Hillel [1415]).

1488. Nijholt, A. Context-free grammars: Covers, normal forms, and parsing. In ContextFree Grammars, volume 93 of Lecture Notes in Computer Science. Springer-Verlag,
1980.
1489. Greibach, S. A. Comments on the roots of theorems and languages both easy and hard.
ACM SIGACT News, 13(1):26–29, Winter 1981. Comments on the history of language
production systems, hard languages, and Gaifman and Shamir’s paper [1487].

1490. Pittl, Jan. Negative results on the size of deterministic right parsers. In Jozef Gruska
and Michal Chytil, editors, Mathematical Foundations of Computer Science 1981,
volume 118 of Lecture Notes in Computer Science, pages 442–451. Springer, 1981.
1491. Beatty, J. C. On the relationship between LL(1) and LR(1) grammars. J. ACM,
29:1007–1022, 1982. Compares the power of variants of LL(1) grammars to that of variants of
LR(1) grammars. E.g.: a grammar is p-reduced if it has no rules that produce ε only; all p-reduced
LL(1) grammars are LALR(1). And many others.

1492. Blum, N. On the power of chain rules in context-free grammars. Acta Inform., 17:425–
433, 1982.
1493. Nijholt, Anton. The equivalence problem for LL- and LR-regular grammars. J. Comput. Syst. Sci., 24:149–161, 1982. Decidable for LL-regular; decidable for LR-regular if
decidable for LR(0) (which is unknown).

1494. Heilbrunner, Stephan. Tests for the LR-, LL-, and LC-regular conditions. J. Comput.
Syst. Sci., 27(1):1–13, 1983. Careful analysis shows that the LR-regular test in Čulik, II and
Cohen’s paper [226] is not correct. The repair leads to item grammars, which are right-regular
grammars in which items are non-terminals. This mechanism is then used for very precise tests
for LR-, LL-, and LC-regular-ness. Some proofs are given, but others are referred to a technical
report.

1495. Rayward-Smith, V. J. A First Course in Formal Languages. Blackwell Scientific, Oxford, 1983. Very useful intermediate between Révész [1498] and Hopcroft and Ullman [1484].
Quite readable (the subject permitting); simple examples; broad coverage. No treatment of LALR,
no bibliography.

1496. Ukkonen, Esko. Lower bounds on the size of deterministic parsers. J. Comput. Syst.
Sci., 26:153–170, 1983. Worst-case lower bounds for the parser sizes are given for the various
classes of LL(k) and LR(k) parsers for k = 0, 1 and k≥2. All LL(k) lower bounds are polynomial,
except the one for full-LL(k > 1), which is exponential; all LR(k) bounds are exponential.

1497. Mäkkinen, E. On permutative grammars generating context-free languages. BIT,
25:604–610, 1985.
1498. Révész, György E. Introduction to Formal Languages. McGraw-Hill, Singapore, 1985.
This nifty little book contains many results and elementary proofs of formal languages, without
being “difficult”. It gives a description of the ins and outs of the Chomsky hierarchy, automata,
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decidability and complexity of context-free language recognition, including the hardest contextfree language. Parsing is discussed, with descriptions of the Earley, LL(k) and LR(k) algorithms,
each in a few pages.

1499. Dahlhaus, E. and Warmuth, M. K. Membership for growing context-sensitive grammars is polynomial. Intern. J. Comput. Inform. Sci., 33:456–472, 1986.
1500. Seiferas, Joel I. A simplified lower bound for context-free-language recognition.
Inform. Control, 69:255–260, 1986. Actually about linear CF languages on a deterministic multi-tape Turing machine. Proves that O(n2 /logn) is necessary in the worst case.

1501. Geffert, Viliam. A representation of recursively enumerable languages by two homomorphisms and a quotient. Theoret. Comput. Sci., 62:235–249, 1988. Imagine the
following mechanism to generate strings. The mechanism uses two homomorphisms h 1 and h2 (a
homomorphism is a translation table from tokens to strings of zero or more tokens) and an alphabet Σ; the tokens in the translation tables may or may not be in Σ. Now take an arbitrary string α,
and construct the two translations h1 (α) and h2 (α). If it now so happens that h2 (α) = h1 (α)w (so
h1 (α) is the head of h2 (α) and w is the tail), and w consists of tokens that all happen to be in the
alphabet Σ, then we keep w; otherwise α leads nowhere.
The author shows that this mechanism is equivalent to a Chomsky Type 0 grammar, and that the
grammar defines the two homomorphisms and vice versa. The details are complicated, but basically h1 and h2 are such that as α grows, h2 grows faster than h1 . The consequence is that if we
want to extend α by a few tokens δ, the translation of δ through h1 must match tokens already
produced long ago by h2 (α) or α will be rejected; so very soon our hand is forced. This effect is
used to enforce the long-range relationships characteristic of general phrase-structure grammars.
In fact, α is some encoding of the derivation of w.

1502. Szelepcsényi, Róbert. The method of forced enumeration for non-deterministic
automata. Acta Inform., 26(3):279–284, 1988. Proves that the family of context-sensitive
languages is closed under complement.

1503. Gonczarowski, J. and Warmuth, M. K. Scattered versus context-sensitive rewriting.
Acta Inform., 27:81–95, Nov. 1989.
1504. Altman, Tom and Logothetis, George. A note on ambiguity in context-free grammars.
Inform. Process. Lett., 35:111–114, July 1990. There are two sources of ambiguity in CF
grammars: in A → B|C, B and C may produce the same string (union ambiguity); and in A → BC,
B may produce two different strings β1 and β2 and C may produce γ1 and γ2 such that β1 γ1 = β2 γ2
(concatenation ambiguity). Properties of both types are examined and it is shown that detection of
union ambiguity can be reduced to detection of concatenation ambiguity.

1505. Latteux, Michel and Turakainen, Paavo. On characterizations of recursively enumerable languages. Acta Inform., 28:179–186, Dec. 1990. Improved and simplified proof of
the theorem by Geffert [1501].

1506. Shankar, Priti and Adiga, B. S. A graph-based regularity test for deterministic contextfree languages. Theoret. Comput. Sci., 88:117–125, 1991.
1507. Guan, Yonggang. Klammergrammatiken, Netzgrammatiken und Interpretationen von
Netzen. PhD thesis, Universität des Saarlandes, Saarbrücken, 1992, (in German).
1508. Billington, David. Using the context-free pumping lemma. Commun. ACM, 36(4):21,
81, April 1993. Short note showing a somewhat sharper lemma, better suited for proving that a
language is not CF.

1509. Holzer, Markus and Lange, Klaus-Jörn. On the complexities of linear LL(1) and LR(1)
grammars. In Zoltán Ésik, editor, Fundamentals of Computation Theory, volume 710
of Lecture Notes in Computer Science, pages 299–308. Springer Verlag, 1993.
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1510. Cheung, Bruce S. N. and Uzgalis, Robert C. Ambiguity in context-free grammars. In
1995 ACM Symposium on Applied Computing: SAC’95, pages 272–276. ACM Press,
1995.
1511. Linz, Peter. An Introduction to Formal Languages and Automata. Jones and Bartlett,
Sudbury, Mass., 2nd edition, 1997. Very accessible, even more so than the first edition, but
correspondingly limited. Intuitive and often even colloquial explanations, supplemented by convincing but not exhaustive proofs.
In addition to the usual fare — finite and pushdown automata, regular and context-free languages,
Turing machines, etc. — it contains a chapter on other models of computation — recursive functions, Post systems, matrix grammars, Markov algorithms, L-systems — and a brief chapter on
computational complexity.
Good, soft introduction, but, given the subject, still requires considerable studying. Very limited
literature references.

1512. Morita, Kenichi, Nishihara, Noritaka, Yamamoto, Yasunori, and Zhang, Zhiguo. A
hierarchy of uniquely parsable grammar classes and deterministic acceptors. Acta
Inform., 34(5):389–410, 1997.
1513. Sudkamp, Thomas A. Languages and Machines. Addison-Wesley, second edition,
1997. Carefully reasoned, very readable, but sometimes dull introduction to formal languages,
with serious attention to grammars and parsing. FSA minimization, grammar manipulation, proof
techniques for the equivalence of a grammar and a language, same for non-existence of a grammar
for a language, etc. Many fully worked out examples.
Consists of five parts: CF grammars and parsing; automata and languages; decidability and computation; computational complexity; deterministic parsing.

1514. Nedjah, Nadia. Minimal deterministic left-to-right pattern-matching automata. ACM
SIGPLAN Notices, 33(1):40–47, Jan. 1998.
1515. Asveld, P. R. J. and Nijholt, A. The inclusion problem for some subclasses of contextfree languages. Theoret. Comput. Sci., 230(1-2):247–256, 2000.
1516. Goldberg, Paul W. Alphabets, Words and Languages. Internet, 2002. Set of 24 straightforward and informative lecture notes on formal languages. Pity it isn’t a book.

1517. Stoll, Julia. The hardest context-free language revisited. Technical Report A/2002/4,
University of Kuopio, Kuopio, Finland, 2002. A new proof of Greibach’s [1461] theorem
about the hardest CF language.

1518. Cousot, Patrick and Cousot, Radhia. Parsing as abstract interpretation of grammar
semantics. Theoret. Comput. Sci., 290(1):531–544, 2003.
1519. Schmitz, Sylvain. Conservative ambiguity detection in context-free grammars. Technical Report RR-2006-30-FR, Université de Nice, Nice, 2006. A grammar G is represented
in a way similar to Figure 9.48. On the basis of this representation an infinite graph is defined in
which each node represents a rightmost sentential form of G. G is ambiguous of there is more
than one path from a given node to another node in this graph. The infinite graph is rendered finite by defining equivalence relations between nodes that preserve the multiple paths if they exist.
Testing the finite graph for multiple paths is simple. A lattice of possible equivalence relations is
presented. The time complexity is O(|G|2 |T |4k ), where |G| is the size of the grammar, |T | is the
number of terminals, and k depends on the equivalence relation.

1520. Schmitz, Sylvain. Modular syntax demands verification. Technical Report RR-200632-FR, Université de Nice, Nice, 2006.
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18.4.2 Approximation Techniques
1521. Hunt, III, H. B., Rosenkrantz, D. J., and Szymanski, T. G. On the equivalence, containment, and covering problems for regular and context-free languages. J. Comput.
Syst. Sci., 12:222–268, 1976.
1522. Hunt, III, H. B. and Rosenkrantz, D. J. Efficient algorithms for structural similarity
of grammars. In Seventh ACM Symposium on Principles of Programming Languages,
pages 213–219, 1980.
1523. Hunt, III, H. B. On the decidability of grammar problems. J. ACM, 29:429–447, 1982.
1524. Rosenkrantz, D. J. and Hunt, III, H. B. Testing for grammatical coverings. Theoret.
Comput. Sci., 38:323–341, 1985.
1525. Chytil, M. P. Kins of context-free languages. In J. Gruska et al., editor, Mathematical
Foundations of Computer Science, volume 233 of Lecture Notes in Computer Science,
pages 44–58. Springer-Verlag, Berlin, 1986. Approximates context-sensitive languages by
a series of context-free languages. The account is rather theoretical, though, and the authors also
presents a result for the corresponding case of context-free languages — as the limit of a series of
regular languages — that is much less promising.

1526. Pereira, Fernando C. N. and Wright, Rebecca N. Finite-state approximation of phrasestructure grammars. In 29th Annual Meeting of the Association for Computational
Linguistics, pages 246–255. Association for Computational Linguistics, 1991. The idea
is to “flatten” the LR(0) automaton of a grammar G into an FSA that will accept any string from
G, and not very much more. But the LR(0) automaton stops at reduce states, whereas the FSA
has to continue. For any state s which contains an item A → α•, all paths are searched backwards
to states t where the item started. (Cf. the lookback relation from Section 9.7.1.3.) Each t i has a
transition on A to a state ui . Now ε-transitions are added from s to each ui .
This is the version that keeps no stack at all. It can be improved by keeping finite simplifications
of the stack, and several variants are examined in great detail and with full theoretical support. For
all left-linear and right-linear grammars and some CF grammars the approximation is exact.

1527. Myers, Gene. Approximately matching context-free languages. Inform. Process. Lett.,
54(2):85–92, 1995.
1528. Rood, Catherine. Efficient finite-state approximation of context-free grammars. In
Extended Finite State Models of Language ECAI’96 Workshop, pages 58–64. Internet,
1996.
1529. Evans, Edmund Grimley. Approximating context-free grammars with a finite-state
calculus. In 35th Annual Meeting of the Association for Computational Linguistics,
pages 452–459. Association for Computational Linguistics, 1997.
1530. Pereira, Fernando C. N. and Wright, Rebecca N. Finite-state approximation of phrasestructure grammars. In Emmanuel Roche and Yves Schabes, editors, Finite-State Language Processing, pages 149–173. MIT Press, 1997. The LR(0) automaton of a grammar

is “flattened” by ignoring the stack and replacing any reduction to A by an ε-transition to all states
with incoming arrows marked A. This yields too coarse automata, even for regular and finite grammars. Rather than ignoring the stack, stack configurations are simulated and truncated as soon as
they begin to repeat. This yields unwieldy automata. To remedy this the grammar is first decomposed into subgrammars by isolating strongly connected components in the grammar graph. Full
algorithms and proofs are given. Sometimes the grammar needs to be modified (left-factored) to
avoid exponential blow-up. See also [1526, 1536].
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1531. Nederhof, M.-J. Context-free parsing through regular approximation. In International
Workshop on Finite State Methods in Natural Language Processing, pages 13–24.
Association for Computational Linguistics, June/July 1998. The regular automaton developed in [1533] is kept non-deterministic; when a string is analysed with it, this results in a
tabular representation. A CYK-like algorithm is then used to imbue this tabular representation
with a CF component. For many sentences in German this resulted in a considerable speed-up,
but the analysis of some sentences lost in speed.

1532. Mohri, Mehryar and Nederhof, Mark-Jan. Regular approximation of context-free
grammars through transformation. In J.-C. Junqua and G. van Noord, editors,
Robustness in Language and Speech Technology, pages 251–261. Kluwer Academic,
2000.
1533. Nederhof, Mark-Jan. Regular approximations of CFLs: A grammatical view. In
H. Bunt and A. Nijholt, editors, Advances in Probabilistic and Other Parsing
Technologies, pages 221–241. Kluwer Academic Publishers, 2000. A regular envelope
of a CF grammar is constructed by finding the self-embedding rules in it and splitting them in
a left-recursive and a right-recursive persona. Many other regular approximating algorithms are
discussed and compared.

1534. Nederhof, Mark-Jan. Practical experiments with regular approximation of contextfree languages. Computational Linguistics, 26(1):17–44, 2000. A regular envelope of
a CF grammar is constructed by assigning a start state and a stop state to each non-terminal
and m + 1 intermediate states to each rule A → X1 · · · Xm . These states are then connected by
transitions, to form a transition network for the entire grammar. Properties of this approximation
are investigated, and the algorithm is refined. It is compared empirically to other algorithms, where
it proves effective, especially for large grammars.

1535. Yli-Jyrä, Anssi. Regular approximations through labeled bracketing. In Formal
Grammar 2003, pages 189–201. European Summer School in Logic Language and
Information, 2003. A CF language consists of a nesting component, described by a grammar
for nesting brackets (i.e. the sections of text that are forced to nest), and a regular component,
which describes the shapes of these brackets. The nesting part can be decomposed in separate
grammars for each nesting set of brackets. By judiciously restricting the various components,
good and compact approximations to CF languages can be obtained. Properties of the various
possibilities are examined.

1536. Pereira, Fernando C. N. and Wright, Rebecca N. Finite-state approximation of phrasestructure grammars. Technical report, AT&T Reseach, Murray Hill, NJ, March 2005.
Revised and extended version of Pereira and Wright [1526, 1530].

1537. Yli-Jyrä, Anssi. Contributions to the Theory of Finite-State Based Grammars. PhD
thesis, Department of General Linguistics, University of Helsinki, Helsinki, June 2005.

18.4.3 Transformations on Grammars
1538. Foster, J. M. A syntax-improving program. Computer J., 11(1):31–34, May 1968. The
parser generator SID (Syntax Improving Device) attempts to remove LL(1) conflicts by eliminating left recursion, and then left-factoring, combined with inline substitution. If this succeeds, SID
generates a parser in machine language.

1539. Taniguchi, Kenichi and Kasami, Tadao. Reduction of context-free grammars. Inform.
Control, 17:92–108, 1970. Considers algorithms to reduce or minimize the number of nonterminals in a grammar.
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1540. Hammer, Michael. A new grammatical transformation into LL(k) form. In Sixth
Annual ACM Symposium on Theory of Computing, pages 266–275, 1974. First an LR(k)
automaton is constructed for the grammar. For each state that predicts only one non-terminal,
say A, a new LR(k) automaton is constructed with A as start symbol, etc. This process splits up
the automaton into many smaller ones, each using a separate stack, hence the name “multi-stack
machine”. For all LL(k) grammars this multi-stack machine is cycle-free, and for many others it
can be made so, using some heuristics. In that case the multi-stack machine can be converted to
an LL(k) grammar. This works for all LC(k) grammar and more. An algorithm for repairing the
damage to the parse tree is given. No examples.

1541. Mickunas, M. D., Lancaster, R. L., and Schneider, V. B. Transforming LR(k) grammars to LR(1), SLR(1) and (1,1) bounded right-context grammars. J. ACM, 23(3):511–
533, July 1976. The required look-ahead of k tokens is reduced to k − 1 by incorporating the

first token of the look-ahead into the non-terminal; this requires considerable care. The process
can be repeated until k = 1 for all LR(k) grammars and even until k = 0 for some grammars.

1542. Rosenkrantz, D. J. and Hunt, H. B. Efficient algorithms for automatic construction
and compactification of parsing grammars. ACM Trans. Prog. Lang. Syst., 9(4):543–
566, Oct. 1987. Many grammar types are defined by the absence of certain conflicts: LL(1),
LR(1), operator-precedence, etc. A simple algorithm is given to modify a given grammar to avoid
such conflicts. Modification is restricted to the merging of non-terminals and possibly the merging
of terminals; semantic ambiguity thus introduced will have to be cleared up by later inspection.
Proofs of correctness and applicability of the algorithm are given. The maximal merging of terminals while avoiding conflicts is also used to reduce grammar size.

1543. Sarbo, Janos J. Grammar transformations for optimizing backtrack parsers. Technical
Report 93-15, Research Institute for Declarative Systems, Department of Informatics,
Faculty of Mathematics and Informatics, Katholieke Universiteit Nijmegen, Nijmegen,
1993.
1544. Thorup, Mikkel. Controlled grammatic ambiguity. ACM Trans. Prog. Lang. Syst.,
16(3):1024–1050, May 1994.
1545. Thorup, Mikkel. Disambiguating grammars by exclusion of sub-parse trees. Acta
Inform., 33(6):511–522, 1996. Given an ambiguous grammar G, f.e. E--->E+E|E×E|n, and a
“forbidden parse tree set” which says that E+E×E cannot be parsed as (E+E)×E and that E×E+E
cannot be parsed as E×(E+E), algorithms are supplied that will produce a new unambiguous
grammar H such that L (H) = L (G).

18.4.4 Miscellaneous Literature
This section contains support material that is not directly concerned with parsers or
formal languages.
1546. Backus, J. W. et al. Report on the algorithmic language ALGOL 60. Commun. ACM,
3(5):299–314, May 1960. First application of a BNF grammar (for the definition of a programming language). Revised report by the same authors: Commun. ACM, 6(1):1-17, Jan 1963.

1547. Warshall, Stephen. A theorem on boolean matrices. J. ACM, 9(1):11–12, 1962. Describes how to obtain B∗ , where B is an n × n Boolean matrix, in O(n3 ) actions, using a very
simple 3-level loop.

1548. Ingerman, P. Z. "P¯
an.ini-Backus form" suggested. Commun. ACM, 10(3):137, March
1967. Several centuries B.C. the Sanskrit scholar P¯
an.ini produced a formal grammar of Sanskrit
morphology. To honor him, the author proposes to rename Backus-Naur form to P¯
an.ini-Backus
form. For an explanation of P¯
an.ini’s work in computer-science terms see Bhate and Kak [1551].
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1549. Michie, D. “memo” functions and machine learning. Nature, 218(5136):19–22, April
6, 1968. Recognizes that a computer function should behave like a mathematical function: the
input determines the output, and how the calculation is done is immaterial, or at least behind the
screens. This idea frees the way for alternative implementations of a given function, in this case
by memoization.
A function implementation consists of a rote part and a rule part. The rote part contains the inputto-output mappings the function has already learned by rote, and the rule provides the answer if the
input is new. New results are added to the rote part and the data is ordered in order of decreasing
frequency by using a self-organizing list. This way the function “learns” answers by rote as it is
being used. The list is fixed-size and if it overflows, the least popular element is discarded. Several
examples of applications are given.

1550. Han, Nathan E. A Parsing Guide to the Greek New Testament. Herald Press, 1971.
This is parsing in the traditional linguist sense of determining word types; it gives the tense, voice,
mood, person, and number for each verb in the Greek New Testament, verse by verse. As such, it
has little to do with the subject of the book you are now reading.

1551. Bhate, Saroja and Kak, Subhash. P¯
an.ini’s grammar and computer science. Annals of
the Bhandarkar Oriental Research Institute, 72:79–94, 1993. In the As.t.a¯dhy¯
ay¯
ı, the Sanskrit scholar P¯
an.ini (probably c. 520-460 B.C.) gives a complete account of the Sanskrit morphology in 3,959 rules. The rules are context-free substitution rules with simple context conditions,
and can be interpreted mechanically. The basic form is A → B(C), which means that A must be
replaced by B if condition C applies; in the Sanskrit text, the separators →, ( and ) are expressed
through case endings. Macros are defined for many ordered sets. For example, the rule iko yan
.
aci means: i, u, r., and .l must be replaced by y, v, r and l respectively, when a vowel follows. All
three words are macros: ikah. stands for the ordered set iur..l; yan. stands for yvrl; and ac stands for
all vowels. The rule literally means “of-ikah. [must come] yan. at-ac”; it corresponds to the Unix
command tr "iur
.l
." "yvrl" applied to each character in front of a vowel.
The rules differ from that of a CF grammar: 1. they have context conditions; 2. replacement is
from a member of an ordered set to the corresponding member of the other ordered set; 3. the
rules are applied in the order they appear in the grammar; 4. rule application is obligatory. Because of this P¯
an.ini’s rules are more similar to a Unix sed script.
The authors explain several other features, all in computer science terms, and consider further
implications for computer science and linguistics.

1552. Nuutila, Esko. An efficient transitive closure algorithm for cyclic digraphs. Inform.
Process. Lett., 52(4):207–213, Nov. 1994. Very careful redesign of the top-down transitive
closure algorithm using strongly connected components, named COMP_TC. Extensive experimental analysis, depicted in 3D graphs.

1553. Nuutila, Esko. Efficient transitive closure computation in large digraphs. PhD thesis,
Helsinki University of Technology, June 1995. See Nuutila [1552].
1554. Brand, M. G. J. van den, Sellink, A., and Verhoef, C. Current parsing techniques in
software renovation considered harmful. In Int. Workshop on Program Comprehension,
pages 108–117, 1998.
1555. Thompson, Simon. Haskell: The Craft of Functional Programming. Addison Wesley,
Harlow, England, 2nd edition, March 1999. Functional programming in Haskell and how to
apply it. Section 17.5 describes a straightforward top-down parser; it is formulated as a monad on
page 405.

1556. Grune, Dick, Bal, Henri E., Jacobs, Ceriel J. H., and Langendoen, Koen G. Modern
Compiler Design. John Wiley, Chichester, UK, 2000. Describes, among other things,
LL(1), LR(0) and LR(1) parsers and attribute grammar evaluators in a compiler-design setting.

1557. Cormen, Thomas H., Leiserson, Charles E., Rivest, Ronald L., and Stein, Clifford.
Introduction to Algorithms. MIT Press, 2nd edition, 2001. Extensive treatment of very
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many subjects in algorithms, breadth-first search, depth-first search, dynamic programming, on
which it contains a large section, topological sort, etc., etc.

1558. Goodrich, Michael T. and Tamassia, Roberto. Algorithm Design: Foundations, Analysis, and Internet Examples. John Wiley and Sons, 2nd edition, 2002. Low-threshold but
extensive and in-depth coverage of algorithms and their efficiency, including search techniques,
dynamic programming, topological sort.

1559. Sedgewick, Robert. Algorithms in C/C++/Java: Fundamentals, Data Structures, Sorting, Searching, and Graph Algorithms. Addison-Wesley, Reading, Mass., 2001/2002.
Comprehensive, understandable treatment of many algorithms, beautifully done. Available for C,
C++ and Java.

18.4.5 Grammatical Inference
1560. Crespi-Reghizzi, Stefano. An effective model for grammar inference.
Congress 71, pages 524–529, Amsterdam, 1971. North-Holland.

In IFIP

1561. Horning, J. J. A procedure for grammatical inference. In IFIP Congress 71, pages
519–523, Amsterdam, 1971. North-Holland.
1562. Biermann, A. W. and Feldman, J. A. On the synthesis of finite-state machines from
samples of their behaviour. IEEE Trans. Comput., C-21:592–597, 1972.
1563. Pao, T. W. and Carr, III, J. W. A solution of the syntactical induction-inference problem
for regular languages. Comput. Lang., 3:53–64, Jan. 1978.
1564. Takada, Yuji. Grammatical inference for even linear languages based on control sets.
Inform. Process. Lett., 28(4):193–199, 1988.
1565. Setsuo, Arikawa, Takeshi, Shinohara, and Yamamoto, Akihiro. Induction inference of
formal languages by elementary formal systems. In Setsuo Ohgusa Hannu Kangassalo
and Hannu Jaakkola, editors, Information Modelling and Knowledge Bases, Frontiers
in AI and Applications, pages 148–160. IOS Press, Amsterdam, the Netherlands, 1990.
1566. Osherson, D. N., Stob, M., and Weinstein, S. A universal induction inference machine.
J. Symbolic Logic, 56(2):661–672, June 1991. Properties of the set of all possible inference
mechanisms. Not about grammatical inference.

1567. Grünwald, Peter. Grammar inference. Apparently unpublished; print-out from author,
May 1994., A grammar is defined as a data compression structure, and the best grammar is
defined as the best compressor. This is called the “Minimum Description Length Principle”, and
obviates the need for a negative example set. Some very simple approaches are shown and found
more or less wanting.

1568. Grunwald, P. A minimum description length approach to grammar inference. In
S. Wermter, E. Riloff, and G. Scheler, editors, Symbolic, Connectionist and Statistical
Approaches to Learning for Natural Language Processing, volume 1040 of Lecture
Notes in Artificial Intelligence, pages 203–216. Springer Verlag, Berlin, 1996.
1569. Honavar, Vasant and Slutzki, Giora. Grammatical Inference, volume 1433 of Lecture
Notes in Computer Science. Springer-Verlag, New York, 1998.

18.5 Secondary Material

757

18.5 Secondary Material
18.5.1 Not Included
The entries in this section have been considered, but were deemed too far removed
from the subject of this book.
1570. Ershov, A. P. On programming of arithmetic operations. Commun. ACM, 1(8/9):3–
6/16, Aug. 1958. Minimizes the number of auxiliary registers needed in the compilation of
arithmetic expressions. The parsing part is vague to non-existent.

1571. Paull, M. C. and Unger, S. Minimizing the number of states in incompletely specified sequential switching functions. IRE Trans. Elec. Computers, EC-8:356–367, Sept.
1959. Not very relevant to FS machines.
1572. McIsaac, Paul. Combining ALGOL statement analysis with validity checking.
Commun. ACM, 3(8):418–419, July 1960. Claims that validity (= syntax correctness) of
arithmetic statements can be tested by checking matching parentheses by counting and by using a
matrix which specifies which character can follow which other character. The rest of the ALGOL
syntax is easy to check.

1573. Sibley, R. A. The SLANG system. Commun. ACM, 4(1):75–84, Jan. 1961. Nothing
about parsing.

1574. Brooker, R. A. and Morris, D. A general translation program for phrase structure
languages. J. ACM, 9(1):1–10, Jan. 1962. A compiler compiler; the input language is
specified by recognition rules, which include repetition and alternatives but do not seem to allow
recursion. The semantics is expressed by built-in actions. Parsing is done by accepting the first
alternative that matches. All examples are with regular grammars (translates Autocode, which is
regular).

1575. Riguet, J. Programmation et théories de catégories / programming and category theory.
In Symposium on Symbolic Languages in Data Processing, pages 83–98, New York,
1962. Gordon and Breach, (in French). After a very accessible introduction to category
theory, the latter is used to construct a model of computation. Function composition in category
theory is compared to transition composition in a special kind of FS automaton. This FS automaton
has two kinds of transitions: choice transitions, which are marked with strings from the language
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Control, 6:246–264, 1963. Formal languages.
1577. Kasami, T. An efficient recognition and syntax analysis algorithm for context-free
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1582. Kaplan, D. M. Regular expressions and the equivalence of programs. J. Comput.
Syst. Sci., 3(4):361–386, Nov. 1969. Semantics is defined formally for a few very simple
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1583. Koster, C. H. A. Syntax-directed parsing of ALGOL 68 programs. In Informal Conf.
on ALGOL 68 Implementation, pages 61–69, Vancouver, Aug. 1969. U. of British
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1585. Aho, A. V. and Ullman, J. D. Translations on a context-free grammar. Inform. Control,
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parsing.

1586. Inoue, K. Right precedence grammars. J. Inform. Process. Soc. Japan, 11(8):449,
Aug. 1971, (in Japanese). Inaccessible.
1587. Wood, D. A further note on top-down deterministic languages. Computer J., 14:396–
403, 1971. Formal languages.
1588. Jones, C. B. Formal development of correct algorithms: An example based on Earley’s
recognizer. ACM SIGPLAN Notices, 7(1):150–169, Jan. 1972. Not about parsing.
1589. Katzenelson, Jacob. The Markov algorithm as a language parser: Linear bounds. J.
Comput. Syst. Sci., 6(5):465–478, 1972. Formal languages.
1590. Pavlidis, T. Linear and context-free graph grammars. J. ACM, 19(1):11–22, Jan. 1972.
1591. Peters, Jr, P. Stanley and Ritchie, Robert W. Context-sensitive immediate constituent
analysis: Context-free languages revisited. Math. Syst. Theory, 6(4):324–333, Jan.
1973. Properties of an alternative way to interpret CS grammar rules. Not about parsing.
1592. Král, J. The top-down analysis from the point of view of a compiler writer. Acta
Polytechnica, 4(2):?–?, 1974. Bibliographically incorrect.
1593. Baker, H. G. The meat hook parser. Technical report, MIT, Cambridge, Mass., 1975.
1594. Burge, William H. Recursive Programming Techniques. Addison Wesley Publishing
Company, Reading, Massachusetts, 1975. Although it covers combinators and parsing, there
is no application of combinators to parsing.

1595. Schneider, Hans Jürgen. Syntax-directed description of incremental compilers. In
D. Siefkes, editor, GI-4. Jahrestagung, volume 26 of Lecture Notes in Computer
Science, pages 192–201, New York, 1975. Springer-Verlag. Graph-theoretical analysis.
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1596. Steels, Luc. Parsing systems for regular and contextfree languages. Technical report,
Universiteit Antwerpen, Wilrijk, 1975. Inaccessible.
1597. Aguilar, R. Formal Languages and Programming. North-Holland Publ. Co., Amsterdam, 1976. Formal languages.
1598. Kuroda, S.-Y. A topological study of phrase structure languages. Inform. Control,
30:307–379, 1976. Formal languages.
1599. Beatty, J. C. Iteration Theorems for the LL(k) Languages. PhD thesis, Lawrence
Livermore Lab., Univ. of California, Livermore, 1977. Inaccessible., Reported on in
[1606].

1600. Nijholt, Anton. Cover result and normal forms. In J. Gruska, editor, Mathematical
Foundations of Computer Science, volume 53 of Lecture Notes in Computer Science,
pages 420–429. Springer-Verlag, Berlin, 1977. Pure formal language theory.
1601. Aoe, J., Yamamoto, Y., and Shimada, R. Practical method for reducing precedence
tables. Trans. Inst. Electron. & Commun. Eng. Jpn., E61(6):499, June 1978. Abstract
only. Old version of [478]?

1602. Deussen, P. and Wegner, L. Bibliography of van Wijngaarden grammars. Bull. EATCS,
6:41–46, Oct. 1978. Too old and all unreachable.
1603. Frentiu, M. A global top-down error correcting parser. Mathematica (Cluj), 19(1):41–
43, 1978.
1604. Kuehling, P. Affix-grammatiken zur Beschreibung von Programmiersprachen. PhD
thesis, Tech. Universität Berlin, Berlin, 1978, (in German).
1605. Nijholt, A. and Soisalon-Soininen, E. Ch(k) grammars: a characterization of LL(k)
languages. In J. Bečvář, editor, Mathematical Foundations of Computer Science,
volume 74 of Lecture Notes in Computer Science, pages 390–397. Springer-Verlag,
Berlin, 1979. Formal languages.
1606. Beatty, J. C. Two iteration theorems for the LL(k) languages. Theoret. Comput. Sci.,
12:193–228, 1980. Presents two different theorems that say something about the form of sentences of a superset of the LL(k) languages. Useful for proving that some languages are not LL(k).
Not relevant for parsing.

1607. Marcus, Mitchell. A Theory of Syntactic Recognition for Natural Language. MIT
Press, 1980. Starts from the hypothesis that no non-determinism is involved in human language
recognition, examines the consequences and observes that they fit the world. Not (much) about
parsing.

1608. Rytter, Wojchiech. A correct preprocessing algorithm for Boyer-Moore string
searching. SIAM J. Computing, 9(3):509–512, 1980. Not parsing, not FS.
1609. Tarjan, R. and Valdes, J. Prime subprogram parsing of a program. In Seventh Annual
ACM Symposium on Principles of Programming Languages, pages 95–105, Jan. 1980.
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1610. Deak, Edith. A transformational derivation of a parsing algorithm in a high-level
language. IEEE Trans. Softw. Eng., SE-7(1):23–31, Jan. 1981. Not applicable.
1611. Harrison, P. G. Efficient table-driven implementation of the finite state machine. J.
Systems Software, 2(3):201–211, 1981. The input to the system consists of a sequence of
pulse combinations; at any moment any combination of the n possible pulses can occur, so the
problem is to generate code that reacts quickly to a pulse combination rather than to a single
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token. Numbering all pulse combinations is too expensive. The traditional method considers the
pulse combinations as bit patterns and uses masks over them. This paper works them into the
table.

1612. Berwick, Robert C. A deterministic parser with broad coverage. In Eighth International Joint Conference on Artificial Intelligence, pages 710–712, 1983. Not about
parsing.
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1629. Abramson, H. and Dahl, V. Logic Grammars. Symbolic Computation. SpringerVerlag, 1989. Inaccessible.
1630. Akker, H. J. A. op den, Alblas, H., Nijholt, A., and Oude Luttighuis, P. H. W. M. An
annotated bibliography on parallel parsing. Technical Report INF 89-67, University of
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In Dieter Hammer, editor, Compiler Compilers and High Speed Compilation, 2nd
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1633. König, Esther. Incremental syntactic and semantic processing. In 12th International
Joint Conference on Artificial Intelligence, pages 925–930, Sydney, Australia, Aug.
1991. Extended compositional semantics. Not about parsing.
1634. Berg, George. A connectionist parser with recursive sentence structure and lexical
disambiguation. In Conference of the American Association for Artificial Intelligence,
pages 32–37, 1992. [Probabilistic, Connectionist]
1635. Lehman, Jill Fain. Adaptive Parsing: Self-Extending Natural Language Interfaces.
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1636. Brüggemann-Klein, A. Unambiguity of extended regular expressions in SGML document grammars. In Th. Lengauer, editor, Algorithms: ESA ’93, volume 726 of Lecture
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parsing. In Sixth Conference of the European Chapter of the Association for Computational Linguistics, pages 384–393, April 1993.
1639. Brüggemann-Klein, Anne. Compiler-construction tools and techniques for SGML
parsers: Difficulties and solutions, May 1994. Extensive theory of the problems with the
&-connector and unambiguity in the SGML standard, plus advice on how to correct.
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Computational Intelligence, 10(4):431–443, 1994.
1641. Ryabko, B.Ya. Fast and efficient coding of information sources. IEEE Transactions
on Information Theory, 40(1):96–99, Jan. 1994. Comparison of existing compression techniques, followed by an improved one, which features low memory size and high speed. No parsing
involved.

1642. Weir, D. J. Linear iterated pushdowns. Computational Intelligence, 10:422–430, 1994.
Much formalism on the subject. Nothing on two-level grammars, in spite of what Kulkarni claims.

1643. Veenstra, Mettina. A minimalist head-corner parser. In Annual Meeting of the Association for Computational Linguistics, pages 338–340, 1995. Explanation of head-corner
parsing in a Chomsky Minimalist Program setting.

1644. Vishkin, Uzi. On a technique for parsing a string (invited lecture). In Combinatorial
Pattern Matching, volume 937 of Lecture Notes in Computer Science, page 386, 1995.
One-page abstract, about “ACM-STOC 1994 Sahinalp & Vishkin”, which is about constructing
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1645. Aceto, L., Fokkink, W., and Ingólfsdóttir, A. A question of Salomaa: The equational
theory of regular expressions over a singleton alphabet is not finitely axiomatizable.
Technical Report RS-96-36, BRICS, 1996. Formal languages. Interesting but not parsing.
1646. Ballintijn, Gerco C. Parsing LL(1)-based suffices in linear time. Technical report,
Vrije Universiteit, Amsterdam, July 25, 1996. Digest of [653].
1647. Burkert, Gerrit and Loethe, Mathis. ChaPLin 3.2: Ein Chartparser für linguistische Untersuchungen. Technical Report TR-1996-01, Universitaet Stuttgart, Germany.
Fakultaet Informatik, April 1996, (in German).
1648. Cherubini, Alessandra and Pietro, Pierluigi San. A polynomial-time parsing algorithm
for K-depth languages. J. Comput. Syst. Sci., 52(1):61–79, 1996.
1649. Connolly, Dan. A lexical analyzer for HTML and basic SGML, June 1996. A standard implementation of lexical analysis for HTML and Basic SGML is described, using flex. The
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1650. Vugt, Nikè van. Generalized context-free grammars. Master’s thesis, Leiden University, Leiden, The Netherlands, 1996. Interesting and well written, but not about parsing.
Author’s abstract: We consider several language generating formalisms from the literature, such as
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1651. Breg, Fabian. Suffix parsing in linear time. Technical report, Vrije Universiteit, Amsterdam, Jan. 8, 1997. Digest of [654].
1652. Sipser, Michael. Introduction to the Theory of Computation. PWS Publishing Co.,
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1653. Vanhoof, Wim and Martens, Bern. To parse or not to parse. In International Symposium on Logic-based Program Synthesis and Transformation, pages 322–342, 1997.
Actually about partial evaluation.

1654. Atkinson-Abutridy, John A. and Ferreira-Cabrera, Anita A. The design and implementation of the GILENA natural language interfaces specification system. ACM SIGPLAN Notices, 33(9):108–117, Sept. 1998. Unclear paper on an implementation of ATNs.
If the authors’ contention that it is a finite-state parsing system is correct, then ATNs cannot call
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1655. Mayberry, Marshall R. and Miikkulainen, Risto. Combining maps and distributed
representations for shift-reduce parsing. In Hybrid Neural Systems, volume 1778 of
Lecture Notes in Computer Science, pages 144–157. Springer Verlag, 1998. Connectionist linguistics.

1656. Ho, Edward Kei Shin and Chan, Lai-Wan. How to design a connectionist holistic
parser. Neural Computation, 11(8):1995–2016, 1999. Holistic parsing is about learning
grammatical regularities from training examples, with little knowledge of the parsing mechanism
or the target grammar. Outside the scope of our book, so reject.

1657. Covington, Michael A. Recent advances in parsing technology: Book review.
Language, 76(1):198, 2000. Comments mainly on the linguistic entries.
1658. Kühl, Bernd and Schreiner, Axel-Tobias. An object-oriented LL(1) parser generator.
ACM SIGPLAN Notices, 35(12):33–41, Dec. 2000. Fairly vague description of same. No
technical details. Uses an unusual notation for trees, which makes it hard to read.

1659. Farré, J. Sur quelques aspects théoriques et pratiques de la compilation. Master’s
thesis, Université de Nice-Sophia Antipolis, Nice, France, 2001.
1660. Kim, Changwook. Double Greibach operator grammars. Theoret. Comput. Sci., 250(12):247–264, 2001. Not about parsing.
1661. Gittens, Maurice. Generating efficient table-driven parsers for non-context-free
languages. Personal communication, 2002.,
1662. Rozenknop, Antoine. Gibbsian context-free grammar for parsing. In Text, Speech and
Dialogue, volume 2448 of Lecture Notes in Computer Science, pages 49–56. Springer
Verlag, 2002.
1663. Åberg, Hans. Grammars with parse tree constraints. Personal communication, Sept.
2003., Generalized precedence indications are added to the grammar. These can be processed in
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1664. Nederhof, Mark-Jan.
Weighted deductive parsing and Knuth’s algorithm.
Computational Linguistics, 29(1):135–143, March 2003.
1665. Bojic, Dragan and Velasevic, Dušan. Extended left-corner LALR(1) parsing. Technical
report, Faculty of Electrical Engineering, Beograd, April 2004. Describes an Inoue and
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programming. ACM Comput. Surv., 38(4):11, Dec. 2006. Overview over several models
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grammars, and a survey of lazy evaluation of functional programs, the author describes extensively
the application of the latter on the former. Very little about parsing.
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ambiguous grammars. In ACM SIGACT/SIGPLAN Symposium on Principles of Programming Languages, pages 1–21, Oct. 1973. Preliminary version of [1078].
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1673. Graham, Susan L. and Rhodes, Steven P. Practical syntactic error recovery. In ACM
Symposium on Principles of Programming Languages, pages 52–58, Oct. 1973. Preliminary version of [911].
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A
Hints and Solutions to Selected Problems

Answer to Problem 2.1: The description is not really finite: it depends on all descriptions
in the list, of which there are infinitely many.

Answer to Problem 2.2: Any function that maps the integers onto unique integers will do
(an injective function), for example nn or the n-th prime.
Answer to Problem 2.3: Hint: use a special (non-terminal) marker for each block the turtle is located to the east of its starting point.

Answer to Problem 2.4: The terminal production cannot contain S, and the only way to
get rid of it is to apply S-->aSQ k ≥ 0 times followed by S-->abc. This yields a sentential form
ak abcQk . The part bcQk cannot produce any as, so all the as in the result come from ak a, so
all strings an · · · can be produced, for n = k + 1 ≥ 1. We now need to prove that bcQ k produces
exactly bn cn . The only way to get rid of the Q is through bQc-->bbcc, which requires the Q to
be adjacent to the b. The only way to get it there is through repeated application of cQ-->Qc.
This does not affect the number of each token. After j application of bQc-->bbcc we have
bb j c j cQk − j , and after k applications we have bbk ck c, which equals bn cn .

Answer to Problem 2.5: Assume the alphabet is {(, [}. First create a nesting string
of (, ), [, and ], with a marker in the center and another marker at the end:
([[...[([X])]...]])Z. Give the center marker the ability to “ignite” the ) or ] on its
right: ([[...[([X]* )]...]])Z. Make the ignited parenthesis move right until it bumps
into the end marker: ([[...[([X)]...]])]* Z. Move it over the end marker and turn it
into its (normal) partner: ([[...[([X)]...]])]Z[. This moves the character in the first
position after the center marker to the first position after the end marker; repeat for the next
character: ([[...[([X]...]])]Z([. This reverses the string between the markers while
at the same time translating it: ([[...[([XZ([[...[([. Now the markers can annihilate
each other.

Answer to Problem 2.11: We have to carve up ai bi into u, v, and w, such that uvn w is
again in ai bi , for all n. The problem is to find v: 1. v cannot lie entirely in ai , since uvn w
would produce ai + n bi . 2. v cannot straddle the a-b boundary in ai bi , since even vv would
contain a b followed by an a. 3. v cannot lie entirely in bi either, for the same reason as under
1.
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Answer to Problem 2.12: It depends. In Ss --->A; S--->B; A--->a; B--->a the rules involving
B can be removed without changing the language produced, but if one does so, the grammar
is suddenly no longer ambiguous. Is that what we want?
Answer to Problem 3.1: Not necessarily. Although there is no ambiguity in the provenance of each terminal in the input, in that each can come from only one rule identifying one
non-terminal, the composition of the non-terminals into the start symbol can still be ambiguous: S-->A|B; A-->C; B-->C; C-->a. See also Problem 7.3.
Answer to Problem 3.3: In a deterministic top-down parser the internal administration
resides in the stack and the partial parse tree in the calls to semantic routines.
Answer to Problem 3.5: Ss --->aS|b with the input ak − 1 b.
Answer to Problem 3.8: See Tomita [570].
Answer to Problem 3.12: 1b. Compute how many t2 s on the left and how many t1 s on the
right each right-hand side contributes, using matching in between, and see if it comes out to 0
and 0 for the start symbol. 2. Assume the opposite. Then there is a (u 1 , u2 )-demarcated string
U which is not balanced for (t1 ,t2 ). Suppose U contains an unmatched t1 . Since the entire
string is balanced for (t1 ,t2 ), the corresponding t2 must be somewhere outside U. Together
with the t1 it forms a string T which must be balanced for (u1 , u2 ). However, T does either
not contain the u1 or the u2 boundary token of U, which means that it contains either an
unbalanced u1 or an unbalanced u2 . 3. Exhaustive search seems the only option. 4. Trivial, but
potentially useful.
Answer to Problem 4.2: A simple solution can be obtained by replacing each terminal t i
in the original grammar by a non-terminal Ti , and add a rule Ti → t1 |ε to the grammar. Now
the standard Unger and CYK parser will recognize subsequences. Incorporating the recovery
of the deleted tokens in the parser itself is much more difficult.
Answer to Problem 4.3: What does your algorithm do on S--->AAA, A--->ε (multiple nullable right-hand side symbols)? On S-->AS|x, A-->AS|B, B-->ε (infinite ambiguity)?
Answer to Problem 4.4: No rule and no non-terminal remains, which supports the claim
in Section 2.6 that ({}, {}, {}, {}) is the proper representation for grammars which produce
the empty set.
Answer to Problem 4.7: For each rule of the form A → BC, for each length l in Ti,B , for
each length m in Ti+l,C , Ti,A has to contain a length l + m.
Answer to Problem 5.2: 1. Yes: create a new accepting state ♦ and add ε-transitions to it
from all original accepting states. 2. Yes: split off new transitions to ♦ just before you enter an
accepting state. 3. No: an ε-free automaton deterministically recognizing just a and ab must
have at least two different accepting states.
Answer to Problem 5.3: It is sufficient to show that removing non-productive rules from a
regular grammar with no unreachable non-terminals will not result in a grammar with unreachable non-terminals. Now, suppose that a non-terminal U becomes unreachable when removing
non-productive rules. This means that U occurs in some right-hand side that is removed because it is non-productive. But, as the grammar is regular, U is the only non-terminal occurring
in this right-hand side, which means that U is non-productive and will be removed.
Answer to Problem 5.4: 1. Find all ε-loops and combine all nodes on each of them into a
ε
a
single node. 2. As long as there is an ε-transition Si → S j do: for each transition Sh → Si add
a
ε
a transition Sh → S j , for a terminal or ε. Then remove the transition Si → S j .
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Answer to Problem 6.4: 1. Define a stack of procedure pointers S. In the procedure for
A → BCD, stack CD, call B, and unstack. In the procedure for A → a, pop the top-of-stack
procedure, call it if the tokens match, and push it back. The stack represents the prediction
stack. 2. Define a record L as a link in a chain of pointers to procedures. In the procedure for
A → BCD, which has one parameter, a pointer prev to L, declare an L this, link it to prev,
insert a pointer to CD, and call B with a pointer to this as parameter. In the procedure for
A → a, call the procedure in prev with the backlink in it as a parameter, if the tokens match.
The linked list represents the prediction stack.

Answer to Problem 6.6: Hint: mind the ε-rules.
Answer to Problem 6.8: (a) See Nederhof [403].
Answer to Problem 7.2: The plan does not tell how many εs should be recognized at a
given position and in which order. In particular, for infinitely ambiguous grammars infinitely
many εs would have to be recognized.

Answer to Problem 7.3: No. Any grammar can be trivially brought in that form by introducing non-terminals for all terminals. See also Problem 3.1.
Answer to Problem 7.5: Lazy evaluation (+ memoization) is useful only when there is
a good chance that the answer will not be needed. Since the Completer will come and visit
anyway, it is not useful here. The required data structures would only slow the parser down.

Answer to Problem 7.6: Put edges for all rules from each node to itself in the chart. This
fulfills the invariant. Put edges for the input tokens on the stack. The parser now makes roughly
the same movements as a CYK parser.

Answer to Problem 7.7: Essentially the same arguments as in Section 7.3.6.
Answer to Problem 8.1: Each rule has only one alternative, so no decision is required,
and the language produced contains exactly one string.

Answer to Problem 8.2: No. The first step in converting to CNF is ε-rule removal,
which in general will not leave an LL(1) grammar. For example: A-->a|ε, B-->cA results in
B-->cA’|c, A’-->a, which is not LL(1).

Answer to Problem 8.3: Yes, these substitutions do not change the FIRST and FOLLOW
sets of the right-hand sides.

Answer to Problem 8.4: The token t is not in any FIRST set and either the grammar has
no rules producing ε or t is not in any FOLLOW set either. (Question: How can a token not be
in any FIRST nor in any FOLLOW set?)

Answer to Problem 8.5: a. Yes. The terminal productions of both alternatives of S start
with different terminals in spite of the fact that the alternatives themselves start with the same
non-terminal, the latter producing only ε. b. No. Now A can also produce a, which allows
both alternatives to start with a, thus causing a FIRST/FIRST conflict. c. It depends on your
precise definition. Pro: 1. There are no conflicts. 2. A naively generated parser would properly
reject all finite strings, and would loop on a∞ . Con: The grammar is not practical, and it seems
reasonable to require the grammar to be cleaned; but even Aho and Ullman [550, pg. 336] do
not explicitly make this requirement.
Answer to Problem 8.6: To choose between the alternatives which produce ε, we need
to include the FOLLOW sets. Both alternatives have FOLLOW(S), so we get a (rare) FOLLOW/FOLLOW conflict.
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Answer to Problem 9.3: If the grammar happens to be LR(1) your parser will be relatively
OK; it will just give late error messages. If the grammar happens not to be LR(1) (for example
Figure 9.13) your parser may reject correct input.
Answer to Problem 9.8: Not necessarily, since the converted grammar may require earlier
identification of handles.
Answer to Problem 9.9: Yes; substitution can only result in later identification of handles.
Answer to Problem 9.10: Yes. If in an item A → B•C ¤ the non-terminal C produces ε,
its channels will propagate ¤ and spontaneously generate FIRST(C) to the station •C ¤.
Answer to Problem 9.12: See Charles [343, page 28].
Answer to Problem 9.17: P_1--->ε; P_2--->T|P_6T; P_3--->n|P_6n|E-n|P_6E-n;
P_4-->E;
P_5-->E$;
P_6-->[(|E-(][(|E-(]* ;
P_7-->E-|P_6E-;
P_8-->E-T|P_6E-T; P_9-->P_6E; P_10-->P_6E)
Answer to Problem 9.20: For a parsing to be successful, the right context must match
in number that which is on the stack; more in particular, the item S-->a• is applicable only
when there are just as many as on the stack as there are in the rest of the input. The regular
expressions cannot enforce this.
Answer to Problem 9.21: See Fortes Gálvez [367, Figure 6.3]
Answer to Problem 9.22: Since the input is not in the right context of the item, and since
the regular envelopes are disjunct, it is not in any of the right contexts of other items either, so
the input must be incorrect. The item will be chosen incorrectly, but the error will be detected
later, so we only lose some early error detection.
Answer to Problem 9.30: There would be no LR state left to start the subsequent GOTO
from.
Answer to Problem 10.1: The grammar is LL(1).
Answer to Problem 10.3: The number of openers depends on the length of the left spine,
which is unknown even after the first node has been identified.
Answer to Problem 10.8: No. We put in the print statements so they would. Had we put
them at the first possible place, just after the decision was taken, non-canonical orders would
have resulted.
Answer to Problem 10.10: FOLLOWLM (A) is not a subset of FOLLOW(A) since it contains non-terminals. FOLLOWLM (A) is not a superset of FOLLOW(A) since it contains the
tokens in FIRST(β) for any rule B → αAβ.
Answer to Problem 10.12: S--->aAC|aBD|bAE; A--->x; B--->x; C--->yC|c; D--->yD|d;
E-->yE|e, with input axyyyye. We end up with the reduced sentential form a[A|B]E, where
neither aAE nor aBE is possible. So “Syntactic entity E cannot appear here”.
Answer to Problem 10.17: If the right-hand side of the reduce rule is a substring S of the
right-hand side of the shift rule, turn S into a rule R → S. Now it is a reduce/reduce conflict
between rules of equal length. It does imply more patching up of the parse tree.
Answer to Problem 11.3: The moment you discover the node is nullable (becomes recognized in the present prediction phase) append the parent node and back pointer nodes to
the top list, and mark the node that this has happened. Upon connecting a new back pointer
to a node marked this way, append the node pointed to to the top list. This discovers nullable
left-recursive non-terminals dynamically.
Answer to Problem 11.5: Hint: The problem is insuring termination of step 1 in Section
11.1.1 in the face of left recursion and grammar loops. Most bottom-up tables protect against
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left recursion (but not against hidden left recursion) and most do not protect against grammar
loops.
Answer to Problem 12.1: a. The reversed grammar usually has much worse properties
than the original. b. It does not solve substring parsing.
Answer to Problem 12.2: The grammar will contain an undefined non-terminal A0 and
will need to be cleaned up.
Answer to Problem 12.4: It would not help much; you end up doing general CF parsing
using the suffix grammar.
Answer to Problem 12.8: Nederhof and Satta [599] explain how to obtain an RDPDA for
a given LR(0) grammar, but in doing the same for LR(1) one soon gets bogged down in details.
A principled approach is needed.
Answer to Problem 13.1: See van Noord [661].
Answer to Problem 13.2: For each terminal t create rules t → t φ, where φ is some token
ε
not already occurring in the system. For each transition n → m create a token φ_n_m. Now
run the intersection algorithm as usual. Remove all occurrences of φ. This leaves a number of
rules of the form t_p_m → t_p_n; the occurrence of a t_p_m in a right-hand side means the
t
ε
occurrence of a transition p → n followed by a transition n → m. Project: extend this algorithm
to handle ε-transitions from the start states.
Answer to Problem 13.8: The complexity is O(n3 log n).
Answer to Problem 14.1: Discard, as this result cannot be combined with the result of the
left neighbor.
Answer to Problem 14.7: Since (A, i, j) is realizable, there must be realizable CYK hypotheses (C, i, l) and (D, l, j) with A → CD. Clearly, size(C, i, l) ≤ 2k and size(D, l, j) ≤ 2k .
Now, if size(C, i, l) ≤ 2k−1 and size(D, l, j) ≤ 2k−1 ) then (A, i, j) is its own critical hypothesis.
Else, if size(C, i, l) > 2k−1 , size(D, l, j) < 2k−1 (or else size(A, i, j) would be > 2k ), and vice
versa. Now suppose size(C, i, l) > 2k−1 . The reasoning is identical for size(D, l, j) > 2k−1 .
We can now recurse, and use the same reasoning to find the critical hypothesis for (C, i, l),
which will then also be the critical hypothesis for (A, i, j). This process will stop, because
size(C, i, l) < size(A, i, j).
Answer to Problem 14.8: Hint: add nodes A → BCi,0 j,k for all grammar rules A → BC and
all 0 ≤ i < j < k ≤ n. Are these AND-nodes or OR-nodes? Where do they get their input from?
Answer to Problem 15.1: Start with S → At1t2 · · ·tkY . Let A produce t1n−1 X n−1 where the
Xs act as “sparks”. The sparks can move to the right, produce a t i on each (ti ,ti+1 ) boundary,
and are extinguished by the Y , producing the final tk .
Answer to Problem 15.3: See [756].
Answer to Problem 15.7: See, for example, J. Higginbotham, English is not a ContextFree Language, Linguistic Inquiry, 15, 2, (1984), pp. 225-234. Or: J. Bresnan et al., CrossSerial Dependencies in Dutch, in W. J. Savitch et al., “The Formal Complexity of Natural
Language”, pp. 286-319, (1987).
Answer to Problem 15.11: Without the restriction it is trivial to give a coupled grammar
2
for the language an : S-->Q1 ; Q1 ,Q2 -->Q1 Q2 Q2 a,Q2 a|a,a. Can this also be done with the restriction?
Answer to Problem 15.12: For example: 1. Grammars embody declarative specification,
in the functional paradigm; recognizers embody algorithmic specification, in the imperative paradigm. It is generally acknowledged that the functional paradigm is “higher”, more
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“evolved” than the imperative one. 2. Nobody knows what exactly the recognition power of
recognition systems is; 3. There is 50 years of knowledge on grammars.
Answer to Problem 15.13: a. abbcc, or simply bc. b. S<---A!b&a* C.
Answer to Problem 15.14: Basically, develop P by substitution, and discard an alternative
A when FIRST(A) does not contain a. For the ensuing complications with left recursion and
empty productions see Greibach [29].
Answer to Problem 15.15: b. 1. Determine which subexpressions recognize the empty
string, for example by propagating this property bottom-up. 2. Construct a directed graph G
in which the subexpressions are the nodes and arrows point from each node to the nodes
it depends on directly. For a subexpression αAβ where α recognizes ε, this is A. 3. Do a
topological sort on G.
Answer to Problem 15.17: S<---a!./aaaa!./aaaBaS B<---S&ε/aBa
Answer to Problem 16.1: 1. Yes, but a full LL(1) parser would be better, since it remembers more left context.
Answer to Problem 16.4: Reducing as much as possible usually enlarges the set of acceptable tokens, thus making it more likely to find a correction. Predicting as much possible
only reduces that set.
Answer to Problem 16.5: BRC and BC grammars allow parsing to be resumed at any
subtree that has only terminals as leaves; there are many of these in a text of any length. With
BCP grammars there may be only one such subtree to continue the parsing; if precisely that
subtree is damaged by the error, there is no way to resume parsing.
Answer to Problem 16.6: Actually we do not need the prediction; we only need the set of
symbols in it. We implement this set as an array of counters indexed by symbols. Upon entry
to an alternative in a routine Ri we increment the counters for the symbols that that alternative
would stack, and upon leaving we decrement the counters. If a counter for a symbol X j is
not zero, X j would be in the prediction if it existed, and its FIRST set can be added to the
acceptable set.
Answer to Problem 16.7: We compute the first insertion y1 , either as
cheapest_insertion(X1 , a) if it exists or as cheapest_derivation(X1 );
this may or may not make a acceptable. We insert y1 and restart the parser. If the insertion y1
did not make a acceptable, the parser again gets stuck, on X2 this time. We repeat the process.
Answer to Problem 17.1: It blocks any repeated parsing of the same string with the same
grammar rule, so it does not see or report it.
Answer to Problem 17.5: The function q would be called even if p failed, which would
cause the parser to loop on any recursion, rather than on left recursion alone!
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Žemlička, M, 252, 623, 626, 767
Zhang, J, 651
Zhang, Y, 761
Zhang, Z, 751
Zimmer, R, 631
Zimmermann, E, 720
Zoltowski, C. B, 715
Zosel, M. E, 638
Zwicky, A. M, 732
Zwiers, J, 665

791

Subject Index

Page numbers in bold refer to pages where a definition of the indicated term can be
found.
→,
38
l

*
→,
38
l
→,
r 38
*
→,
r 38
*
→,
38
ℵ0 , 12
ℵ1 , 12
∩, 52
∪, 52
¬, 52
9, 653
—,
/ 653
&SLL(k), 685
§-calculus, 160, 506, 516, 685, 687
l,
_ 273
.
=, 267
m, 267
l, 267
ε-LR, 621
ε-LR(0), 287
ε-closure, 148
ε-free, 27, 40
ε-move, 147, 293, 525, 689
ε-rule, 27, 104, 147, 182, 221, 242, 295, 583, 598, 600,
625
ε-transition, 147, 163, 281, 577
1-unambiguity, 640, 716
2-form, 497
2-form grammar, 586, 621
2DPDA, 423, 746
4-tuple, 14

A-BNF, 687
acceptable set, 698
acceptable-set, 533, 691
acceptable-set error recovery, 533
accepting state, 142, 168, 691
accessible non-terminal, 51
ACTION table, 284
ACTION/GOTO table, 285

active edge, 227
ad hoc error recovery, 542
adaptable grammars, see dynamic grammars
adjacency restriction, 648, 653
adjoining, 494
affix, 488, 671, 680
affix grammar, 485, 488, 671
agenda, 228, 589, 705
agent parsers, 447
AGFL, 490, 684–686, 713
Aho and Corasick bibliographic search algorithm, 162,
638
algemeines LR, 622
ALGOL 60, 27, 514, 578, 582, 599, 628, 754
ALGOL 68, 476, 601, 670
ALGOL W, 584
alphabet, 6, 583, 689
alternative, 15
ambiguity, 63, 144, 316, 609, 613, 631, 641, 707, 723
ambiguity rate, 582
ambiguity test, 63, 338
American Indian languages, 492
amusing, 680, 730
analysis stack, 170
analytic grammar, 506, 668
ancestors table, 645
AND-node, 88
AND-OR tree, 88
AND/OR form, 135
angle brackets, 27, 677
ANTLR, 722, 723
ATN, 56, 584, 650, 680, 725, 729, 735
attribute, 54, 254, 485, 549, 675, 708, 710, 723
attribute evaluation rule, 485
attribute grammar, 485, 485, 615, 669, 670, 673, 710, 755
Augmented Transition Network, see ATN
auxiliary tree, 493
backreference, 159
backslash, 508
backtracking, 78, 176, 182, 201, 583, 586, 642, 668

794

Subject Index

backtracking recursive descent, 578, 687
Backus-Naur Form, see BNF
backward move, 530, 692, 693
backward/forward move, 530
BC(h)DR(0), 655
BC(m,n), 276
BC(1,1), 409
BCP, 277, 652, 702
BCP(m,n), 657
BDE, 731
beacon token, 689
biconnected, 707
binary form, 214, 648
binary right-nullable, 650
binary tree, 62, 214, 579, 660
bison, 301, 718
bitvector, 583
blind alley, 17, 35, 480
BMM, see Boolean matrix multiplication
BNF, 27, 754
Boolean circuit, 453
Boolean closure grammar, 514
Boolean grammar, 514, 679, 686
Boolean matrix multiplication, 97, 98, 500, 597
bottom-up, 589
bottom-up parsing, 66
bounded-context, 276, 532, 628, 651, 656, 702
bounded-context parsable, 277, 533, 652, 702, 731
bounded-left-context, 628
bounded-right-context, 85, 276, 525, 532, 626, 628, 631,
642, 652, 657, 671, 754
bracketed grammar, 675
BRC(m,n), 276, 657
breadth-first production, 35, 676
breadth-first search, 77, 170, 204, 235, 278, 382, 547, 584,
609, 644, 689, 756
BRNGLR, 651
Brzozowski derivative, 636, 637
built-in conflict resolver, 315
Burushaski, 490
byacc, 647
bypassed LR(k) parser, 613
C, 617
C(k), 353
C99, 770
cancellation parsing, 85, 192, 353, 483, 626
cancellation set, 192, 353
Cantor, 12
cascaded grammar, 729
categorial grammar, 726, 742, 749
category (GPSG), 732
cellar, 627
cfpg language, 670
CFSM, 605
chain rule, 113, 316
chain-independent, 624
channel algorithm, 303
character-pair error, 525, 692
characteristic finite-state machine, 605
characteristic grammar, 605
characteristic graph, 607
characteristic parsing, 609, 624
chart, 226, 589
chart parser, 590, 705, 727, 735
chart parsing, 85, 226, 588
Chomsky hierarchy, 19, 40, 673, 743

Chomsky Normal Form, 116, 454, 460, 579, 743
chromosome recognition, 590
closed part, 137, 138
closure, 614
closure algorithm, 50, 95, 114
CLR(1), 622
CNF, see Chomsky Normal Form
Cocke-Younger-Kasami, see CYK parser
Coco-2, 604
Coco/R, 605
combinator, 564, 712, 715
combinator parsing, 564
Common-Prefix, 594
Compact LR, 622
compiled recursive descent, 185, 253, 563, 598
complement, 52, 152
complete automaton, 152, 290
completed item, see inactive item
compound value (Prolog), 189
concatenation, 24
condensation phase, 530, 692
configuration, 719
conflict resolver, 253, 254, 315, 421, 485, 599, 605, 618,
701, 720, 721
conjunctive grammar, 684, 685
connectionist network, 453, 453
connectionist parser, 453
consistent substitution, 479, 676
constraint programming paradigm, 567
context-free grammar, 23
context-sensitive, 20
context-sensitive grammar, 20, 23, 73, 545, 576, 743
continuation
error recovery, 535
functional programming, 183
continuation grammar, 536
continuous grammar, 533, 702
control grammar, 502, 683
control mechanism, 69, 81, 265
control sequence, 502
control word, 669
Cook’s Theorem, 746
core of an LR state, 300
coroutine, 86, 706
correct-prefix property, 248, 521, 524, 540, 625, 633
correction phase, 530
counter language, 743
coupled grammar, 500
critical hypothesis, 467
critical step, 466
CRLL(1), 689
cross-dependencies, 492
cross-reference problem, 482, 673, 675–677, 681
cubic space dependency, 87
cubic time dependency, 71, 80, 526, 547, 582
cycle, 16
CYK parser, 70, 85, 112, 212, 578, 579, 642
D-structure, 737
dag, 16, 34, 88, 387, 475, 490, 594, 688, 738
data-oriented parsing, 100, 713, 718
Datalog Automaton, 726
DCG, 85, 189, 193, 553, 573, 677, 725, 727
De Morgan’s Law, 53, 153
debugging, 707
decomposition of an FSA, 154
deficient LALR algorithms, 302

Subject Index
definite clause, 188, 189, 482, 725
Definite Clause Grammar, see DCG
definite event, 636
depth-first production, 684
depth-first search, 77, 105, 170, 235, 553, 707, 756
derivation tree, 38
derivative, 636
derived attribute, 55, 486
derived information, 54
derived metanotion, 675
description language, 652
deterministic automaton, 82, 283, 293, 524
deterministic cancellation parsing, 85, 353
deterministic finite-state automaton, see DFA
deterministic grammar, 333
deterministic language, 299
deterministic parser, 235, 238, 247, 299, 525, 625, 694
Deterministic Regular Parsable, 577
DFA, 145, 636
DFA minimization algorithm, 157, 637
difference list, 727
directed graph, 16
directed production analyser, 391, 581
directional parser, 93
directional parsing method, 76
directly-reads, 309
disambiguating rule, 252, 707, 720
discontinuous constituents, 728
Discriminating Reverse, see DR
distfix operator, 272, 633, 634
document conversion, 316, 709, 724
don’t-care entry, 606, 709
dot, 180, 206, 280, 609, 689
dot look-ahead, 298, 366
dot right context, 322, 323
dotted look-ahead, 366
double-dotted item, 590, 595, 654
DR, 85, 325, 390, 649, 655
DR automaton, 326
DR parsing, 327, 620
DR(k), 358, 620
DRP grammar, 577
Dutch, 140, 492
dynamic grammars, 476, 668, 679–681, 683
dynamic programming, 756
dynamically programmed grammar, 683
EAG, 485, 490, 673, 679, 685, 712, 715
eager completion, 225
EAGLE, 673
Earley deduction, 725
Earley item, 206, 207, 280, 529, 689
Earley parser, 70, 85, 206, 290, 407, 452, 529, 546, 547,
577, 579, 642, 694, 735
bottom-up, 452
Earley set, 212
Earley suffix parser, 408
Earley-on-LL(1) parser, 409
early error detection, 299
EBNF, 28, 318, 580, 622
edge, 16
elementary tree, 493
eliminating ε-rules, 119, 175
eliminating left recursion, 174, 600, 626, 753
eliminating unit rules, 119, 125, 175, 316
Elkhound, 723
ELR, 594

795

empty language, 41
empty string, 41
empty word, 9
empty-node sponsoring, 740
end marker, 13, 172, 236, 266, 535
end-of-input, 94, 219, 324
envelop, 328
erasable symbols, 53
error correction, 522, 708, 721
error detection, 475, 521, 577, 606, 630
error detection point, 526, 526, 692, 697
error handling, 475, 488
error interval, 542
error production, 529, 542, 688, 694
error recovery, 500, 521, 522, 540, 642
error repair, 475, 522, 642, 698
error reporting, 475
error symbol, 526, 698
error token, 542, 543, 691, 693
essential ambiguity, 63
EULER, 629
evaluation rule, see attribute evaluation rule
event, 635
EXCLUDE set, 583
exclusion rule, 648, 653
Exhaustive Constant Partial Ordering property, 733
expanding an item, 289
exponential explosion, 204
exponential time dependency, 71, 110, 116, 577
expression-rewriting code generation, 571
extended affix grammar, see EAG
Extended BNF, see EBNF
extended consistent substitution, 676, 676
extended context-free grammar, 28, 28, 259, 584, 748
extended left-corner, 608
extended LL(k), 601
extended LL(1), 259, 603, 692, 721
extended LR(k), 601, 612
extended operator-precedence, 631
extended precedence, 274, 525
extended right precedence, 630
factorization of an FSA, 154
fast string search, 161, 638–640
feature, 496, 732
feedback arc set, 648
fiducial symbol, 693, 693
FILO list, see stack
finite lattice, 490
finite-choice, 370, 496
finite-choice grammar, 33, 473, 479
finite-state automaton, 137, 142, 278, 330, 332, 426, 524,
600, 607, 611, 632, 636, 641
finite-state grammar, 30, 473
FIRST set, 220, 239, 239, 242, 577, 582, 603, 681
FIRST table, 603
FIRSTk set, 239, 254, 254, 255, 256
FIRSTALL set, 273
FIRSTOP set, 270, 270
FIRST/FIRST conflict, 241, 719
FIRST/FOLLOW conflict, 246, 719
fixed-mode logic, 727
FL(k), 638
flattening (LR(0) automaton), 752
flex, 762
Floyd production, 277, 277, 627, 671, 687
FMQ error correction, 537, 538, 693, 696
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follow restriction, 648, 649
FOLLOW set, 244, 245, 312, 353, 534, 603, 681
FOLLOW table, 603
FOLLOWk set, 255, 255, 256
FOLLOWLM set, 361, 361
FOLLOW-determinism, 596
FOLLOW-set error recovery, 534, 534
FOLLOW/FOLLOW conflict, 246, 775
forest of tree-structured stacks, 414
forward move, 530, 693, 695
FPFAP(k), 652
frame language, 573, 726
free of hidden empty notions, 675
French, 505, 742
FSA, see finite-state automaton
FSLR(k), 609
full backtracking LC(0), 584
full backtracking top-down parsing, 501
full-LC(1), 348
full-LL(k), 256, 613, 749
full-LL(1), 248, 348, 525, 549
fully parenthesized expression, 266, 627
functional programming, 481
gap, 200, 278, 366
gcc, 723
general hyperrule, 677
Generalized cancellation, 85, 397
Generalized LC, 85, 397
Generalized LL, 85, 391, 647, 701
Generalized LR, 85, 263
generalized non-canonical parsing, 398
Generalized Overlap-Resolvable, 630
Generalized Phrase Structure Grammar, 731, 732
Generalized Recursive Descent Parsing, 185
generalized sequential machine, 746, 746
generalized TS, see gTS
generative grammar, 7, 489, 672
Georgian, 492
German, 140, 734, 736, 753
global error handling, 526, 693
GLR parser, 70, 382, 448, 546, 547, 644, 735
GLR suffix parser, 414, 447
GNF, see Greibach Normal Form
GNU C, 184
goal
Prolog, 188
top-down, 73
GOTO table, 284, 329
GPSG, 590, see Generalized Phrase Structure Grammar
Graham–Glanville code generation, 376
Grammar Tool Box, 723
grammar-based compression, 568, 718
grammar-type variable, 676
grammatical inference, 1, 708, 748
graph, 16, 594
graph-structured stack, 387, 451, 644, 650
GRDP, 596
Greibach Normal Form, 168, 391, 581, 746
GRMLR, 649
GSDT, 758
GSM, see generalized sequential machine
GSS, see graph-structured stack
gTS, 671
gzip, 568–570, 724
handle, 74, 264

handle segment, 74, 146, 269, 525
handle-finding automaton, 279, 291, 298, 374
hardest context-free language, 100, 747, 750
HASDF, 649
Haskell, 564, 566, 719, 755
head grammar, 377
head spine, 654
head-corner, 646, 654, 741
head-corner parsing, 231, 377
head-driven parsing, 595
hidden indirect left recursion, 174
hidden left recursion, 174, 288, 625, 626, 647
high-water mark, 159
homomorphism, 750
human natural language parsing, 352
Hungarian, 5
hypernotion, 479, 675
hyperrule, 478, 676
hypothesis path, 465
ID/LP grammar, 731, 732
identification mechanism, 24
Immediate Dominance/Linear Precedence grammar, 732
immediate error detection property, 248, 299, 524, 525,
693, 695
immediate left recursion, 174
immediate semantics, 550
immediate successor, see successor
in-LALR-lookahead, 310
inactive item, 227
inadequate state, 287, 328, 381, 608, 613
includes, 309
incremental parser generation, 318, 616–618, 712
incremental parsing, 318, 639, 703, 704
indexed grammar, 669
indexed operator precedence, 633
indirect left recursion, 174
inference, 188
inference rule, 51, 95, 96, 227, 725
infinite ambiguity, 49, 86, 121, 395, 398
infinite symbol set, 484
infix notation, 65
infix order, 350
inherently ambiguous, 64
inherited attribute, 55, 486
inherited information, 54
initialization, 50
insert-correctable, 538
instantaneous description, 170
instantiation, 188
interleaved LR, 648
interpreted recursive descent, 185
interpreter, 144, 283
intersection, 52, 152, 425, 530
interval analysis, 699
invalidate, 687
island-driven parsing, 595
item, 206, 290
item grammar, 612, 749
item look-ahead, 298
item right context, 322
Japanese, 579, 700, 706, 718
Java, 553
JavaCC, 703
JFLAP, 641

Subject Index
kernel item, 207, 289, 365, 620, 646
keyword, see reserved word
kind grammar, 252, 623, 626, 626
KL-ONE, 726
Kleene star, 28, 149, 164, 635
known-parsing table, 560
L(m)R(k), 605
L-system, 751
LA(k)LR( j), 302
LA(m)LR(k), 606
LALR, 618
LALR(k), 85, 301, 612, 694
LALR(k,t), 372, 654
LALR(1), 577, 605, 608, 611, 614, 691, 720
LALR(1) automaton, 301, 616
LALR(1,1), 614
LALR-by-SLR, 313
Lambek calculus, 726
lane, 610
LAR automaton, 333
LAR parsing, 335, 618
LAR(m), 85
LAR(m) parsing, 336, 617
LAR(M,C,L), 618
LAST set, 583
LASTALL set, 273
LASTOP set, 270
Latin, 686
lattice, 100, 381, 645, 658, 680
lazy table construction, 553, 679, 711, 714
LC, 594
LC(k), 85, 623, 624, 642
LC(1), 347
Least Left Corner, 613
least-error correction, 526, 529, 544, 689
left context, 320, 321, 607
left factoring, 600, 603, 620, 622
left parse prefix automaton, 720
left priority, 272
left recursion, 24, 133, 173, 174, 192, 352, 553, 581, 583,
598, 713, 720
left recursion elimination, 252, 601
left spine, 193, 345
left-associative, 90
left-bound, 675
left-context, 253, 530, 609, 630
left-corner, 95
left-corner derivation, 65
left-corner parser, 345
bottom-up, 452
left-corner parsing, 345, 578, 624, 729
left-corner relation, 352
left-factoring, 252, 252, 599, 626, 688, 753
left-hand side, 13
left-regular, 404
left-regular grammar, 30, 75, 154, 321, 657
left-spine child, 351
left-to-right precedence, 629
leftmost derivation, 37, 65, 124, 137, 165, 238, 343, 568
leftmost reduction, 199
lex, 32, 41, 149, 639, 720, 721
lexico-functional grammar, 742
LFG, 742
LIG, 682
lineage, 42
linear Boolean grammar, 686
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linear conjunctive grammar, 685
linear grammar, 30, 586
linear time dependency, 71, 81, 475, 577, 642, 674, 695
linear time requirements, 327, 369
linear-approximate LL(k), 257, 604
linearized parse tree, 65, 729
Lisp, 567
list, 34
Prolog, 189
LL( f ), 599
LL(k), 85, 254, 254, 599, 602, 608, 623–625, 642, 674,
694, 748, 749
LL(k) item, 602
LL(1), 238, 354, 409, 482, 537, 549, 590, 599, 601, 603,
624, 677, 711
LL(1) conflict, 251, 609, 613, 753
LL(1) without ε-rules, 241
LL(1), full, 244
LL(2), 255
LL-regular, 85, 600, 602, 603, 632, 749
LLC, 613
LLgen, 391, 647, 701, 710, 721, 722
LLP(k), 623, 624
LLR, see LL-regular
local error handling, 693
local error recovery, 533
locally least-cost error recovery, 539, 642, 694, 696
locally unambiguous, 675
logic variable, 188, 190, 441, 483, 567, 662
long reduction, 415
longest prefix, 94
look-ahead, 82, 322, 348
lookback, 752
lookback, 308
loop, 48, 104, 127, 139, 174, 383
hidden, 49
indirect, 48
LPDA, 592, 727
LR, 594
LR item, 280
LR parse table construction algorithm, 289
LR state, 322
LR(k), 85, 280, 299, 577, 602, 605, 614, 642, 693, 704,
749, 754
LR(k) language, 299, 319
LR(k,∞), 85, 365, 365, 652
LR(k,t), 371, 652
LR(k > 1), 299
LR(k≥1), 299
LR(m,k), 610
LR(0), 279, 285, 287, 299, 301, 315, 382, 451, 607, 616,
624
LR(0) automaton, 283, 293, 300, 314, 383, 608
LR(1), 83, 291, 293, 364, 382, 601, 605, 616, 673, 711
LR(1) automaton, 291, 294, 300, 609
LR(1) parsing table, 294
LR(1,∞), 365
LR(2), 299
LR-context-free, 372
LR-regular, 85, 226, 327, 328, 607, 615, 632, 749
LR-regular look-ahead, 329
LR-RL, 596
LSLR(1), 362, 653
LXWB, 723
macro grammar, 674
macro graph, 594
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Manhattan turtle, 18
marked ordered grammar, 504
Markov algorithm, 751
match, 73
matrix grammar, 751
maximally supported parse forest, 400
maze, 78, 82, 143
MCFG, 680
Mealy semantics, 160
memoization, 133, 422, 553, 566, 593, 645, 654, 657, 685,
687, 710, 714, 715, 755, 770, 775
memory requirements, 154
META, 711
meta-deterministic language, 621
metagrammar, 478
metanotion, 478, 672, 675
metaparsing, 456
metarule, 478, 676
middle-most derivation, 701
middle-out, 589
minimally completed parse tree, 400
minimized DFA, 158
minimum distance error handling, 687, 696
minimum-distance error recovery, 700, 701
mixed-strategy precedence, 275, 630
modifiable grammars, see dynamic grammars
modifying the grammar, 81
Modula-2, 549
monad, 685, 755
Moore semantics, 160
morphology, 7
multi-way pointer, 92, 441
multiple context-free grammar, 658, 680
NDA, see non-deterministic automaton
NDR, 655
negation, 52, 53, 152
nested stack automaton, 670, 687
NFA, 142, 161, 281, 291, 304
NLALR(k), 372, 654
NLALR(k,t), 372, 654
NLR(k), 371
node, 16
non-canonical, 83, 263, 277, 657
non-canonical LR, 365
non-canonical SLR(1), 361
non-Chomsky grammar, 473
non-correcting, 690
non-correcting error recovery, 541
non-deterministic automaton, 69, 69, 142, 200, 280, 296
non-directional parser, 93
non-directional parsing method, 76, 103, 523
non-productive grammar, 48
non-productive non-terminal, 48, 120, 122
non-productive rule, 48, 427
non-terminal, 13
NQLALR, 618
NQLALR(k), 615
NQLALR(1), 311, 613
NQSLR, 618
NQSLR(k), 615
NQSLR(k > 1), 315
NSLR(k), 85
NSLR(1), 361, 653
nullable, 24, 89, 217, 219, 297, 451
nullable LL(1) grammar, 693
nullable non-terminal

in BC and BRC, 277
occam, 677
open part, 137, 139, 165, 200, 321
operator grammar, 270
operator-precedence, 268, 270, 344, 548, 627, 707
operator-precedence parser, 374
OR-node, 88
oracle, 626
ordered attribute grammar, 488, 675
ordered grammar, 502, 503
origin position, 207
original symbol, 42, 43
Overlap-Resolvable, 630
p-chain, 584
p-reduced, 749
Packrat, 685, 686
packrat parsing, 510
palm tree, 707
PAMPS, 725
panic mode, 534, 534, 693, 697
P¯
an.ini, 754, 755
parallel transduction automaton, 578
parse dag, 88, 685, 686
parse forest, 87, 482, 597
parse graph, 89
parse table, 236, 254, 256, 448, 549, 584, 603, 610, 633,
710
parse tree, 62, 682, 711
parse-forest grammar, 49, 91, 110, 427, 451, 458, 512
parse-tree grammar, 427, 512
Parser Animation Tool, 723
parser generator, 70, 254, 285, 303, 538, 547, 707, 708,
720, 721, 724
Parsing Expression Grammar, see PEG
parsing pattern, 652
parsing schema, 644
parsing scheme, 652
parsing table, 236
partial computation, 711
partial evaluation, 566
partition, 157, 355
Partitioned LL(k), 85
Partitioned LL(1), 354
Partitioned LR, 344, 373
Partitioned LR(k), 85
partitioned s-grammar, 357
Pascal, 360, 542, 603, 642, 693, 699, 710
passive item, see inactive item
PAT, 723
pattern mapping, 692
PCCTS, 721
PDA, see pushdown automaton
PEG, 506, 509, 685
PHP 5, 770
phrase, 357
phrase language, 652
phrase level error handling, 530, 696
phrase structure grammar, 15, 577, 641, 732, 743
PL/C, 688
PLL(0), 357
PLL(1)
Partitioned LL, 344, 354
pseudo-LL, 600
PLR(k), 623, 624

Subject Index
polynomial time dependency, 71, 110, 497, 560, 586
Post system, 751
post-order, 65, 201, 343
postfix notation, 65
power language, 599
pre-order, 65, 167, 343
precedence, 626
precedence functions, 271, 549, 629, 630, 633
precedence parser, 85, 269, 525
precedence relation, 267, 267, 525, 584, 629, 630, 633, 652
precedence table, 267, 603, 642
predicate, 189, 489
ALGOL 68, 480
Prolog, 188
predict, 73
predicted item, 206
prediction item, 207
prediction stack, 167, 176, 534, 582
predictive analyzer, 581
predictor, 694
prefix, 93
prefix notation, 65
prefix-free, 182
preliminary state, 577
prettyprinter, 550
primitive predicate, 671
primordial soup algorithm, 470, 644
process-configuration parser, 447
production, 589
production chain, 31, 623, 624
production chain automaton, 346
production expression, 624
production graph, 16
production prefix, 608
production rule, 16
production step, 16, 67, 239, 535, 624
production system, 673
production tree, 23, 39, 54, 61, 65, 204, 582, 732
programmed grammar, 670, 670, 678
progressive grammars, 576
Prolog, 80, 188, 314, 340, 482, 553, 567, 573, 625, 654,
710, 725, 727
Prolog clause, 188, 590, 625
propagated input, 305
propagated look-ahead, 304
proper grammar, 49, 536
PS grammar, 15
pseudo-LL(1), 600
PTA, 578
pumping lemma for context-free languages, 44
pumping lemma for regular languages, 45
pushdown automaton, 167, 319, 331, 420, 551, 623, 626,
657
Pâté, 641
quadratic time dependency, 71, 211, 407, 672
quasi-regular grammar, 139, 638
R-translation grammar, 712
Rats!, 686
RCA, 650
RDPDA, 420, 422
reachable non-terminal, 51, 51, 122, 148
read-back tables, 611
reads, 310
real-time parser, 71, 735
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recognition system, 488, 506, 507
recognition table, 112, 117, 126, 523, 587, 657
recording grammar, 674
recursion, 24
recursive ascent, 319, 552, 593, 616–618, 673, 706, 711,
718
Recursive Call Automaton, 650
recursive descent, 80, 85, 179, 181, 254, 319, 553, 563,
598, 599, 601, 706, 709, 729
recursive function, 751
recursive set, 36
recursive transition network, 46, 56
recursive-ascent, 718
recursively enumerable, 35
reduce, 74
reduce item, 206, 282, 332, 361, 369, 591, 613, 653
reduce/reduce conflict, 279, 286, 583, 613, 653, 708
reduction error, 525, 692
Reduction Incorporated, 651
Reduction Incorporated Automaton, 650
reduction look-ahead, 222, 585
reduction-incorporated, 317
regional error handling, 530, 696
regional least-cost error correction, 695
register-vector grammar, 732, 735
regular envelope, 328, 753
regular events, 637
regular expression, 28, 33, 147, 149, 269, 637, 720
regular grammar, 30, 148
regular language, 45, 53, 139, 638, 642, 689, 729
Regular Pattern Parsable, 652
regular right part grammar, 28, 318, 594, 609, 614, 621
reject production, 648, 649
relational grammar, 682
relations algorithm, 306, 614
reserved word, 33, 76, 611
reverse finite-state automaton, 330
reversed scan, 456
reversed tree, 391
RG, see recording grammar
RI, see reduction-incorporated, 651
RIA, 650
right context, 320, 322, 329, 607, 702
right precedence, 630
right priority, 272
right recursion, 24, 592
right-associative, 101
right-bound, 675
right-hand side, 13
right-nullable, 649
right-nulled LR(1), 651
right-regular grammar, 30, 75, 139
rightmost derivation, 37, 65, 124, 137, 199, 200, 343
rightmost production, 199, 264
RL(1), 83, 704
RLL(k), 674
RN, 650, 651
RNGLR, 390, 650, 651
robust parsing, 533
root set, 404, 657
root set grammar, 404
RPDA, 595
RPP, 652
RR(1), 83
RRP grammar, see regular right part grammar
rule selection table, 589
RV grammar, see register-vector grammar
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Rytter combine node, 469
Rytter proposal, 460
S(k)LR( j), 315
s-grammar, 238, 357, 747
s-language, 599
S-structure, 737
S/SL, 506
Sanskrit, 754, 755
SCCs, 311
Schrödinger’s token, 768
SDF, 590, 649, 712
SECOND set, 256
sed, 755
self-embedding, 25, 580, 638, 700, 702, 719, 743, 744, 753
semantic action, 55, 254, 264, 583, 613, 637, 720
semantic clause, 54
semantic predicate, 722
Semi-Thue rewriting system, 586
semi-top-down, 623, 624, 624, 708
sentence, 16
sentential form, 16
sentential tree, 493
sequence, 6
set, 6
severe-C(k), 353
SGML, 141, 640, 710, 711, 713, 716, 761, 762
Shadow language, 706
shared packed parse forest, 651
shift, 74
shift item, 207, 298, 363
shift/reduce conflict, 279, 286, 583, 613, 617, 708
simple chain grammar, 624
simple LL(1), 601
simple LR(1), 314
simple precedence, 273, 525, 530, 608, 652, 692, 694
simultaneous tree adjunct grammar, 672
single rule, 113, 316
skeleton, 548, 634
skeleton grammar, 482, 673, 675
skeleton parse tree, 271, 272, 374
SL, 678
SLA(m)LR(k), 606
SLL(1), 357
SLL(1) (simple LL(1)), 238, 602
SLR, 573
SLR(k), 85, 606, 694
SLR(k > 1), 315
SLR(1), 314, 364, 382, 571, 605, 615, 624, 653
SLUNT, 735
soft precedence, 631
space requirements, 210, 285, 301, 586, 711
SPLL(1) grammar, 357
spontaneous input, 305
spontaneously generated look-ahead, 304
SPPF, 651
spurious ambiguity, 63
spurious error message, 522, 540, 541
STA grammar, 672
stack, 167
stack activity reduction, 317
stack alphabet, 167
stack duplication, 384
stack of stacks, 679
stack shift, 614
stack-controlling LR parser, 612, 621
stackability error, 525, 692

stacking conflict, 614
stacking error, see stackability error
start sentential form, 322
start symbol, 13
state, 141
state transition, 142, 316, 607
station, 281, 305, 332, 410
stochastic grammar, 690, 708, 717
strict grammar, 677
strict syntax generator, 677
strong compatibility, 610
strong operator set, 631
strong-C(k), 353
strong-LC(1), 348
strong-LL(k), 255, 599, 602, 616, 674
strong-LL(1), 247, 247, 348, 525, 548, 616, 674, 689
strong-LL-regular grammars, 602
strongly connected component, 97, 311, 613, 707, 752
structurally-equivalent, 745
Subject-Verb-Object language, 139
submatrix technique, 614
subsequence, 134
subsequence parsing, 422
subset, 650
subset algorithm, 289, 636
subset construction, 145, 283, 291, 405, 577, 636
substring parsing, 712
successful production, 47
successor, 610
suffix grammar, 401, 540, 697
suffix item, 656
suffix language, 401
suffix parser, 540, 540
suffix start set, 407
supersequence, 134
supersequence parsing, 422, 648
superstring parsing, 422
superstring recognition, 162
Swiss German, 492
synchronization triplet, 692
syntactic category, 13
syntactic graph, see production graph
syntax, 7, 579, 631, 653, 669, 708, 730
syntax error, 521, 541, 689
Syntax Language, see SL
syntaxis, see syntax
synthesized attribute, 55, 486
synthesized metanotion, 675
table compaction, see table compression
table compression, 146, 256, 285, 603, 607, 619, 624, 631,
709
table-driven, 70, 254, 371, 549, 602, 693, 711
tabular parsing, 129, 131, 509, 595, 753
TAG, 470, 492, 641, 733
tagged NFA, 641
TBNF, 708
terminal, 13, 33
terminal parser, 677
terminal symbol, 13
terminal tree, 493
thread, 86
time complexity, 71, 500
time requirements, 71, 585, 586, 608
TMG, 506
TMG recognition Scheme, see TS
token, see terminal symbol

Subject Index
token semantics, 671
Tomita parsing, 382, 644
top-down, 589
top-down parsing, 66
top-downness, 707
topological sort, 272, 756
total precedence, 85, 359, 629, 651
transduction grammar, 55, 599, 706
transformation rule, 743
transformational grammar, 668
transformations on grammars, 40, 119, 128, 169, 174, 299,
600, 601, 616, 624, 630, 634, 689
transition, 298
transition diagram, 142, 637, 688, 706
transition graph, 45
transition network, 584, 729, 753
transition successor, see successor
transitive closure, 96, 227, 240, 305, 389, 396, 536, 586,
613, 629, 644, 656
transitive item, 226, 233, 592
translation grammar, 607
tree, 23, 34
Tree Adjoining Grammars, see TAG
tree-structured stack, 685
trellis automaton, 685, 686
trivial bottom-up table, 381
trivial top-down table, 381
TS, 671
two-level attribute grammar, 676
two-level grammar, 73, 477, 680
Type 0, 19
Type 1 context-sensitive, 20
Type 1 monotonic, 20
Type 2.5, 30
Type 3, 30
Type 4, 19, 491
typesetting, 316, 723
undecidable, 36, 328, 577, 602, 675, 736, 743, 744
undefined non-terminal, 48, 111
undefined terminal, 48, 111
undirected graph, 16
Unger parser, 85, 104, 127, 430, 523, 527, 546, 553, 583,
585
union, 52, 152
uniquely assignable, 675
unit rule, 112, 121, 147, 316, 607, 609, 611
unreachable non-terminal, 48, 51, 120, 129, 427
unreduce, 201
unshift, 201
unsolvable, 36, 72, 333, 482
unsubset algorithm, 637
unused non-terminal, 48
useless non-terminal, 48
useless rule, 47, 48
useless transition, 197
uvw theorem, 45, 59
uvwxy theorem, 42, 633
Valiant parser, 585
Valiant’s algorithm, 98
validation, 540
van Wijngaarden grammars, see VW grammars
variable, 13
VCG, 651
VERS editor, 707
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viable suffix, 602
Vienna Definition Language, 673
visit, 675
VW grammar, 477, 590, 671, 673, 676
Warlpiri, 742
weak compatibility, 610
weak operator-precedence, 632, 632
weak precedence, 273, 525, 549, 584, 629
weak-PLR(k), 625
weakly context-sensitive language, 672
weakly-equivalent, 745
well-formed, 671, 686
well-formed affix grammar, 490
well-formed substring table, 117, 546, 582, 588
well-tuned Earley/CYK parser, 224
word, 6
X-category, 669
XML, 141, 550, 720
XML validation, 148, 636
yacc, 41, 301–303, 311, 316, 615, 616, 697, 714, 717, 720–
722, 724
zero as a number, 41
zip, 567

